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Abstract

Writing software is a difficult and expensive task. Its automation is hence very valuable. Search
algorithms have been successfully used to tackle many software engineering problems. Un-
fortunately, for some problems the traditional techniques have been of only limited scope, and
search algorithms have not been used yet. We hence propose a novel framework that is based on
a co-evolution of programs and test cases to tackle these difficult problems. This framework can
be used to tackle software engineering tasks such as Automatic Refinement, Fault Correction
and Improving Non-functional Criteria. These tasks are very difficult, and their automation in
literature has been limited. To get a better understanding of how search algorithms work, there
is the need of a theoretical foundation. That would help to get better insight of search based soft-
ware engineering. We provide first theoretical analyses for search based software testing, which
is one of the main components of our co-evolutionary framework. This thesis gives the impor-
tant contribution of presenting a novel framework, and we then study its application to three
difficult software engineering problems. In this thesis we also give the important contribution

of defining a first theoretical foundation.



Acknowledgements

The author was funded by EPSRC grant EP/D052785/1 (SEBASE project) and from the
Learner Independence project at the University of Birmingham. His supervisor was professor
Xin Yao.

The author is grateful to the following persons (sorted in alphabetic order the ones he did
not forget to include): Rami Bahsoon, John Barnden, Behzad Bordbar, Lionel Briand, Arjun
Chandra, Ela Claridge, Peter Coxhead, Dan Ghica, Peter Hancox, Mark Harman, Mary Jean
Harrold, Achim Jung, Mark Lee, Per Kristian Lehre, Phil McMinn, Thomas Miconi, Pietro
Oliveto, Simon Poulding, Philipp Rohlfshagen, Ramén Sagarna, Steven Vickers, David White
and Xin Yao.



Related Publications

The following publications were made during the three years of the author’s PhD work.

Publication [1] won a Best PhD Paper award.

[1] Andrea Arcuri, Per Kristian Lehre and Xin Yao. Theoretical Runtime Analyses of Search
Algorithms on the Test Data Generation for the Triangle Classification Problem. In
the IEEE International Workshop on Search-Based Software Testing (SBST), Norway,
pp- 161-169, 2008.

[2] Andrea Arcuri and Xin Yao. Search Based Software Testing of Object-Oriented Con-
tainers. Information Sciences, vol.178, issue 15, pp. 3075-3095, 2008.

[3] Andrea Arcuri. Theoretical Analysis of Local Search in Software Testing. To appear in
the Symposium on Stochastic Algorithms, Foundations and Applications (SAGA), Japan,
2009.

[4] Andrea Arcuri. Insight Knowledge in Search Based Software Testing. In the Genetic and
Evolutionary Computation Conference (GECCO), Canada, pp. 1649-1656, 2009.

[5] Andrea Arcuri. Full Theoretical Runtime Analysis of Alternating Variable Method on
the Triangle Classification Problem. In the International Symposium on Search Based
Software Engineering (SSBSE), UK, pp. 113-121, 2009.

[6] Andrea Arcuri. On Search Based Software Evolution. In the International Symposium on
Search Based Software Engineering (SSBSE), PhD paper, UK, pp. 39-42, 2009.

[7] Andrea Arcuri, David Robert White, John Clark and Xin Yao. Multi-Objective Improve-
ment of Software using Co-evolution and Smart Seeding. In the International Confer-
ence on Simulated Evolution And Learning (SEAL), Australia, pp. 61-70, 2008.

[8] Andrea Arcuri and Xin Yao. A Novel Co-evolutionary Approach to Automatic Software
Bug Fixing. In the IEEE Congress on Evolutionary Computation (CEC), Hong Kong, pp.
162-168, 2008.

[9]1 Andrea Arcuri. On the Automation of Fixing Software Bugs. In the Doctoral Symposium
of the IEEE International Conference on Software Engineering (ICSE), Germany, pp.
1003-1006, 2008.



[10] Andrea Arcuri and Xin Yao. Coevolving Programs and Unit Tests from their Specifi-
cation. In the Conference on Automated Software Engineering (ASE), short paper, USA,
pp- 397-400, 2007.

[11] Andrea Arcuri and Xin Yao. A Memetic Algorithm for Test Data Generation of Object-
Oriented Software. In the IEEE Congress on Evolutionary Computation (CEC), Singa-
pore, pp. 2048-2055, 2007.

[12] Ramon Sagarna, Andrea Arcuri and Xin Yao. Estimation of Distribution Algorithms for
Testing Object Oriented Software. In the IEEE Congress on Evolutionary Computation
(CEC), Singapore, pp. 438-444, 2007.

[13] Andrea Arcuri and Xin Yao. On Test Data Generation of Object-Oriented Software. In
Testing: Academic and Industrial Conference, Practice and Research Techniques (TAIC
PART), PhD paper, UK, pp. 72-76, 2007.

The following technical reports were made during the three years of the author’s PhD work

and are currently under review process in conferences/journals:

[14] Andrea Arcuri and Xin Yao. Co-evolutionary Automatic Programming for Software

Development. Temporarily considered with Minor Revision in Information Sciences.

[15] Andrea Arcuri. Evolutionary Repair of Faulty Software. Technical Report CSR-09-02,
University of Birmingham, 2009.

[16] Andrea Arcuri. Longer is Better: On the Role of Test Sequence Length in Software
Testing. Technical Report CSR-09-03, University of Birmingham, 2009.

[17] Andrea Arcuri, Per Kristian Lehre and Xin Yao. Theoretical Runtime Analysis in Search
Based Software Engineering. Technical Report CSR-09-04, University of Birmingham,
20009.

In the following, for each chapter it is specified the used materials (or part) of the publica-

tions presented in this thesis:
Chapter 3 Publications [2, 11, 12, 13, 16]
Chapter 4 Publications [6]

Chapter 5 Publications [10, 14]



Chapter 6 Publications [9, 8, 15]
Chapter 7 Publications [7]

Chapter 8 Publications [1, 5, 17, 4, 3]



Contents

1

2

Introduction

1.1 Motivationof Thesis . . . . . . . . .. .. . .

1.2 Major Contributions . . . . . . . . . . ... L
1.2.1 Co-evolutionary Framework and its Applications . . . . . ... .. ..
1.2.2 Theoretical Analyses . . . . . . . . . . ... ..
1.2.3  Testing Object-Oriented Software . . . . . ... ... ... ......

1.3 Thesis OVErVIEW . . . . . . . o o o e e e e e e

Background

2.1 Search Based Software Engineering . . . . . . . ... ... ... .......

2.2 Search Based Software Testing . . . . . . . . ... .. ... ... .......

2.3 Search Algorithms . . . . . . . . . . ...
2.3.1 Random Search(RS) . . . . . . . .. .. . .. ... . ... . . ...
232 HillClimbingHC) . . . . . ... ... .
2.3.3 Alternating Variable Method (AVM) . . . . . . . .. .. ... ... ..
2.3.4 Simulated Annealing (SA) . . . . . . . . ... ... .o
2.3.5 (1+1) Evolutionary Algorithm (EA) . . . . . ... ... ... .....
2.3.6  Genetic Algorithms (GAs) . . . . . . . . . .. .o
2.3.7 Memetic Algorithms (MAs) . . . . . . . ... .. ... ... .....

2.4 Genetic Programming (GP) . . . . . . ... . o oo

2.5 Co-evolution . . . . . . .. e

2.6 Analysis of Search Based Techniques in Software Engineering . . . . . . . . .

Search Based Testing of Object-Oriented Software
3.1 Motivation . . . . ... L e e e e e e e e
3.2 Relatedwork . . . . . . . ...

16
16
17
17
18
19
19

20
20
21
25
25
25
26
26
27
27
27
28
29
30



3.2.1 Traditional Techniques . . . . . . . ... ... ... .. ........ 34

3.2.2 Metaheuristic Techniques . . . . . ... ... ... .. ........ 35
3.3 Testing of Java Containers . . . . . . . . .. ... .. ... 36
3.3.1 Properties of the Problem . . . . . .. ... ... ... ... ... 37
3.3.2 Search Space Reduction . . . .. ... ... ... .. .. .. ..... 38
333 BranchDistance . . . ... ... ... .. ... ... ... ... 40
3.3.4 Instrumentation of the Source Code . . . . .. ... ... ....... 42
3.4 Analysed Search Algorithms . . . . . . ... ... ... ... L. 42
34.1 RandomSearch . . . . ... ... .. ... ... ... .. .. 42
342 HillClimbing . . . . . . . . . . ... 43
343 Simulated Annealing . . . . ... ... ... oo 44
34.4 Genetic Algorithms . . . . . . . ... ... 48
345 Memetic Algorithms . . . . . . . ... ... o 49
35 CaseStudy . . . . . .. e 50
35.1 ClassesUnderTest . . . . . . . . . .. . .. . . ... 50
3.5.2 Setting of the Framework . . . . . . . . ... ... ... ... ..... 50
3.5.3 Experiments and Discussion . . . . .. .. .. ... ... ... 51
3.6 Limitations . . . . . . . ... e e e e e e e 52
3.7 Formal Theoretical Analysis . . . . . . . . .. .. ... .. ... ... 55
37.1 GeneralRules . . . . . .. ... ... ... ... 55
3772 DISCUSSION . . . . . .. e e e e e e e e e e 56
3.8 Conclusions . . . . . . . .. e e e e e 56
Co-evolutionary Framework 58
4.1 Motivation . . . . . . . .. e e e e e e e e 58
42 TheFramework . . . . . . . . . . . . . . .. e 59
42.1 FitnessFunction . . ... ... ... ... .. ... ... . . ..., 59
4.22 Inputofthe Framework . . . . . . ... ... ... ... ...... 60
423 GPEngine . .. ... ... 60
424 Initialisationof GP . . . . .. ... oo oo 62
4.2.5 Preservation of the Semantics . . . . . ... ... ... ... 62
4.3 Strength and Limitations . . . . . . . .. .. ... ... ... ... ... ... 65
4.4 An Example: Reverse Engineering . . . . . . ... .. ... .......... 65
45 Conclusion . . . . . .. 67



5 Automatic Refinement 68

6

5.1 Motivation . . . . . . L e e e e 68
5.2 Related Work . . . . . ... 69
5.3 Evolution of the Programs . . . . ... .. .. ... ... ... ... ... 70
5.3.1 BasicConcepts . . . . . . . . . e 70
532 Training Set . . . . . . . .. e e 70
5.3.3 Heuristic based on the Specification . . . . . .. ... ... ...... 72
5.3.4 Fitness Function for the Programs . . . . . ... ... ... ...... 74
5.4 Optimisation of the Training Set . . . . . . . ... ... ... ... ...... 76
5.4.1 Specialised Sub-Populations . . . . . ... ... ... ......... 77
5.5 N-version Programming . . . . . . . . .. .. ... .. 78
5.6 Evolving Complex Software . . . . . ... ... ... ... ... ....... 80
5.7 CaseStudy . . . . . . .. e 81
571 Primitives . . . . . . .. e 81
572 ProgramstoEvolve . . . . . . . ... ... 82
5.77.3  EXperiments . . . . . ... ... e e e e e e 84
574 DISCUSSION . . . . . o .o e e e e e e e e 89
5.8 Limitations . . . . . . . ... e e e e 96
5.9 Conclusions . . . . . . . .. e e e 97
Automatic Fault Correction 98
6.1 Motivation . . . . . . . .. e e e e e 98
6.2 Related Work . . . . . . . . . . . .. 100
6.2.1 Fault Localization . . .. ... .. ... ... .. ... .. ...... 100
6.2.2 SoftwareRepair . . . . ... ... ... ... L. 102
6.3 Software Repair as a Search Problem . . . . . . . .. ... .. ... ... ... 103
6.3.1 Search Operators . . . . . . ... ... ... .. 103
6.3.2 FitnessFunction . . . .. ... ... ... ... ... ... 104
6.3.3 SearchSpace . . ... .. .. .. ... 105
6.4 Analysed Search Algorithms . . . . . . . ... ... ... L. 107
6.4.1 SearchOperators . . . . . . . . . . .. it 107
6.4.2 RandomSearch . . .. ... ... .. ... ... ... ... .. 108
643 HillClimbing . . . . . ... ... ... .. 108
6.4.4 Genetic Programming . . . . . .. ... ... ... ... ..., 109



6.5 Novel Search Operator . . . . . . . . . .. . .. .. ... 110

6.6 JAFF: Java Automatic FaultFixer . . . .. .. .. ... ... ... ...... 111
6.6.1 TheFramework . . . . . . . .. .. ... .. .. .. . 111
6.6.2 Technical Problems . . . . . . . .. .. ... ... ... ... .. ... 113
6.6.3 Supported Language . . . .. ... ... ... ... 116
6.7 CaseStudy . . . . . . . . e 117
6.7.1 Faulty Programs . . . . . ... ... . ... .. .. .. ... ... . 117
6.7.2 Setting of the Framework . . . . . . ... ... ... ... ... .. 120
6.7.3 Experiments . . . . . ... ... 120
6.7.4 Discussion . . . . . ... 121
6.8 Limitations . . . . . . . . ... 122
6.9 Conclusion . . . . . .. .. 131
Automatic Improvement of Execution Time 133
7.1 Motivation . . . . ... L e 133
7.2 Related Work . . . . . . . . 135
7.2.1 Improving Compiler Performance . . . . ... ... ... .. ... ... 135
7.2.2 High-Level Optimisation . . . . . . .. ... ... ... ........ 136
723 Seeding . . . . . .. 136
7.3 Evolutionary Framework . . . . . . . .. ... ... .. ... ... ... 137
7.3.1 Seeding Strategies . . . . . . ... ... oo 139
7.3.2 Preserving Semantic Equivalence . . . . ... ... ... .. ... .. 139
7.3.3  Evaluating Non-functional Criteria . . . . . . . ... ... ... .... 140
7.3.4 Multi-Objective Optimisation . . . . . . . . . . . . ... ... .... 142
74 CaseStudy . . . . . .. e 143
7.4.1 Software Under Analysis . . . . . . ... ... ... ... ....... 143
7.4.2 Experimental Method . . . . . . .. ... ... L. 143
7.5 DISCUSSION . . . . . L L e e e 145
7.6 Limitations . . . . . . . ... e e e e 147
7.7 Conclusion . . . . . ... e e 147
Theoretical Runtime Analysis in Search Based Software Testing 149
8.1 Motivation . . . . . . . .. e e 149
8.2 Runtime Analysis . . . . . . . ... 152
8.3 Triangle Classification Problem . . . . . . . . ... ... ... ... ...... 155



8.4 Analysed Search Algorithms . . . . . . .. ... ... ... L. 157
84.1 RandomSearch . .. ... .. ... ... ... ... .. .. .. ..., 157

84.2 HillClimbing . . . . . . . . . . .. 160

8.4.3 Alternating Variable Method . . . . . . . . ... ... ... ...... 160

8.4.4 (1+1) Evolutionary Algorithm . . . . . .. ... ... ... .. .... 161

8.4.5 Genetic Algorithms . . . . . . . .. ... Lo oo 162

85 Empirical Study . . . . . ... 163
8.6 Theoretical Analysis . . . . . . .. ... .. 164
87 Discussion. . . . . . ... e 169
8.8 Conclusion . . . . . . ... 172
Conclusion 173
9.1 Summary of Contributions . . . . . . . ... ... ... o 173
92 Future Work . . . . . . . . L 175
176

A.1 Formal Proofs for Chapter3 . . . . . .. ... ... ... ........... 176
A.2 Implementation of the Specifications used in Chapter 5 . . . . . . ... .. .. 178
A.3 Formal Proofs for Chapter6 . . . . ... ... ... ... ........... 178
A.4 Formal Proofs for Chapter 8 . . . . ... ... ... ... ........... 182
A4.1 Global Optima . . . . . . . . . . . . . e 182
A.4.2 General Properties . . . . . . ... . ... ... .. 185
A43 Analysisof RS . . . ... ... ... 187
A44 Analysisof HC . . . . .. ... ... ... ... 188
A4S Analysisof AVM . . . ..o 191
A4.6 Analysisof (1I+41)EA . . . . . . . . . ... 200



List of Figures

4.1

5.1

5.2

53
54
5.5
5.6
5.7
5.8
59

6.1

G is the population of programs, whereas 7" is the population of test cases.
For simplicity, sets of cardinality 3 are displayed. In picture (a) it is shown on
which test cases the fitness of the first program g is calculated. On the other
hand, the picture (b) shows on which programs the fitness for the first test case
to is calculated. Note that the arc between the first program and the first test case
is used in both fitness calculations. Finally, picture (c) presents all the possible

|G| - |T| connections. . . . . . . . . . . ... 64

Simple example of how a unit test is mapped in a pair (x,y). Note that in many
languages the length of an array cannot be changed, and we check the length
instead of another property only for simplicity. . . . . . . .. ... ... .. .. 71

An example of a training set for the Triangle Classification problem [18] and an

incorrect simple program that actually is able to pass all these test cases. . . . 72
Formal specification for MaxValue. . . . ... ... ... ... ........ 84
Formal specification for AllEqual. . . . . ... ... ... ... ..... ... 84
Formal specification for TriangleClassification. . . . . . .. ... ... .. .. 85
Formal specification for Swap. . . . . . ... .. ... ... ... . ... . 85
Formal specification forOrder. . . . . . . . . ... ... ... ... ...... 85
Formal specification for Sorting. . . . . . .. .. ... .. ... ........ 85
Formal specification for Median. . . . . . . ... ... ... .. ........ 86

Values of probability 6(n) when [ = 10, s = 1, ¢t = 1, 1 < n < 20 and
0<h<19. .. . . 112

10



6.2

6.3

6.4

6.5

7.1
7.2
7.3
7.4
7.5

8.1

8.2

8.3

8.4

Al
A2

Results of tuning the value of maximum number of mutations for RS. Proportion
of obtained robust programs are shown. Data were collected from 100 runs of
the framework with different random seeds. There are 7 plots, one for each
program in the case study. Each plot contains the results for each of the 5 faulty
versions of that program. . . . . . . ... .. L L L L
Results of tuning the value of maximum number of mutations (i.e., the neigh-
bourhood size) for HC. Proportion of obtained robust programs are shown. Data
were collected from 100 runs of the framework with different random seeds.
There are 7 plots, one for each program in the case study. Each plot contains
the results for each of the 5 faulty versions of that program. . . . .. ... ..
Results of GP using the novel search operator with different values n for the
node bias. Proportion of obtained robust programs are shown. Data were col-
lected from 100 runs of the framework with different random seeds. There are
7 plots, one for each program in the case study. Each plot contains the results
for each of the 5 faulty versions of that program. . . . . ... ... ... ...
An example of a test cases for the Triangle Classification problem [18] and an

incorrect simple program that actually is able to pass all of these test cases.

Evolutionary framework. . . . . . . ... .. ... ...
The relationship between a program and the semantic test set population. . . . .
A Pareto front composed of five programs in objective space. . . . . . . . . ..
IstTCversion. . . . . . . . . . i

2nd TC Version. . . . . o v v v o e e e e e

Triangle Classification (TC) program, adapted from [19]. Each branch is tagged
withauniqueID. . . . . . . . .. L
Fitness functions f; for all the branches I D; of TC. The constants  and ~ are
both positive, and 0 < w(h) < (forany h. . . . . . . .. ... ...
Fitness landscape of modified fitness function fs with n = 24 and x fixed to the
value 6. . . . . L e
Fitness landscape of modified fitness function fg with n = 24 and x fixed to the

value —6. . . .o e e

Implementation of MaxValue defined in Figure 5.3. . . . . .. ... ... ...

Implementation of AllEqual defined in Figure 5.4. . . . . .. ... ... ...

11

123

131

137
138

158

178



A.3 Implementation of TriangleClassification defined in Figure 5.5. . . . . . . ..
A.4 Implementation of Swap defined in Figure 5.6. . . . . . ... ... ... ...
A.5 Implementation of Order defined in Figure 5.7. . . . . . .. .. ... ... ..
A.6 Implementation of Sorting defined in Figure 5.8. . . . . ... ... ... ...
A.7 Implementation of Median defined in Figure 5.9. . . . . . ... ... ... ..
A.8 Example where ¢y — by = 15, in whichcase by =co. . . . . . . ... ... ..
A.9 Example where ¢y — by = 17, in which case b, is not accepted, as indicated

by the dashed arrow. . . . . . . .. ... L
A.10 Example where ¢y — by = 25, in which case b, is accepted. . . . . . .. . ..
A.11 Example in which ¢y — by = 6. In that case ¢4, is accepted. To note that is the

continuation of the search done in figure A.10, which is represented in dotted

arrows. The former b, has become the new ¢, whereas the old ¢y is now the

NEW Dg. . . e e
A.12 Markov chain in the proof of Lemma A.4.10. . . . ... ... ... ... ...

12



List of Tables

2.1

3.1

32

33

5.1

5.2

53

Example of how to apply the function 6 on some predicates. %k can be any
arbitrary positive constant value. A and B can be any arbitrary expression,
whereas a and b are the actual values of these expressions based on the values

intheinputset . . . . . . . . ... L

Characteristics of the containers in the case study. The lines of code (LOC), the
number of the public functions under test (FuT) and the achievable coverages
for each container are shown. . . . . . . ... ... L oo,
Comparison of the different search algorithms on the case study. Each algorithm
has been stopped after evaluating up to 100,000 solutions. The shown values are
calculated on 100 runs of the framework. Mann Whitney U tests show that the
MA has the best performance on all the containers but Vector. . . . . ... ..

Performance of MA onthecasestudy. . . . . .. ... .. ... ........

Example of how to apply the function d on some predicates. K can be any
arbitrary positive constant value. A and B can be any arbitrary expression,
whereas a and b are the actual values of these expressions based on the values
in the input set /. W can be any arbitrary expression. . . . . . . . ... .. ..
Configurations in which extra functions were added to the base set of GP prim-
itives. These functions are correct implementations of the specifications we
addressinourcasestudy. . . . . . .. ... Lo
Number of correct evolved programs out of 100 independent runs for each pro-
gram version. For generating the test cases, we separately tested random sam-
pling (RS), co-evolution (COE), and co-evolution with SSP (SSP). P-values of
statistical tests are also shown to compare the performance of these three algo-

rithms. . . . . e

13

54



54

5.5

5.6

6.1

6.2

6.3
6.4
6.5
6.6
6.7
6.8
6.9
6.10
6.11
6.12
6.13
6.14

For each tested configuration (13 program versions for 3 algorithms), it is shown
the number of valid programs that are not correct out of 100 independent runs
of the framework. The algorithms are: random sampling (RS), co-evolution
(COE), and co-evolution with SSP(SSP). . . . . . . . . .. ... ... .... 91
For each program version, it is shown the number of correct evolved ensembles
out of 100 independent ensemble creation processes. The percents of correct
programs in the pools used for generating the ensembles are shown. Ensem-
ble sizes span from 2 to 10. Both valid and invalid programs were used for
generating theensembles. . . . . . . . . .. ... L L oL, 92
For each program version, it is shown the number of correct evolved ensembles
out of 100 independent ensemble creation processes. The percents of correct
programs in the pools used for generating the ensembles are shown. Ensemble
sizes span from 2 to 10. Only valid programs were used for generating the

ensembles. . . . . L L e 93

Employed primitives. They are grouped by type. Their name is consistent with
their semantics. When the semantics of the primitives could be ambiguous, a
short description is provided. More than one primitive can have same name (but
different arity and/or constraints). . . . . . . . ... ..o 116
For each program in the case study, it is shown its number of lines of code

(LOC), the number of nodes in its syntax tree representation, and finally the

type of its inputs. . . . . . ... L e 119
Number of passed assertions in the faulty versions of the programs.. . . . . . . 120
Comparison for Phaseof Moon . . . . . . . ... ... ... .. ........ 122
Comparison for Remainder . . . . . . ... ... ... ... ... ....... 126
Comparison for Bubble Sort . . . . . ... ... ... .. L oL 126
Comparison for TreeMap.put . . . . . . . . .. .. .. ... 126
Comparison for Triangle Classification . . . . . . . .. ... ... ... .... 127
Comparison for Vector.insertElementAt . . . . . ... ... ... ... .... 127
Comparison for Vector.removeElementAt . . . . . .. ... ... .. ..... 127
Node bias for Phaseof Moon . . . . . .. .. ... ... ... .. ... 128
Node bias for Remainder . . . . . . ... .. ... ... ... ... ... ... 128
Node bias for Bubble Sort . . . . . ... ... ..o o 128
Node bias for TreeMap.put . . . . . . . . .. ... . 128

14



6.15 Node bias for Triangle Classification . . . . . . . . ... ... ... ......

6.16 Node bias for Vector.insertElementAt . . . . . . . . . . . .. . . ... ....

6.17 Node bias for Vector.removeElementAt . . . . . . . . . . . . . . ... ....

7.1

7.2
7.3

8.1

8.2

8.3

8.4

8.5

Factorial design of 8 parameters. Note that P,, = 0.9 — P.and S - G =
50000 such that the total number of fitness evaluations remains constant. For the
same reason, when MOO is employed, the population is reduced by the SPEA2
archive size. If co-evolution is not employed, the test cases are simply sampled
at random at each generation. If MOO is not employed, the semantic and the
cycle scores are linearly combined, with a weight of 128 for the semantic score.
A mutation event is a single mutation from a pool of ECJ mutation operators is
applied. . . . . L
P-values of the ANOVA tests run on the four different types of experiments. . .
For each of the four configurations, the parameter settings that result in the high-
est average and max gain scores are reported, as well as their best performance

AINS. . . o o e e e e e e e e e e e e e

Models used for the non-linear regression. The constant p is the model param-
eter that is estimated with the regression. . . . . . . . . . .. ... ... .. ..
Result of the empirical study. Each branch has an ID based on its order in the
code. For each branch, there are shown the results whether the branch distance
wasused (T)ornot (F). . . . . . . . . . . . . .

Result of experiments for branch I Dg. Data were collected with different values

Summary of the empirically (Emp.) and theoretically (Th.) obtained runtimes
for target branches I Dg and I Dj. BD stands for “Branch Distance”. . . . . . .
Result of experiments for branch target / Dg with a larger set of models. Data

were collected with different valuesofn.. . . . . . . . . . ... .. ... ...

15

171



Chapter 1

Introduction

1.1 Motivation of Thesis

In software engineering there are many tasks that are very expensive, like for example testing
the developed software [18]. It is hence important to try to automate these tasks, because it
would have a direct impact on software industries.

Re-formulating software engineering as an optimisation problem has led to promising results
in the recent years [20, 21]. Many tasks have been addressed by the research community, but
some are mainly unexplored. There are classes of software engineering problems that can in
fact be solved only by modifying and writing software. But generating software in an automatic
way is extremely difficult. Techniques presented in literature have been of limited scope (more
details in the next chapters).

In this thesis we want to feel this gap. This would also be a step forward to achieve corporate
visions like for example IBM’s Autonomic Computing [22].

We use an approach that is based on evolutionary algorithms. In particular, we use Genetic
Programming [23] to evolve programs that should solve the considered software engineering
problems. Because programs that evolve are not guaranteed to be correct, a lot of effort needs
to be spent to try to improve the reliability of these evolving programs. This leads us to define a
complex framework in which many different aspects of evolutionary computation are used, like
for example co-evolution and multi-objective algorithms.

Although in recent years there has been a lot of research on the application of search al-
gorithms to software engineering problems (e.g, in software testing [19]), there exist only few
theoretical results [24]. The only exceptions we are aware of are on computing unique in-

put/output sequences for finite state machines [25, 26] and the application of the Royal Road
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theory to evolutionary testing [27].

To get a deeper understanding of the potential and limitations of the application of search
algorithms in software engineering, it is essential to complement the existing experimental re-
search with theoretical investigations. Runtime Analysis is an important part of this theoretical
investigation, and brings the evaluation of search algorithms closer to how algorithms are clas-
sically evaluated.

In this thesis, we hence find necessary to integrate our empirical validation of our novel

framework with theoretical analyses.

1.2 Major Contributions

1.2.1 Co-evolutionary Framework and its Applications

In this thesis we present a novel framework that, with little changes, can be easily applied to

automate at least these following software engineering problems:

e Automatic Refinement: given as input a formal specification, we want to obtain a correct

implementation in an automatic way.

e Fault Correction: given as input a program implementation and a set of test cases in which
at least one test case is failed, we want to automatically evolve the input program to make

it able to pass all the given test cases.

e Improving Non-functional Criteria: given as input a program, we want to evolve it to
optimise some of its non-functional criteria (e.g., execution time and power consumption)

without changing its semantics.

e Reverse Engineering: given as input the assembler code or byte-code of a program, we

want to automatically derive its source code.

The novel framework we propose is based on co-evolution of programs (evolved for exam-
ple with Genetic Programing) and test cases (evolved for example with search based software
testing [19]). Programs are rewarded by how many tests they do not fail, whereas the unit tests
are rewarded by how many programs they make to fail. This type of co-evolution is similar to
what happens in nature between predators and prey. We use co-evolution to give more trust to
the correctness of the evolved programs. However, software testing cannot prove that a software
is faultless [18].
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We present empirical experiments of our framework applied to all these problems but reverse
engineering. The application of our framework to this latter problem is only discussed.

Automatic refinement is a very difficult task, and the results we obtained are weak. However,
we show how fault correction and improving non-functional criteria are special and easier cases
of automatic refinement. Because they are in general easier than this latter, stronger results are
obtained. Nevertheless, analysing automatic refinement is still important because it gives us
information on the lower bound of the performance of our framework.

In this thesis we show promising results of our framework applied to non-trivial software.
This is an import step to validate our novel approach. To obtain stronger results that scale to
real-world software, more research is needed to improve the performance of the used algorithms.
That research cannot be done if we do not show first that the approach is feasible and if we do
not analyse which are the components and interactions of the framework that could be improved,

and how they could be improved.

1.2.2 Theoretical Analyses

Software testing is one of the most studied problems in software engineering, and it is one of
the most important components of our novel framework. Therefore, in this thesis we give first
theoretical analyses of search algorithms applied to test data generation. This is helpful to get
a better insight of how search algorithms work. The theoretical results presented in this thesis
have hence a wider scope than just automatic generation and improvement of software.

There is a large literature on the theoretical analysis of search algorithms applied to many
different problems [28]. Therefore, it is important to provide this type of analyses also to soft-
ware engineering. This thesis provides the useful contribution of showing how theoretical anal-
ysis can be applied to it.

Theoretical runtime analyses are difficult to carry out. For example, it is required to know
all the global optima of the problem (e.g., in software testing they would be all the test cases
that satisfy the given testing criterion). Making precise theoretical analyses of very complex
software is practically unfeasible. Therefore, theoretical analyses are not meant to replace em-
pirical investigations. However, for the problems for which theoretical analyses can be done,

we get stronger and more reliable results than any obtained with empirical studies.
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1.2.3 Testing Object-Oriented Software

Automating test data generation is a difficult task. Although search algorithms have been suc-
cessfully applied to software testing [19], most of the research has been concentrated in testing
procedural software. Object-oriented software is very common in industry, and it gives new
challenges to the task of automating its testing.

One further contribution of this thesis is an analysis of search based test data generation for

object-oriented software. Search algorithms are tailored, compared and analysed.

1.3 Thesis Overview

The material presented in this thesis is divided in nine chapters. We start in Chapter 2 by giv-
ing background information that will be useful for the understanding of this thesis. Because
software testing is a crucial component of our novel framework, in Chapter 3 we study tech-
niques for the difficult task of testing object-oriented software. Chapter 4 explains in details
the components of our novel framework. The application of our framework to the problem
of automatic refinement is explained in Chapter 5. Automatic fault correction is described in
Chapter 6, whereas the improvement of non-functional criteria follows in Chapter 7, in which
we focus only on execution time. How theoretical runtime analysis can be applied to search
based software engineering is presented in Chapter 8. Finally, Chapter 9 concludes the thesis

with a summary of the achieved contributions and directions for future research.
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Chapter 2

Background

2.1 Search Based Software Engineering

In software engineering there are many tasks that are very expensive for the development of
software. Therefore, there has been a lot of effort to try to automate these software engineering
problems. The automation of these tasks would significantly reduce the development cost of
software, because it would require less human resources (that are expensive in general).

Several techniques have been proposed to automate software engineering processes. Among
the many, search algorithms (e.g., Genetic Algorithms [29]) have obtained successful and
promising results. To apply search algorithms to software engineering problems, we need to
re-formulate these problems as search problems. That is what is commonly called Search Based
Software Engineering [20, 30, 31, 21].

According to [21], search algorithms have been applied to many software engineering prob-
lems so far. For example, they have been applied to requirement engineering [32], project
planning and cost estimation [33, 34, 35, 36, 37, 38], testing [39, 40, 41, 42, 43, 44, 45, 46],
automated maintenance [47, 48, 49, 50, 51, 52, 53, 54], service-oriented software engineering
[55], compiler optimisation [56, 57] and quality assessment [58, 59]. Several PhD theses have
been written in this research field [60, 61, 62, 63, 64, 65, 66, 67, 68, 69, 70, 71, 72, 73, 74].

When the solutions to a problem are composed of different parameters/variables that need
to be configured, then search algorithms can be used to look for the best configurations. This
is particular useful when the search space of possible solutions is so large that an exhaustive
evaluation of all the solutions is not feasible.

Consider for example that a solution to a particular problem is defined by n binary variables

z;, e.g. x; € {0,1}. This is a very common situation when there are n decisions to make. A
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typical problem would be for example choosing which objects to put in a knapsack out of n
items [75]. For example, z; = 1 could mean that the object ¢ is put in the knapsack and x; = 0
otherwise. Each object ¢ has a value v; and a weight w;. There are constraints on the total
weight 1) it can be carried in the knapsack, i.e. a valid solution would satisfy > 7 w;x; < .
The objective could be to maximise the value of the items that are put in the knapsack given
that all of them cannot be put inside at the same time, i.e. we want to maximise Z? v;x;. In this
common type of problem, the search space is composed of 2" solutions. This is an extremely
large search space already for small values of n.

To be successful, search algorithms need an appropriate fitness function. That would be used
to distinguish between “good” and “bad” solutions. This function is an heuristic that should try
to estimate how good a solution is even when it does not perfectly solve the problem. In the
previous example, the fitness function could be the total value of the items that are put in the
knapsack when the weight constraint is satisfied. A solution that has plenty of valuable items
in the knapsack would obviously seem better then an empty one. A search algorithm would use
that fitness function to guide its search toward better solutions. However, in general the finding
of the optimal solution cannot be guaranteed.

To apply search algorithms to software engineering activities, we first need to define how
the solutions of the problem can be modelled. Then, an appropriate fitness function needs to be
defined. This would be enough for a first application of search algorithms. However, for any
specific problem to obtain better results care would be needed to design more tailored search

algorithms and to “improve” the fitness function.

2.2 Search Based Software Testing

Software testing is one of the most studied tasks in software engineering. The search based
software engineering community has been particularly active in this field. It has been so active
that already in the year 2004 there was enough material to justify the publication of a survey on
the subject [19].

In this section, we briefly describe how search algorithms can be applied to test data gener-
ation for the fulfilment of white box criteria, in particular branch coverage [18]. Furthermore,
some specific domain problems are discussed. Further details can be found in [19].

For simplicity, let assume that the software we want to test is a single function. The objective
is to find a set of test cases that execute all the branches in the code. In other words, we want

that each predicate in the source code (e.g., in 1 f and 1oop statements) should be evaluated at
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least once as true and once as false.

The search space of candidate solution is defined by the input to the function. For example, if
the function takes as input one 32 bit integer, then the search space is composed of 232 different
inputs. If the function takes as input an array of integers, and its length can be any arbitrary value
representable with an unsigned integer, then the search space is 2?1271(232)" > 101000,000,000
which is an extremely large search space.

Because there could be many branches that are easy to cover, a common technique is to
generate some random test cases. Once executed, some of the branches will be covered, but in
generally not all of them (unless the software is trivial and/or we are particularly lucky with the
random generation). The remaining uncovered branches can be considered as difficult. For each
of these difficult branches, we make a search that is targeted to cover that particular branch. In
other words, we search for a test case that execute that branch.

To apply search algorithms to this test data generation problem, we need to define a fitness
function f. For simplicity, let say that we need to minimise f. If the target branch is covered
when a test case t is executed, then f(¢) = 0, and the search is finished. Let’s assume that
a test case t is composed of only a set of inputs I, i.e. f(t) = f(I) (in general a test case
could be more complex, because it could contain a sequence of function calls). Otherwise, it
should heuristically assign a value that tells us how far the branch is from being covered. That
information would be exploited by the search algorithm to reward “better” solutions.

The most famous heuristic is based on two measures: the approach level A and the branch
distance 0. The measure A is used to see in the data flow graph how close a computation is from
executing the node on which the target branch depends on. The branch distance  heuristically
evaluate how far a predicate is from obtaining its opposite value. For example, if the predicate
is true, then 9§ tells us how far the input / is from an input that would make that predicate false.

For a target branch z, we have that the fitness function f, is:
(1) = A1) + w(6u(1)) -

Note that the branch distance ¢ is calculated on the node of diversion, i.e. the last node in
which a critical decision (not taking the branch w) is made that makes the execution of z not
possible. For example, branch z could be nested to a node N (in the control flow graph) in
which branch w represents the then branch. If the execution flow reaches N but then the else
branch is taken, then N is the node of diversion for z. The search hence get guided by J,, to
enter in the nested branches.

Let { Ny, ...,Ni} be the sequence of diversion nodes for the target z, with N; nested to N;;.

22



Let D; be the set of inputs for which the computation diverges at node /V; and none of the nested
nodes NN;; is executed. Then, it is important that A,(;) < A.(I;) VI, € D;,I; € D;,i < j.
A simple way to guarantee it is to have A,(/;11) = A.(I;) + ¢, where ¢ can be any positive
constant (e.g., c = 1) and A, (1) = 0.

Because an input that makes the execution closer to z should be rewarded, then it is im-
portant that f.(I;) < f.(l;41) VI; € D;,1;1 € D;y1. To guarantee that, we need to scale the
branch distance ¢ with a scaling function w such that 0 < w(d;) < ¢ for any predicate j. Note
that ¢ is never negative. We need to guarantee that the order of the values does not change once
mapped with w, for example hy > hy should imply w(hg) > w(hy). We can use for example
either w(h) = (ch)/(h+ 1) or w(h) = ¢/(1 + e~ "), where h > 0.

How the branch distance is defined? Because it is an heuristic, there can be different defini-
tions. Table 2.1 shows a possible definition. The branch distance dy takes as input a set of values
1, and it evaluates the expressions in the predicate ¢ based on the actual values in /. This func-
tion 0 works fine for expressions involving numbers (e.g., integer, float and double) and boolean
values. For other types of expressions, such as an equality comparison of pointers/objects, we
need to define the semantics of the subtraction operator —. For example, it can return 1 if the
two values are different and 0 otherwise. More details can be found in [19, 40, 76, 77].

One of the main problems in search based software testing is related to how the fitness
function is defined. In fact, if a predicate involves a boolean value, then it is either false or
true. Practically no heuristic can be defined that gives gradient to the branch distance. The
branch distance would assume only two different values. This is an issue because it would end
up in a “needle in the haystack™ problem in which a search algorithm would not be better than
a random search. This in literature is called the flag problem. Techniques to tackle this problem
are for example based on festability transformations [43, 39, 78] and on code instrumentations
for more sophisticated fitness functions [41, 79].

Other main issue in search based software testing is the state problem, in which the execution
of the branches of a function could depend on its internal state before that function is invoked.
Internal states are very common in object-oriented software but not limited to it. For example,
in the C' programming language internal states are represented by static variables. The state
problem complicate the search, that because we need to search for a sequence of function calls
that put the internal state in the right configuration [80, 81, 82].

Object-oriented software gives a further set of challenges to search based software testing.

These problems will be discussed in Chapter 3.
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Table 2.1: Example of how to apply the function § on some predicates. k£ can be any arbitrary
positive constant value. A and B can be any arbitrary expression, whereas a and b are the actual

values of these expressions based on the values in the input set /.
Predicate # Function dy(/)

A if a is TRUE then 0 else %
A=DB ifabs(a—b)=0thenO
else abs(a — b) + k
A# B  ifabs(a—b) # 0thenOelse k
A< B ifa—b<0then0
else (a —b) + k
A<B ifa—b<0then0
else (a —b) + k
A>B dp<a(l)
A>B  dp<all)

-A Negation is moved inward and

propagated over A
ANB da(l)+ (1)
AV B min(04(1),0p(1))
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2.3 Search Algorithms

There exist several search algorithms with different names. In general, a name does not repre-
sent a particular algorithm. It rather represents a family of algorithms that share similar prop-
erties. Based on the structure of the solution representation (which is problem dependent),
different search operators are used.

In this section, we describe at a high level several types of search algorithms that are used
throughout the thesis. In the rest of the thesis, when a search algorithm is employed in a specific
problem, a precise description of the actual used algorithm will be given.

Note that search algorithms are sensitive to parameter setting (e.g., population size in pop-
ulation based search algorithms). A small change in a single parameter could have large effect

on the performance. The optimal choice of parameters is problem dependent.

2.3.1 Random Search (RS)

Random Search (RS) is the simplest search algorithm. It samples search points at random,
and then it stops when a global optimum is found. RS does not exploit any information about
previously visited points when choosing the next points to sample. Often, RS is used as a
baseline for evaluating the performance of other more sophisticated metaheuristics.

What distinguishes among RS algorithms is the probability distribution used for sampling

the new solutions. Unless otherwise stated, we employ a uniform distribution.

2.3.2 Hill Climbing (HC)

Hill Climbing (HC) belongs to the class of local search algorithms [83]. It starts from a search
point, and then it looks at neighbour solutions. A neighbour solution is structurally close, but
the notion of distance among solutions is problem dependent. If at least one neighbour solution
has better fitness value, HC “moves” to it and it recursively looks at the new neighbourhood. If
no better neighbour is found, HC re-starts from a new solution. HC algorithms differ on how the
starting points are chosen, on how the neighbourhood is defined and on how the next solution is
chosen among better ones in the neighbourhood.

Often, the starting points are chosen at random. A simple strategy to visit the neighbourhood
could be to move to the first found neighbour solution with better fitness. Otherwise, another
common strategy would be to evaluate all the solutions in the neighbourhood, and then moving

to the best one.
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2.3.3 Alternating Variable Method (AVM)

Alternating Variable Method (AVM) is a variant of HC, and was employed in software testing
in the early work of Korel [84]. Like HC, AVM is a single individual algorithm that starts
from a (random) search point. Then it considers modifications of the input variables (in the
case of software testing), one at a time. The algorithm applies an exploratory search to the
chosen variable, in which the variable is slightly modified (i.e., a neighbour solution like in
HC). If one of the neighbours has a better fitness, then the exploratory search is considered
successful. Similarly to HC, the better neighbour will be selected as the new current solution.
Moreover, a pattern search will take place. On the other hand, if none of the neighbours has
better fitness, then AVM continues to do exploratory searches on the other variables, until either
a better neighbour has been found or all the variables have been unsuccessfully explored. In this
latter case, a restart from a new (random) point is done if a global optimum was not found.

A pattern search consists of applying increasingly larger changes to the chosen variable as
long as a better solution is found. The type of change depends on the exploratory search, which
gives a direction of growth. For example, if a better solution is found by decreasing an integer
input variable by 1, then the following pattern search will focus on decreasing the value of that
input variable.

A pattern search ends when it does not find a better solution. In this case, AVM starts a new
exploratory search on the same input variable. In fact, the algorithm moves to consider another

variable only in the case that an exploratory search is unsuccessful.

2.3.4 Simulated Annealing (SA)

Simulated Annealing (SA) [85, 86] is a search algorithm that is inspired by a physical property
of some materials used in metallurgy. Heating and then cooling the temperature in a controlled
way often brings to a better atomic structure. In fact, at high temperature the atoms can move
freely, and a slow cooling rate makes them to be fixed in suitable positions. In a similar way,
a temperature is used in the SA to control the probability of moving to a worse solution in the
search space. The temperature is properly decreased during the search.

SA is similar to HC. A neighbourhood structure is required to be defined. SA keeps one
solution and at each step it samples a new neighbour. If this neighbour has better fitness, then
SA moves to it. Otherwise, it moves to it according to a probability functions that is based on

the current temperature.
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2.3.5 (1+1) Evolutionary Algorithm (EA)

(1+1) Evolutionary Algorithm (EA) is a single individual evolutionary algorithm. It starts from
a single individual (i.e., a solution) that is in general chosen at random. Then, a single offspring
is generated at each generation by mutating the parent. The offspring never replace their parents
if they have worse fitness value. In a binary representation, a mutation consists of flipping bits
with a particular probability. Typically, each bit is considered for mutation with probability 1/k,
with k the length of the bit-string.

2.3.6 Genetic Algorithms (GAs)

Genetic Algorithms (GAs) [29] are the most famous metaheuristic used in the literature of
search based software engineering. They are inspired by the Darwinian Evolution theory [87].
They rely on four basic features: population, selection, crossover and mutation. More than
one solution is considered at the same time (population). At each generation (i.e., at each
step of the algorithm), some good solutions in the current population chosen by the selection
mechanism generate offspring using the crossover operator. This operator combines parts of
the chromosomes (i.e., the solution representation) of the offspring with a certain probability,
otherwise it just produces copies of the parents. These new offspring solutions will fill the
population of the next generation. The mutation operator is applied to make small changes in
the chromosomes of the offspring. To avoid the possible loss of good solutions, a number of
best solutions can be copied directly to the new generation (elitism) without any modification.
The mutation is often done in the same way as for (1+1)EA. There are several types of

selection mechanism. Unless otherwise stated, we use the popular rank-based selection [88].

2.3.7 Memetic Algorithms (MAs)

Memetic Algorithms (MAs) [89] are a metaheuristic that uses both global and local search
(e.g., a GA with a HC). It is inspired by Cultural Evolution. A meme is a unit of imitation
in cultural transmission. The idea is to mimic the process of the evolution of these memes.
From an optimisation point of view, we can approximately describe a MA as a population based
metaheuristic in which, whenever an offspring is generated, a local search is applied to it until
it reaches a local optimum.

A simple way to implement a MA is to use a GA, with the only difference is that at each gen-

eration on each individual a HC is applied until a local optimum is reached. The cost of applying
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those local searches is high, hence the population size and the total number of generations is

usually lower than in GAs.

2.4 Genetic Programming (GP)

Genetic Programming (GP) [23] is a paradigm for evolving programs to solve for example ma-
chine learning problems [90]. Although first applications of evolutionary techniques to produce
software can be traced back to at least as early as 1985 with Cramer [91], only since Koza [92]
in 1992 GP has been widely known with many successful applications in real-world problems
(e.g., [93)).

Given a set of pairs input x and expected output 3/ (i.e., the training set T), the goal is
to evolve a program g that is able to give the correct answers for for each input in 7', i.e.
g(x) = ¢y ¥(x,y') € T. In other words, the training set can be considered as a set of test
cases that need to be satisfied.

Issues like generalisation of the programs and noise in the training data are common to all
machine learning algorithms [90]. A program that learns how to pass a training set will not be
necessarily good on unseen data (i.e., the program has not learnt how to generalise). In most
applications, the available data are noisy (i.e., the value of some expected outputs 3/ is wrong).
In these cases, a program that completely fits the training data would have learnt also the error.
Therefore, likely it will not perform well on unseen data.

A genetic program is often represented as a tree, in which each node is a function whose
inputs are the children of that node. A population of programs is maintained at each generation,
where individuals are chosen to fill the next population accordingly to a problem specific fitness
function. Commonly, the fitness function should reward the minimisation of the error of the
programs when run on the training set.

The programs are modified at each generation by evolutionary inspired operators like crossover
and mutation. When programs are evolved with GP, the search operators can break the syntax
of the used language. To avoid this problem, in Strongly Typed Genetic Programming [94] each
node has a type and a set of constraints regarding the types of its children. The search operators
are such that once applied the constraints still remain satisfied.

One of the main issues of tree-based GP is bloat [95, 23], 1.e. the increasing growth of
the tree sizes with no significant improvement of the fitness value. Large programs are not
only more computational expensive, but likely they are also less able to correctly classify new

unseen data (i.e., over-fitting). Common techniques to contrast bloat are for example to limit
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the maximum depth of the GP trees and to penalise larger trees in the fitness function.

2.5 Co-evolution

In co-evolutionary algorithms, one or more populations co-evolve influencing each other. There
are two types of influences: cooperative co-evolution in which the populations work together to
accomplish the same task, and competitive co-evolution as predators and prey in nature. In the
framework presented in this thesis (Chapter 4) we use competitive co-evolution.

Co-evolutionary algorithms are affected by the Red Queen effect [96], because the fitness
value of an individual depends on the interactions with other individuals. Because other individ-
uals evolve as well, the fitness function is not static. For example, exactly the same individual
can obtain different fitness values in different generations. One consequence is that it is difficult
to keep trace of whether a population is actually “improving” or not [97, 98]. In fact, there
could be mediocre stable states [99] in which the co-evolution enters in a circular behaviour
in which the fitness values are high at each generation. To try to avoid this problem, archives
[100, 101, 102] can be used to store old individuals. The fitness values of the current generations
are also based on the interaction with these old individuals in the archive.

Another issue in competitive co-evolution is the loss of gradient [103, 98]. If the individuals
in one population are either too difficult or too easy to “kill”, then the individuals in the other
population (assuming for simplicity just two opposite populations) would practically have all
the same fitness value. This would preclude the reward of individuals that are technically better,
but that the interactions with the other population do not give them the chance to show it.

One of the first applications of competitive co-evolutionary algorithms is the work of Hillis
on generating sorting networks [104]. He modelled the task as an optimisation problem, in
which the goal is to find a correct sorting network that does as few comparisons of the elements
as possible. He used evolutionary techniques to search the space of sorting networks, where the
fitness function was based on a finite set of tests (i.e., sequences of elements to sort): the more
tests a network was able to correctly pass, the higher fitness value it got. For the first time, Hillis
investigated the idea of co-evolving such tests with the networks. The reason for doing so was
that random test cases might be too easy, and the networks can learn how to sort a particular set
of elements without being able of generalising. The experiments of Hillis showed that shorter
networks were found when co-evolution was used.

Ronge and Nordahl used co-evolution of genetic programs and test cases to evolve con-

trollers for a simple “robot-like” simulated vehicle [105]. Similar work has been successively
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done by Ashlock et al. [106]. In such work, the test cases are instances of the environment in
which the robot moves.

In software engineering, a co-evolutionary algorithm has been used in Mutation Testing
[107]. The goal is to find test cases that can recognise faulty mutants of the tested software,
because such a test suite would be good for asserting the reliability of the software. Mutants
(generated with a precise set of rules) co-evolve with the test cases, and they are rewarded
on how many tests they pass, whereas the test cases are rewarded on how many mutants they
identify as semantically different from the original program.

A co-evolutionary algorithm was used for structural light vision software [66]. The parame-
ters of the software were co-evolved with a genetic algorithm against a population of test cases.
The test cases were images whose parameters were co-evolved against the software to try to

find more challenging images for which the error of the software would be higher.

2.6 Analysis of Search Based Techniques in Software Engi-

neering

In average, on all possible problems all the search algorithms perform equally, and this is theo-
retically proved in the famous No Free Lunch theorem [108]. Nevertheless, for specific classes
of problems (e.g., software engineering problems) there can be significant differences among
the performance of different search algorithms. Therefore, it is important to study and evaluate
different search algorithms when there is a specific class of problems we want to solve. Ex-
ploiting domain knowledge of the problem would likely lead to design better specific (to the
problem) search algorithms. This motivates a deeper study of software engineering problems to
design better search algorithms to solve them.

A search algorithm could be considered better if in average it requires less time to find a
good solution to the problem. Calculating the actual time (e.g., number of seconds, minutes or
hours) might be not very appropriate, because it is too dependent to the implementation of the
algorithm, the compiler, the hardware configuration, the operative system, etc. A more reliable
and unbiased measure is the number of objective function evaluations, i.e. the number of steps
in which the search algorithm evaluates whether a solution is good or not. Drawback of this
approach is that there could be other components of the algorithm that could be computational
expensive. For example, if a search algorithm keeps a set of candidate solutions and then for

its internal heuristic it has to sort them, then this sorting operation would be ignored if we just
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count the number of objective function evaluations. However, for many search algorithms and
problems the objective function is the most computational expensive component. This is of
course not true for all the possible problems, but it would still give a better evaluation than
recording the actual time.

Evaluating whether a search based technique is effective in solving a search problem is not
a trivial task [109, 110, 111]. This is particularly true in search based software engineering,
because it is still a young field of research in which even simple methodology guidelines are
often ignored. We briefly discuss these problems and how we can cope with them. More details

can be found for example in [109].

e Randomness.Most of the time, search algorithms are randomised algorithms, i.e. they
have a randomised component (all search algorithms used in this thesis are randomised).
The same algorithm run again on the same input instance can produce different outputs.
There can be high variance in the time a search algorithm needs to find a good solution
even for the same input instance of the problem. Running a search algorithm on a problem
only once gives hence only little information about its ability to solve that problem. On
each used case study, each considered search algorithm should be run many times (often
30 or 100 runs are sufficient) with different random seeds. Statistics on the time to find a
solution should be collected like its minimum value, the maximum, the mean, the median,

the variance, etc.

e Case Study. Empirical studies should be carried out on large case studies, because other-
wise it would be difficult and/or inappropriate to conclude any general results out of them.
This unfortunately could be quite difficult to carry out, especially in software engineer-
ing. Computational resources for large empirical experimentation could not be available.
Well defined benchmarks might not exist. Automatic tools for supporting large experi-
mentation could be difficult to obtain (i.e., legal and economic reasons) or to develop in
the time span of a research project. Legal issues (e.g., copyrights and industrial secrets)
could prevent to obtain realistic real-world case studies. The presence of several different

programming and specification languages complicates the problem even further.

e Scalability. Techniques that work well on small case studies can fail when applied to large
real-world problems. Carrying out extensive experiments on several large real-world case
studies is often unpractical. Therefore, studying how the performance changes when the
size of the problem increases is important to predict the scalability of a search based

technique. It could be very challenging to do it with an empirical investigation. On the
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other hand, for the cases in which a theoretical analysis is feasible, the scalability can be

precisely analysed. We will give more details on this important issue in Chapter 8.

Tuning. Search algorithms can have several parameters that require to be tuned [112].
The performance of a search algorithm is highly correlated to its parameter tuning. Even
small changes in a single parameter can have drastic impact in the performance. There
is a non-trivial trade-off between the improvement obtained by better tuning and the time

spent to find that parameter tuning.

Comparisons Due to their randomised nature, comparing different search algorithms (or
novel variants) is far from being trivial. Even comparing the estimated mean or median
values does not necessarily bring to fair comparisons because the used data could be very
noisy due to a high variance of the results. For example, it could be indeed possible that
a particular worse search algorithm could show a better mean value. More experiments
would generate better estimations, but the problem would still remain. It is for this reason
that statistical tests should be used whenever possible to confirm the significance of the

comparisons.

Because often (and particularly in software engineering) we cannot make any assumption
on the probability distribution of the generated empirical data, it would be more appro-
priate to use non-parametric statistical tests [113]. For example, Mann-Whitney U tests
[114] can be used to verify whether there is any statistically significant difference between

two median values.

If the success rate of a technique is based on a set of binary experiments (i.e., only two
outputs: failed or success), then another useful statistical test is Fisher Exact Test. It can
be used to see if two different algorithms (or variants) have different success rate. Note

that in this case the data follow a binomial distribution.
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Chapter 3

Search Based Testing of Object-Oriented

Software

3.1 Motivation

Different approaches have been studied to automatically generate unit tests [19], but a system
that can generate an optimal set of unit tests for any generic program has not been developed
yet. Lot of research has been done on procedural software, but comparatively little on object-
oriented (OO) software. The OO languages are based on the interactions of objects, which
are composed of an internal state and a set of operations (called methods) for modifying those
states. Objects are instances of a class. Two objects belonging to the same class share the same
set of methods and type of internal state. What might make these two objects different is the
actual values of their internal states.

In this chapter we focus on a particular type of OO software that is Containers. They are data
structures like arrays, lists, vectors, trees, etc. They are classes designed to store any arbitrary
type of data. Usually, what distinguishes a container class from the others is the computational
cost of operations like insertion, deletion and finding of a data object. Containers are used in
almost every type of OO software, so their reliability is important.

We present a framework for automatically generating unit tests for container classes. The
test type is white box testing [18]. We analyse different search algorithms to generate test
data for the containers under test (CuTs). We use a search space reduction that exploits the
characteristics of the containers. Without this reduction, the use of search algorithms would
have required more computational time. Although the programming language used is Java, the

techniques described in this chapter can be applied to other OO languages. Moreover, although
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we frame our system specifically for containers, some of the techniques described in this chapter
might also be extended for other types of OO software.

This chapter gives two important contributions:

1. We compare and describe how to apply five different search algorithms to test OO soft-
ware. They are well known algorithms that have been employed to solve a wide range
of different problems. This type of comparisons are not common in the literature, but
they are very important [115]. In fact, unexpected results might be found, as the ones we

report in Section 3.5.

2. Although reducing the size of the test suites is very important [116], the problem of min-
imising the length of the test sequences has received only little attention in literature. We
address it and study its implications on a set of five search algorithms. Moreover, we also

provide theoretical analyses that are valid for most types of software.

The chapter is organised as follows. A short review of the related literature is given in
Section 3.2. In Section 3.3 a particular type of software (containers) with its properties is
presented. Section 3.4 describes how to apply five different search algorithms to automatically
generate unit tests for containers. Experiments carried out on the proposed algorithms follow in
Section 3.5. Section 3.6 outlines the limitations of our tool. A theoretical analysis of the role
of the length in test sequences is presented in Section 3.7. The conclusions of this chapter can

be found in Section 3.8.

3.2 Related work

Related work on test data generation for container classes can be divided in two main groups:
one that includes traditional techniques based for example on symbolic execution [117], and a

second group that uses metaheuristic algorithms.

3.2.1 Traditional Techniques

There has been several work focused on testing containers. Early work using testgraph analysis
can be found in [118], but it requires a lot of effort from the testers. In the same way, techniques
that exhaustively search a container up to size N [119] cannot be applied to a new container
without the help of the tester. In fact, the tester would be responsible for providing both the

generator and the test driver.
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Java containers are OO programs. Therefore, any tool that claims to automatically generate
input data for OO software should also work for containers. Different experimental tools have
been developed to automatically test OO software. The early ASTOOT [120] generates tests
from algebraic specifications. Korat [121] and TestEra [122] use isomorphic generation of data
structures, but they need predicates that represent constraints on these data structures. Rostra
[123] uses bounded exhaustive exploration with concrete values. On the other hand, tools that
exploit the symbolic execution include for example Symstra[124], Symclat [125], the work of
Buy et al. [126] and the model-checker Java PathFinder used for test data generation [127].
Although promising results have been obtained, these techniques have scalability problems.
Besides, as clearly stated in [125], at the moment they have difficulties in handling non-linear
predicates, non-primitive data types, loops, arrays, etc. Although [127] can consider objects
as input, it needs to exploit the specification of the functions (in particular the precondition) to
initialise such objects.

Although it can sound as a naive technique, random testing can achieve good results [128].
Its performance can be further improved when input objects are more evenly sampled according
to a specific distance, like it is done for example in the ARTOO tool [128].

A work that is specific on container is [129]. Its source codes are freely available. That
system is built on Java PathFinder, and it uses exhaustive techniques with symbolic execution.
To avoid the generation of redundant sequences, it uses state matching. During the exhaus-
tive exploration, the abstract shapes of the CuT in the heap are stored. If an abstract shape is

encountered more than once, the exploration of that sub-space is pruned.

3.2.2 Metaheuristic Techniques

The use of search based techniques for testing OO programs has started to be investigated in the
last few years.

Tonella [130] used GAs (see Section 2.3.6) to generate unit tests for Java programs. Solu-
tions are modelled as sequences of function calls with their inputs and caller (an object instance
or a class if the method is static). Special crossover and mutation operators are proposed to en-
force the feasibility of the generated solutions. Similar work with GAs has been done by Wap-
pler and Lammermann [131], but they used standard evolutionary operators. This can cause the
generation of infeasible individuals, which are penalised by the fitness function. Besides, they
investigated the idea of separately optimising the parameters, the function calls and the target

instanced objects.
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Strongly Typed Genetic Programming (STGP) has been used by Wappler and Wegener [132]
for testing Java programs. They extended their approach by considering the problem of the
raised exceptions during the evaluation of a sequence [133]. If an exception is thrown, the
fitness will consider how distant the method in which it is thrown is from the target method in
the test sequence. Also Seesing [134] and Ribeiro [135] investigated the use of STGP.

Liu et al. [136] used a hybrid approach, in which Ant Colony Optimisation is exploited
to optimise the sequence of function calls. Multi-agent GA is used then to optimise the input
parameters of those function calls. Also Cheon et al. [137] proposed an evolutionary tool, but
they implemented and tested only a random search. They proposed to exploit the specification
of the functions that return boolean values to improve the fitness function [138].

To address the problem of testing private methods, Wappler and Schieferdecker designed a
more sophisticated fitness function [139]. That fitness function takes in account the control flow
graph to reward inputs that make the execution closer to call those private methods under test.

An hybrid approach has been studied by Inkumsah and Xie [140]. On one hand, the structure
of the test sequences is sought with an evolutionary algorithm to avoid the problems faced by
techniques like [123, 124, 129]. On the other hand, the inputs for the methods are obtained with
symbolic execution to overcome the “difficulties” of evolutionary testing. However, the authors
consider only the work of Tonella [130], which does not exploit any branch distance (which is
a fundamental component to search for the method inputs [19]).

It is important to highlight that, even if a testing tool is designed for handling a generic

program, container classes are often used as benchmarks.

3.3 Testing of Java Containers

In OO programs, containers hold an important role because they are widely use in almost any
type of software. Not only do we need to test novel types of containers and their new optimisa-
tions, but also the current libraries need to be tested [118].

There are different types of containers, like arrays, vectors, lists, trees, etc. We usually
expect from a container methods like insert, remove and £ind. Although the interfaces
of these methods can be the same, how they are implemented and their computational cost can
be very different. Besides, the behaviour of such methods depends on the elements already
stored inside the container. The presence of an internal state is a problem for software testing

[80, 81, 67], and this is particularly true for containers.
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3.3.1 Properties of the Problem

A solution to the problem addressed in this chapter is represented as a sequence S; of function
calls (FCs) on an instance of the CuT.

A FC can be seen as a triple:
< object_reference, function_name,input_list >
It is straightforward to map a FC in a command statement. For example:
ref.function (input[0], ..., input[n]);

In other words, given an object re ference called ref, the function with name function_name
is called on it with the input in input_list. In our analysis, there will be only one .S; for the CuT,
and not one for each of its branches. Each FC is embedded in a different t ry/catch block.
Hence, the paths that throw exceptions do not preclude the execution of the following FCs in
the sequence.

Given a coverage criterion (e.g., path coverage [141]), we are looking for the shortest se-
quence that gives the best coverage. For simplicity, we will consider only branch coverage.
However, the discussion can be easily extended to other coverage criteria.

Let S be the set of all possible solutions to the given problem. The function cov(S;) gives
the coverage value of the sequence .S;. That function will be upper bounded by the constant
(, that represents the number of branches in the CuT. It is important to remember that the best
coverage (global optimum) can be lower than ¢, due to the fact that some paths in the execution
can be infeasible. The length of a sequence is given by len(S;). We prefer a solution S; to S;

iff the next predicate is true:

{ cov(S;) > cov(S;) or (3.1)

cov(S;) = cov(S;) N len(S;) < len(S;) .

The problem can be viewed as a multi-objective task [142]. A sequence with a higher cov-
erage would always be preferred regardless of the length. Only if the coverage is the same, we
will look at the length of the sequences. Thus, the coverage can be seen as a hard constraint,
whereas the length as a soft constraint. Although there are two different objectives (i.e., cover-
age and length) it is likely not a good idea to use pareto dominance [142] in the search. This is
because the length is always less important than the coverage. Thus, the two objectives should

be properly combined together in a single fitness function, as for example:
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1
1+ len(S;)

Containers have some specific properties. Some of them depend on the the actual imple-

f(S;) = cov(S;) + (3.2)

mentation of the container. However, our empirical experiments show that these properties are
true for any examined container. Let k be the position in 5; of the last FC that improves the

coverage of that sequence. The properties are:

e Any operations (e.g., insertion, removal and modification of one FC) done on S; after
the position k& cannot decrease the coverage of the sequence. This is always true for any

software.

e Given a random insertion of a FC in 5;, the likelihood that the coverage decreases is low.
It will be always zero if the insertion is after k, or if the FC does not change the state of

the container.

e Following from the previous property, given a random removal of a FC in §;, the likeli-

hood of the coverage increases is low.

e The behaviour of a FC depends only on the state of the tested container when the FC is

executed. Therefore, a FC cannot alter the behaviour of the already executed FCs.

e Let S, be a sequence, and let S; be generated by S, by adding any FC to the tail of S, .
Due to the previous property, we have cov(S;) > cov(S,). For the same reason, we have
cov(S,,i) > cov(S,,5) , where j < i < len(S,) and cov(S,,i) gives the coverage of S,

when only the first 2 FCs are executed.

e Calculating the coverage for S; requires the call of len(SS;) methods of the CuT. This can
be very expensive from a computational point of view. Thus, the performance of a search

algorithm depends on the length of the sequences that it evaluates.

3.3.2 Search Space Reduction

The solution space of the test sequences for a container is very huge. We have M different
methods to test, so there are M’ possible sequences of length L. We do not know a priori
which is the best length. Although we can put an upper bound to the max length that we want to
consider, it is still an extremely large search space. Besides, each FC can take some parameters

as input, and that increases the search space even further.
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The parameters as input for the FCs make the testing very difficult. They can be references
to instances of objects in the heap. Not only the set of all possible objects is infinite, but a
particular instance may need to be put in a particular state by a sequence of FCs on it (they are
different from the ones of the container). In the same way, these latter FCs can require objects
as input which need sequences of their own FCs on them.

Fortunately, for testing of Java containers, we can limit the space of the possible inputs for
the FCs. In fact, usually (at least for the containers in the Java API) the methods of a container

need as input only the following types:

1. Indices that refer to a position in the container. A typical method that uses them is
get (int 1). The indices are always of int type. Due to the nature of the containers,
we just need to consider values inside the range of the number of elements stored in the
CuT. Besides, we also need some few indices outside this range. If we consider that a
single FC can add no more than one element to the container (it is generally true), the

search space for the indices can be bound by the length of 5.

2. Elements are what are stored in a container. Usually they are references to objects. In
the source code, the branch statements that depend on the states of elements are only of
three types: the natural order between the elements, the equality of an element to null
and the belonging of it to a particular Java class. This latter type will be studied only in
future work. The natural order between the elements is defined by the methods equals
and compareTo. Given n elements in the CuT, we need that all the orders of these n
elements are possible. We can easily do it by defining a set Z, with |Z| = n, such that
all elements in Z are different between them according to the natural order (i.e., if we
call equals to any two different elements in Z we should get always false as a result).
A search algorithm can be limited to use only Z for the elements as input for the FCs
without losing the possibility of reaching the global optimum. At any rate, we should also

handle the value null.

The number 7 of elements in the CuT due to S; is upper bounded by len(S;) (we are not
considering the possibility that a FC can add more than one element to the CuT). Because
the natural order does not depend on the container, we can create Z with | Z| > len(S;)+1
regardless of the CuT. We can as example use Integer objects with value between 0
and |Z|. It is important to outline that Z is automatically generated, i.e. the user does not

have to give any information to the system.

Bounding the range of the variables is a technique that has been widely employed in
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software testing. However, in this work we give the assumptions for which this reduction

does not compromise the results of the search algorithms.

3. Keys are used in containers such as Hash Table. The considerations about elements can
be also applied to the keys. The difference is that the method hashCode can be called
on them. Because how the hash code is used inside the source code of the CuT cannot be
known a priori, we cannot define for the keys a finite set such Z that guarantees us that
the global optimum can be reached. In our experiments, we used the same Z for both
elements and keys with good results. However, for the keys, there are no guaranties that 2

is big enough.

4. Some methods may need as input a reference to one other container. Such type of methods
is not considered at the moment, hence they are excluded from the testing. Future work
will be done to cover also them. However, in our case study, only 11 methods on a total

of 105 require this type of input.

When a random input needs to be chosen, two constants J and P (e.g., —2 and 58) are used
to bound the values. An index ¢ is uniformly chosen in J < ¢ < P, and an element/key e is
chosen from Z with value in the the same range. However, with probability 1, the element e
is used with a null value. If after a search operator any sequence S; has len(S;) > P, the
value P is updated to P,; = [aF;|, where t is the time and o > 1. Hence, P is always bigger
or equal than the value of the length of any sequence in the search. In fact, any used search
operator can only increase a sequence at most by one. There is only one exception (i.e., the
crossover operator described in Section 3.4.4 can increase a sequence by more than one FC),
but that operator cannot make a sequence longer than P in any case (see Section 3.4.4). When
a sequence is initialised at random, its length is uniformly chosen in [0, P].

All the search algorithms that are analysed in this chapter use the space reductions described

above, unless otherwise stated.

3.3.3 Branch Distance

If the only information that a search algorithm can have is about whether a branch is covered or
not, the algorithm will have no guidance on how to cover it. In other words, the search space
will have big plateaus. In such a case, we can say that the search is “blind”. To tackle this

problem, the branch distance can be used (see Section 2.2).
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Because we are using a single test sequence to cover all the branches, we use the following

functions:

if the branch j is covered ,
) k if the branch j is not covered and its
b(j) = . . : (3.3)
opposite branch is covered at least twice ,

1 otherwise ,

¢ .
B(S;) = Z @ , (3.4)

where £ is the lowest normalised branch distance (i.e., 0 < k < 1) for the predicate j during
the execution of S;. The function b(j) defined in Equation 3.3 describes how close the sequence
is to cover that not covered branch j. If its branch statement is never reached, it should be
b(j) = 1 because we cannot compute the branch distance for its predicate. Besides, it should
also be equal to 1 if the branch statement is reached only once. Otherwise, if j will be covered
due to the use of b(j) during the search, necessarily the opposite of j will not be covered any
more (we need to reach the branch statement at least twice if we want to cover both of its
branches).

We can integrate the normalised branch distance of all the branches (Equation 3.4) with the

coverage of the sequence 5; in the following way:
cb(S;) = cou(S;) + (1 — B(S;)) - (3.5)
It is important to note that such Equation 3.5 guarantees that:
cb(S;) > ¢b(S;) = cov(S;) > cov(S;) .

Finally, to decide whether .S; is better than S}, we can replace Equation 3.1 with:

{ cb(S;) > cb(S;) or (3.6)

cb(S;) = ¢b(S;) A len(S;) < len(S;) .
In such a way, the search landscape gets smoother. Although we can use Equation 3.6 to aid
the search, we still need to use Equation 3.1 to decide which is the best .S; that should be given
as the result. In fact, for the final result, we are only interested in the achieved coverage and

length. How close the final sequence is to get a better coverage is not important.

41



3.3.4 Instrumentation of the Source Code

To guide a search algorithm, the CuT needs to be executed to get the branch distances of the
predicates [84]. To analyse the execution flow, the source code of the CuT needs to be instru-
mented. This means that extra statements will be added inside the original program. To trace the
branch distances, we need to add a statement (usually a function call) before every predicate.
These statements should not alter the behaviour of the CuT, i.e. they should not have any side
effect on the original program. They should only compute the branch distance and inform the
testing environment of it. If a constituent of a predicate has a side effect (like the +-+ operator
or a function call that can change the state of the program), testability transformations should
be used to remove the side effects [143]. Otherwise, such side effects might be executed more
than once changing the behaviour of the program.

In the framework that we have developed, it was chosen to use the program srcML [144] for
translating the source code of the CuT into an XML representation. All instrumentations and
testability transformations are done on the XML version. Afterwards, srcML is used to get the
modified Java source code from the XML representation. This new source code is used only for
testing purposes. It is discarded after the testing phase is finished. The human tester should not

care about this transformed Java source code.

3.4 Analysed Search Algorithms

In this chapter five search algorithms are used: RS, HC, SA, GAs and MAs (see Section 2.3).

They have been chosen because they represent a good range of different search algorithms.

3.4.1 Random Search

Although RS is the easiest among the search algorithms, it may give good coverage. The only
problem is that we need to define the length of sequences that will be generated during the
search. If we do not put any constraint on the length (besides of course the highest value that
the variable that stores the length can have), there can be extremely long sequences. Not only
the computational effort could be too expensive, but such long sequences would also be useless.
Therefore, it is better to put an upper bound L to the length. The sequences can still have a
random length, but it will be always lower than L. RS can be implemented in the following

way:

1. Generate a sequence S; at random with len(S;) < L.
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2. Compare 5; with the best sequence seen so far. For comparison, use Equation 3.1. If S;

is better, then store it as the new best solution.

3. If the search is not finished (due to time limit or number of sequences evaluated), then go

to step 1.

4. Return the best sequence seen so far.

Note that the only parameter that needs to be set is the upper bound L. Exploiting the branch

distances is useless in RS.

3.4.2 Hill Climbing

We need to define a neighbourhood N. We can think of three types of operations that we can

do on S; for generating N. Other types of operations will be investigated in future work.

Removal of a single FC from S;. There are len(S;) different neighbour sequences due to this

operation.

Insertion of a new FC in S;. There are len(S;) + 1 different positions in which the insertion
can be done. For each position, there are M different methods that can be inserted. Due

to the too large search space, the input parameters for the FC are generated at random.

Modification of the parameters of a FC. All FCs in S; are considered, except for the FCs
with no parameters. If a parameter is an index i (see Section 3.3.2), we consider two
operations that modified ¢ by +1. Otherwise, if the parameter belongs to Z, we consider
two operations which replace the parameter with the two closest elements in Z according

to their natural order.

The branch distance should be used carefully. In fact, if Equation 3.6 is used, then HC
can be driven to increase the length to try to cover a particular difficult branch. If it falls in a
local optimum without covering that branch, thethen resulting sequence could be unnecessarily
too long. Because HC finds a local optimum, it cannot decrease the length of the sequence.
Hence, our HC starts the search using Equation 3.6 and then, when a local optimum is reached,

it continues the search from that local optimum using Equation 3.1 instead.
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3.4.3 Simulated Annealing

The neighbourhood NV of the current sequence is defined in the same way as for HC. It is not easy
to define the energy of a sequence S;. According to the Metropolis procedure [145], the energy
is used to compute the probability that a worse sequence will be accepted. Such probability is:

E(Siy1) — E(Si)) ‘

T (3.7)

W:exp(—

The problem is that we need to properly combine in a single number two different objectives
as the coverage and the length of a given sequence. We need that, if \S; is better than .S; according
to Equation 3.1, then E(S;) < E(S;). Formally:

E(S;) = f(cov(S;)) + g(len(S;)) , (3.8)
f(Q)=0, 3.9)
cov(S;) > cov(S;) = f(cov(S;)) < f(cov(S;)),VS:,S; € S, (3.10)
cov(S;) > cov(S;) = E(S;) < E(S;),VS;,5; € S, (3.11)
len(S;) > len(S;) = g(len(S;)) > g(len(S;)) , ¥S;,S; € S'. (3.12)

The function f is used to weigh the coverage, and it can easily be written as:
f(S;) = ¢ — cov(S;) . (3.13)

On the other hand, the function g weighs the length. Due to Equation 3.11 and the fact that

the coverage is a positive natural value, we have:
0 <g(len(S;)) <1,VS;, €S

It should be less than 1, otherwise it is possible that a sequence can have a lower energy

comparing to a longer sequence with higher coverage. One way to do it is:

1
l i) =1—-——. 3.14
gllen(S)) =1~ T e (3.14)
Using Equations 3.13 and 3.14, we can rewrite Equation 3.8 as:
E(S)=(+1 (S;) + ! (3.15)
Yo COvLs 1+1len(S;)) ’

Although the latter equation defines the energy of a sequence in a proper way, it should not

be used in the SA with the neighbourhood described before. This energy can deceive the search
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by letting it looking at sequences always longer at every step. Consider the case () in which a
potential new sequence K is generated by .S; by adding a FC that does not change the coverage,
but that increases the length. Thus, cov(K) = cov(S;) and len(k) = len(S;) + 1. The new
sequence K will be accepted as S; ;1 by Probability 3.7. Therefore:

1
Wq,i = exp (— m) )

L? =len(S;)* + 3 - len(S;) + 2.

If the temperature 7' decreases slowly (as it should be), it is possible that Wy ;11 > W,
because the length of sequence has increased. Although it should be mathematically proved,
this behaviour has a high likelihood to tend to increase the length of the sequence. Empirical
experiments confirm it.

Instead of Equation 3.14, we can think to use something like g(len(S;)) = @ However,
this is not reasonable. In fact, we cannot set any finite v such that Equation 3.11 is always true.
Although we can limit « to the maximum length that the actual machine can support/handle,
we will have in such a case that the weight of the length has little impact on the energy for any
reasonable value of the length. In other words, g(len(.S;)) would be very close to zero for any
S; encountered during the search.

For all these reasons, the used SA is slightly different from the common version. Regard-

less of any energy, a new sequence K will be always accepted as S;;; if Equation 3.1 is true.

Otherwise, the Metropolis procedure is used. The energy function is:
E(S;) = ¢ —cov(S;) + a - len(S;) . (3.16)

The constant « has a very important role on the performance of SA. Before studying what

is its best value, we need some assumptions:

e The likelihood that the sequence K will be generated using a removal operation on .S; is

the same as having an insertion, i.e. P(rem) = P(ins).

e The operations used to generate K can increase or decrease the length only by one, i.e.
len(K) —len(S;) € {-1,0,1}.

e All assumptions in Section 3.3.1 hold.

There is the problem that, due to Equation 3.16, it is possible that there can be no change

in the energy (i.e., W = 1) even if the new state is worse according to Equation 3.1. In such
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cases, some particular worse sequences would always be accepted regardless of the temperature
T'. We first analyse the values of « for which that thing does not happen. Then, we study how

the SA behaves when « is not chosen properly. There are different situations:

1. len(Si+1) — len(S;) = 0. According to Equation 3.1, we have that cov(S;+1) < cov(S5;),
otherwise the new sequence would have already been accepted. Therefore, W = 1 iff
cov(Si+1) = cov(S;). This means that if there are no changes in both the coverage and
length, then the new sequence S;,; will always be accepted. This is not a problem for
SA, but for other algorithms as HC this rule can generate an infinite loop in the search. In

this scenario, the value of « has no influence.

2. If cov(Si41) = cou(S;), we still need to discuss when len(S;.1) — len(S;) = 1. Note

that, due to Equation 3.1, it cannot be minus one. In that case, we have W = exp ( — %)

So we need a > 0.

3. cov(Si41) < cov(S;) and len(S;41) — len(S;) = 1. In such a case, we can set « > 0 to

guarantee that W < 1.

4. The worst case is when cov(S; 1) < cov(S;) and len(S;;1) — len(S;) = —1. In fact, one
objective (the coverage) gets worse, but at the same time the other objective (the length)
gets better. For having W' < 1, we need that E(S;;1) — E(S;) = cov(S;) — cov(Si41) —

a > 0. Therefore, given

p = min(cov(S;) — cov(Sit1)) ,
VSI es VSi_H € {SJ|SJ € Nsi,COU(Sj) < COU(SZ‘)} ,

we should have o < p. In our case, we have ¢ = 1 because the coverage is always a

natural value. Thus, o < 1.

The range of values for « such that all the previous conditions are true at the same time is:
O<a<up, (3.17)

with ¢ = 1. However, it is important to note that, for the energy defined in Equation 3.16, we
cannot use the branch distance. Otherwise, the only lower bound for ;2 will be zero. In such
a case, we will have 0 < o < 0 that has no solution. However, there are no problems to use
Equation 3.6 instead of Equation 3.1 to decide whether a new sequence is better or not.

If «v is not chosen in the range defined in Equation 3.17, then SA can be deceived.
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a > 1: any neighbour S; of S; with worse coverage, shorter length and cov(S;) +a > cov(S;),
will be always accepted as S;;1 regardless of the temperature 7". Because it is common
that any global optimum for a generic container has at least one FC that contributes to
the coverage only by one branch, the SA with o > 1 cannot be guaranteed to converge.
Besides, from empirical experiments, the performances of SA are so poor that even a RS

performs better than it.

a < 0: any neighbour S; that does not reduce the coverage will always be accepted, even if the
length increases. Although it does not seem a problem because a S; with same coverage
but shorter length is always accepted due to Equation 3.1, SA tends to move its search to
sequences always longer and longer. This can be explained if we consider the probabiliy
that S; 1 has been generated by S; with an insertion or by removing a FC. Given an
operation (op), the probability that by applying it to S; the new sequence will be accepted
(acc) is:

Placelop); — { 1 ifcov(Siy1) > cov(S;) (3.18)

W, otherwise .

Due to the assumptions in Section 3.3.1, the probability of an accepted insertion (ins) is:

P(acclins) =~ 1.

On the other hand, the probability that a removal (rem) is accepted is:

P(acc|rem) ~ P(cov(Siy1) = cov(S;)|rem)+

(3.19)
W, - P(cov(Sit1) < cov(S;)|rem) .

Let R; be the number of redundant FCs in S;, i.e. if we remove any of these FCs the

coverage does not change. We have:

P(cov(S;41) = cov(S;)|rem) = leriigi) , (3.20)
I AR
P(cov(Si41) < cov(S;)|rem) = enl(j:()sz) i (3.21)
Therefore, using Equations 3.20 and 3.21, we can write Equation 3.19 as:
P(acclrem) =~ W; + (1 — W;) s (3.22)
- Y len(S;) ’
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Unless we want to change how the neighbourhood is defined, i.e. P(rem) = P(ins),
it is more likely that .S;,; has been generated from an insertion operation because R; <
len(S;):

P(ins|acc) > P(remlacc) .

This is particularly true when S; is close to a local optimum for the length objective (i.e.,
when R; is close to zero). Only for an infinite length the two probabilities are the same,

due to:
R;

1;
len(églaoo len(SZ)

Therefore, the SA tends to look at sequences that are likely to be always longer than the

previous at any step.

Not only does « need to verify Equation 3.17, but it should also be chosen carefully. In fact,
the lower « is, the higher the average of the length of the sequences .S; will be. This happens
because the weight of the length on the energy in Equation 3.16 decreases. Thus, the probability
in Equation 3.7 of accepting a new longer sequence gets higher. The higher this average is, the
more likely it is that the coverage will be greater. But at the same time the computational cost
increases as well.

In the former description, SA has been studied with a fixed neighbourhood. However, it
has been shown that the SA performs better if the neighbourhood size changes dynamically
according to the temperature [146, 147]. The idea is to have a large size at the beginning of
the search to boost the exploration of the search space. Then, the size should decrease to allow
the exploitation of the current search region. It can be easily done if we consider, for getting
the neighbourhoods of S;, K; operations on 5;. In other words, the new S;; will be generated
using K; operations on S; instead of only one. Let K be the initial size and p the total number
of iterations of the search. We can write the size K at the iteration ¢ as:
p—1i

.

Ki=1+(ko—1)-

In this way, the neighbourhood size starts with value K, and it decreases uniformly until it

arrives at the value 1.

3.4.4 Genetic Algorithms

To apply a GA for testing containers, we need to discuss:
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Encoding, a chromosome can be viewed as sequences of FCs. Each single gene is a FC with

its input parameters. The number of parameters depends on the particular method.

Crossover, it is used to generate new offspring by combining between them the chromosomes
of the parents. The offspring generated by a crossover are always well formatted test
sequences. Therefore, no post processing is needed to adjust a sequence. The only partic-
ular thing to note is that the parents can have different lengths. In such cases, the length of
the new offspring will be the average of the length of the parents. A single point crossover
takes the first K genes from the first parent, and the following others from the tail of the

second parent.

Mutations, they change an individual by a little. They are the same operations on a test se-

quence as described in Section 3.4.2.

Fitness, the easiest way to define a fitness for the problem is Equation 3.2. At any rate, we need
to introduce the branch distance (Equation 3.4) in the fitness, otherwise the search would

be blind:
1

14 leTL(Sl) ’

where « is in [0,1] (a reasonable value could be 0.5). Note that, for both the fitness

f(S;) = cov(S;) + a(l — B(S;))+ (1 — «) (3.23)

functions, the following predicate is always true:
COU(Si) > CO’U(S]') = f(Sl) > f(S]) ,VSZ‘,S]' €s.

Although the latter fitness gives good results, it can deceive the search in the same way as
it happens for SA, i.e. the use of the branch distance can lead to longer sequences without
increasing the coverage in the end. To address this problem we can use rank selection,
but in a stochastic way [148]. In other words, for the selection phase we can rank the
individuals in the population using randomly either the fitness function in Equation 3.2 or

the one in Equation 3.23.

3.4.5 Memetic Algorithms

The MA we use in this chapter is fairly simple. It is built on our GA, and the only difference is
that at each generation on each individual a HC is applied until a local optimum is reached. The
cost of applying these local searches is high, hence the population size and the total number of

generations is lower than in GA.
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Table 3.1: Characteristics of the containers in the case study. The lines of code (LOC), the

number of the public functions under test (FuT) and the achievable coverages for each container

are shown.
Container LOC FuT Achievable Coverage
Stack 118 5 10
Vector 1019 34 100
LinkedList 708 20 84
Hashtable 1060 18 106
TreeMap 1636 17 191
BinomialHeap 355 3 79
BinTree 154 3 37

3.5 Case Study

3.5.1 Classes Under Test

To validate the techniques described in this chapter, the following containers have been used in
our case study: Vector, Stack, LinkedList, Hashtable and TreeMap from the Java
API 1.4, package java.util. On the other hand, BinTree and BinomialHeap have been
taken from the examples in Java PathFinder [129]. Table 3.1 summarises their characteristics.
The coverage values are referred to the branch coverage, but they also include the calls to the
functions. The achievable coverage is based on the highest coverages ever reached during a year
of several experiments with our framework. Human inspections of the source codes confirm that
all the other non-covered branches seem either unfeasible or not reachable by any test sequence
that is framed as we do in this chapter. Although these two arguments give strong support on the
fact that those coverage values cannot be exceeded by any search algorithm that uses a search

space as the one described in this chapter, they do not constitute a proof.

3.5.2 Setting of the Framework

The different algorithms described in this chapter have been analysed on the case study of seven
containers previously described. When an algorithm needs that some of its parameters should
be set, experiments on their different values had been done. At any rate, these parameters are

optimised on the entire case study, and they remain the same when they are used on the different
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containers. Although different tests on these values have been carried out, there is no guarantee
that the chosen values are the best.

Regarding the parameters defined in Section 3.3.2, we use J = —2, P = 58, ¢ = 0.1 and
a = 1.3. RS samples sequences up to length 60. The cool rating in SA is set to 0.999, with
geometric temperature reduction and one iteration for temperature. The initial neighbourhood
size is 3. The value of « in Equation 3.16 is 0.5. The GA uses a single point crossover with
probability 0.2. Mutation probability of an individual is 0.9. Population size is 64. Rank
selection is used with a bias of 1.5. At each generation, the two individuals with highest fitness
values are directly copied to the next population without any modification (i.e., the elitism rate
is set to two individuals for generation). The MA uses a single point crossover with probability
0.9. Population size is 8. Rank selection is used with a bias of 1.5. Elitism rate is set to one

individual for generation.

3.5.3 Experiments and Discussion

Each algorithm has been stopped after evaluating 100,000 sequences. The machine used for
the experiments was a Pentium with 3.0 GHz and 1024 Mbytes of ram running Linux. The
experiments have been run under a normal usage of the CPU. Table 3.2 shows the performances
of these algorithms on 100 runs with different random seeds.

Using the same data, Mann Whitney U tests have been used to compare the median values
of the different algorithms. The performance of a search algorithm is calculated using Equa-
tion 3.2. The level of significance is set to 0.05. HC and SA are statistically equivalent on
Hashtable. HC and GA are equivalent on Stack, LinkedList and BinomialHeap.
Finally, HC and MA are equivalent on Stack, Vector, BinomialHeap and BinTree.

If we compare Table 3.2 with the highest achievable coverages (shown in Table 3.1), then
we can see that only TreeMap is difficult to test. Besides, from that table and from the sta-
tistical tests the MA seems the best algorithm. Apart from Vector, it gives the best results
on LinkedList, Hashtable, TreeMap and it is among the best algorithms on the other
containers. Moreover, the HC seems to have better performance than the GA. This is a very
interesting result, because usually local search algorithms are suggested of not being used for
generating test data [46]. Although the search spaces for software testing are usually “complex,
discontinuous, and non-linear” (J. Wegener et al. [46], 2001), the evidences of our experiments
lead us to say that it does not seem true for container classes. However, more experiments on a

larger case study and the use of different search algorithms is required.
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Table 3.3 compares the performance of the MA when it is stopped after 10,000 and 100,000
fitness evaluations. Apart from TreeMap, MA is able to get high quality results in a very short
amount of time.

The performance of RS deserves some comments. In fact, it is sensibly worse than the per-
formances of the other algorithms. Although a reasonable coverage can be achieved, RS poorly
fails to obtain it without a long sequence of FCs. This can be explained by the fact that not only
the search landscape of the input parameters is large and complex, with only a small subset of
it that gives optimal results, but also the search space of the methods has similar characteristics.
For example, some methods need to be called few times (e.g., 1 sEmpty) whereas others need
to be called many times (e.g., insert) to cover a particular branch. In RS the probabilities
of their occurrences in the test sequence are the same, so we will have redundant presence of
functions that need to be called only few times. Moreover, the FCs require to be put in a precise
order, and obtaining a random sub-sequence with that order might be difficult if the total length

is too short.

3.6 Limitations

The system described in this chapter is not able to generate input data for covering all the branch

statements in the source code of the CuT. This is due to different reasons:

e The framework also tries to cover the branches in the private methods. The generated
test sequences do not access directly to the private methods of the container. They can
be executed only if at least one public method can generate a chain of FCs to them. Al-
though using Java reflection a driver can directly call private methods of the CuT, besides
the fact that a driver can be located inside the CuT, it has been preferred to test directly
only the pub11ic methods. It is possible to do assumptions on the semantics of the public
methods of a container (see Section 3.3.2), but little can be said about the private ones.

Thus, the proposed space reduction techniques cannot be applied to them.

e The very few public methods with complex input parameters (11 on a total of 105
in our case study) cannot be directly called by our tool. If they are not called by other

methods, they will not be tested.

e Some methods can return objects whose class is implemented inside the same file of the

CuT or even in the same method. For example, the method keySet in TreeMap returns
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Table 3.2: Comparison of the different search algorithms on the case study. Each algorithm has
been stopped after evaluating up to 100,000 solutions. The shown values are calculated on 100
runs of the framework. Mann Whitney U tests show that the MA has the best performance on

all the containers but Vector.

Container Search Algorithms Coverage Length
Mean Variance Median Mean Variance Median
Stack Random 10.00 0.00 10.00 6.64 0.41 7.00
Hill Climbing 10.00 0.00 10.00 6.00 0.00 6.00
Simulated Annealing 10.00 0.00 10.00 6.06 0.06 6.00
Genetic Algorithm 10.00 0.00 10.00 6.00 0.00 6.00
Memetic Algorithm 10.00 0.00 10.00 6.00 0.00 6.00
Vector Random 85.21 1.52 85.00 56.99 7173 58.00
Hill Climbing 100.00 0.00 100.00 47.67 1.05 48.00
Simulated Annealing 99.99 0.01 100.00 45.76 1.11 46.00
Genetic Algorithm 99.99 0.01 100.00 46.87 1.63 47.00
Memetic Algorithm 100.00 0.00 100.00 47.89 2.64 48.00
LinkedList Random 69.96 1.82 70.00 55.27 14.00 56.00
Hill Climbing 84.00 0.00 84.00 38.48 10.27 38.00
Simulated Annealing 82.47 225 82.50 33.60 5.29 33.50
Genetic Algorithm 83.83 0.26 84.00 36.66 3.64 36.00
Memetic Algorithm 84.00 0.00 84.00 36.43 3.58 36.00
Hashtable Random 92.92 1.17 93.00 54.45 2597 56.00
Hill Climbing 106.00 0.00 106.00 3525 0.19 35.00
Simulated Annealing 105.84 0.74 106.00 34.98 0.77 35.00
Genetic Algorithm 101.14 6.50 100.00 31.10 6.31 30.00
Memetic Algorithm 106.00 0.00 106.00 35.01 0.01 35.00
TreeMap Random 151.94 5.85 152.00 54.11 26.87 55.00
Hill Climbing 188.76 0.71 189.00 51.23 10.08 51.00
Simulated Annealing 184.19 5.75 185.00 40.68 5.88 41.00
Genetic Algorithm 185.03 3.46 185.00 42.14 8.44 42.00
Memetic Algorithm 188.86 0.65 189.00 50.55 10.31 50.00
BinomialHeap Random 71752 0.29 717.50 47.08 100.24 47.50
Hill Climbing 77.96 0.48 78.00 24.05 34.86 25.00
Simulated Annealing 76.41 0.24 76.00 16.02 41.84 14.00
Genetic Algorithm 77.70 0.92 77.00 19.08 24.54 16.00
Memetic Algorithm 77.66 0.87 77.00 18.65 24.61 15.00
BinTree Random 37.00 0.00 37.00 26.86 15.39 27.00
Hill Climbing 37.00 0.00 37.00 9.02 0.02 9.00
Simulated Annealing 36.98 0.02 37.00 9.38 0.40 9.00
Genetic Algorithm 37.00 0.00 37.00 9.21 0.21 9.00
Memetic Algorithm 37.00 0.00 37.00 9.00 0.00 9.00
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Table 3.3: Performance of MA on the case study.

Container Fitness Average Average Time

Evaluations Coverage Length (seconds)

Stack 10k 10.00 6.00 0.29
100k 10.00 6.00 2.80
Vector 10k 99.50 73.70 8.89
100k 100.00 47.89 78.58
LinkedList 10k 83.60 50.60 222
100k 84.00 36.43 17.41
Hashtable 10k 105.90 36.10 1.31
100k 106.00 35.01 11.75
TreeMap 10k 184.90 47.40 3.00
100k 188.86 50.55 28.83
BinomialHeap 10k 77.30 19.10 1.87
100k 77.66 18.65 16.22
BinTree 10k 37.00 9.30 0.18
100k 37.00 9.00 1.49
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a Set whose class is implemented inside keySet. Because our system does not call
any method on the returned objects of the tested methods, such internal classes cannot be

tested.

e For a given test sequence, only one constructor is called. One option to solve this problem

might be to use multiple sequences, each one that uses a different constructor.

e Some branches can be infeasible. This is a general problem that is not related to the used

testing tool.

3.7 Formal Theoretical Analysis

3.7.1 General Rules

The length of test sequences can have an important role in the success rate of search algorithms.
To give more general results that can be applied to any software, in this section we formally
analyse the conditions for which longer test sequences are more successful.

To simplify the analysis, we do not consider the initialisation of the object instances used
in the test sequences. Let M be the set of different methods. Each method can take as input
an element from a set / of infinite cardinality. For simplicity but without loss of generalisation,
let consider that [ is equal for each method, and each method takes as input only one element.
The length of the sequence is [. Constraint for a given length on the variables are represented
by choosing a subset C'(1) of inputs, i.e. C'(I) C I. Let ¢ be a test sequence for the search space
S(l), then t(k) with & <[ is a test sequence that consider only the first & FCs.

Let R(l) C M x C(l) be the subset of FCs that does not influence the covering of the target
branch. For example, in the case of insertion/removal of elements in a container, the call to
read-only methods like size () does not have any effect.

Let G(I) the set of global optima for the length /. The number of possible sequences is
|S(1)| = |M|" - |C(1)|". Let r(I) be the ratio of global optima over the number of possible
solutions, i.e. (1) = |G(1)|/|S(1)|. We can hence prove the following theorems (details are in
Appendix A.1):

Theorem 3.7.1. If R # {},
forallk > 1, thenr(k + 1) > r(k) forall k > 1.

G(l)| > 0 and |C(k)| = ¢ (where c is a positive constant ¢ > 1)

Theorem 3.7.2. If |G(I)| > 0 and |C(k + 1)| > |C(k)| for all k > I, then it is not necessarily
true that r(k + 1) > r(k) with k > 1.
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3.7.2 Discussion

These two theorems have some interesting consequences. Theorem 3.7.1 gives the conditions
for which longer test sequences are necessarily better. These conditions are very general, and
can be applied to practically most types of software. However, the price of general rules is that
they are weaker. In fact, although Theorem 3.7.1 states that longer sequences are better, without
considering the actual software (or some restricted sets) we can say only little about how much
the improvement is. At the current moment, we are not even able to state whether under the
same conditions of Theorem 3.7.1 we can have (I — co) = (r(I) = 1) (this will be studied in
future work).

Intuitively, for longer sequences it is easy to expect more optimal solutions. But at the
same time the space of possible solutions increases as well. Theorem 3.7.1 formally proves the
non-obvious fact that their ratio increases as well.

Theorem 3.7.2 gives the conditions for which it is not necessarily true that longer sequences
are better. Note that it does not mean that they would be worse for sure. It is important to note
that this can happen when we increase the space of available inputs for longer sequences, i.e.
|C'(I4 1)] > |C(1)]. This is actually the type of constraints we used in this chapter.

The choice of the input constraints is important for many automated testing techniques (e.g.,
[130, 128, 2]), but not for the ones that use symbolic execution (e.g., [129, 140]). A formal
analysis of the length of test sequences for symbolic execution based techniques will be matter

of future work.

3.8 Conclusions

This chapter has presented search based test data generation techniques for OO software, in
particular for Java containers. Search algorithms like RS, HC, SA, GAs and MAs have been
applied and compared.

The objective of minimising the length of the test sequences has been addressed as well.
Because that minimisation can be misleading, discussion on how and why a search algorithm
can be deceived has been presented, besides how to avoid it. Formal theoretical analyses on the
role of the length of test sequences have been presented as well to give more general results.

Although different settings of the parameters of the algorithms can lead to different results,
we have empirically shown that our MA performs better than the other algorithms in our case

study. Moreover, the HC resulted better than GA. This can seem strange, because local search
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algorithms are suggested of not being used for generating test data [46]. This can happen be-
cause for the considered families of search algorithms there are several variants. Therefore, it
is not strange that a family is not necessarily better than another one for each of its variants. In
other words, it could happen that GAs are in general better than HC, but there could be variants
of GAs that are worse than some variants of HC (as it happened in our case study).

Software testing is still an open research problem. Still many research questions need to
be answered. In this chapter we hence have given the contribution of extending search based
software testing. This is important because software testing is one of main component of our

novel co-evolutionary framework that we introduce in the following Chapter 4.
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Chapter 4

Co-evolutionary Framework

4.1 Motivation

Many software engineering activities rely on the writing and modification of source code. The
automation of these activities is highly valuable, but at the same time it is very difficult. Coding
is in fact a challenging task, which requires specialised skills.

Given a software engineering task of that type, to try to solve it we can search the space
of possible programs until we do not find one that fulfils our goal. Unfortunately, the search
space of possible programs is extremely large [23]. An exhaustive search cannot be carried out.
However, if a fitness function can be defined, then we can use search algorithms. Depending on
the nature of the fitness landscape, search algorithms could be effective even in a so extremely
large search space.

Once we define a fitness function depending on the software engineering task we want to
solve, we can use for example GP (see Section 2.4) to evolve programs rewarded by that fitness
function. However, a lot of issues arise with this approach. A more complex framework requires
to be developed to address them.

In this chapter we propose a novel framework to tackle software engineering problems that
depend on the modification and generation of source code. To use this framework, the evolving
programs need to be run on test cases. The test cases have to be either directly provided or an
automated oracle has to be available.

What we present in this chapter is a conceptual framework that needs to be instantiated
for each particular software engineering problem we want to address. In fact, each software
engineering task has its own specific properties that should be exploited. Nevertheless, all

these software engineering activities share some common issues whose way to solve them is
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abstracted in our conceptual framework.

4.2 The Framework

We present a conceptual framework to evolve programs to solve some types of software engi-

neering problems. The framework is composed of the following components:

Objectives for the fitness function.

Input of the framework.

GP engine.

Initialisation of the genetic programs.

Preservation of the semantics.

A more detailed description of each components follows in the next sub-sections. For each
software engineering task we want to solve, we need to instantiate and specialise some of these
components. The other components would be practically the same for each software engineering

task.

4.2.1 Fitness Function

The fitness function should tell us how good our evolving programs are in solving the software
engineering task we are addressing. Obviously, the fitness function would be specific to the
software engineering task.

There can be at least two ways in which a fitness function can be evaluated:

Statically: each program is statically checked to verify some of its properties. Static properties

could be for example either its size or the value of some specific software metrics [149].

Dynamically: each program is run against a set of test cases 7'. The fitness function would
be based on properties of these executions (e.g., execution time). There is the problem of
how to choose adequate test cases, and whether or not changing them during the evolution

of the genetic programs.
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The fitness function could be composed of more than one objective O;. In these cases, these
objectives can be linearly composed in a single fitness function f, like for example f(P) =
Zoi w;O;(P), where P is the genetic program we are evaluating the fitness of, and w; is a
constant weight for the objective O;. One issue with this approach is that we need to define
weights for each objective.

A more appropriate way to deal with more than one objective at the same time is to use multi-
objective algorithms [142]. Indeed, in search based software engineering that type of algorithm
has started to be used quite often in recent years (e.g., [59, 150, 151, 152, 153, 154, 155, 156)).
Multi-objective algorithms are based on the concept of pareto dominance. A solution is dom-
inated if at least one other solution in the current population exists that is better in at least one
objective and not worse on the other objectives. A multi-objective evolutionary algorithm would
keep at each generation a set of non-dominated solutions (i.e, the pareto front). These solutions
represent the best in the population. Selection and acceptance of offspring mechanisms would
be based on these pareto relations.

Bloat [95] would easily be one of the objectives O; to optimise.

4.2.2 Input of the Framework

The framework could take as input different things, like for example the source code of a pro-
gram (if we are trying to modify/improve it) and/or a formal specification. Specific test case
sets (or tools to produce them) could be provided as well. The type of inputs to the framework
clearly depends on the software engineering task we are trying to solve.

For example, in automatic refinement (see Chapter 5) we would have as input only a formal
specification, whereas for improvement of software (see Chapter 7) we would have the source

code of the program we want to improve but not its formal specification.

4.2.3 GP Engine

To evolve programs to solve software engineering problems we use GP. Technically, we could
use any other search based algorithm (e.g., Grammatical Evolution [157]). Our choice is based
on the fact that GP is the most used and studied paradigm to evolve programs.

GP is mainly used for machine learning applications. However, for software engineering
problems we likely would not have noise in the data. For most software engineering tasks, the
data would be test cases whose expected outputs are either automatically labelled by a formal

specification or that are manually done by human software testers. These test cases partially
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define the semantics of the software. If even one test case is failed, this would mean that the
semantics is not satisfied. Hence, we do not need to worry of overfitting the data, we have in
fact to overfit them. If the semantics is not what it should have been, then we cannot expect that
programs that evolve based on that semantics could be able to understand that the semantics is
not correct.

For the GP engine we use in our framework, we chose the open source library ECJ [158].
It is a powerful library written in Java that supports many features of GP, like for example
strongly typed genetic programming (see Section 2.4). Many operators and characteristics of
the GP system in ECJ are inspired by Koza’s work [92], like for example single point crossover.
In that type of crossover, given two parent individuals, the offspring will be copies of their
parents with two random sub-trees from different parents that are swapped.

In literature of GP, there has been a bias toward the crossover operator. However, mutation
operators are not necessarily less useful [159]. ECJ provides six different types of GP mutation
operators. Unless stated otherwise, in our framework we use all of them. Given £ a random

node in the mutating GP individual, these mutation operators are as follows:

e Point Mutation: the sub-tree rooted at k is replaced with a new random sub-tree with
bounded depth.

e OneNode Mutation: k is replaced by a random node with same constraints and arity.

e AllNodes Mutation: each node of the sub-tree of & is randomly replaced with a new node,

but with same type constraints and arity.

e Demote Mutation: a new node m is inserted between £ and the parent of k. Hence, k

becomes a child of m. The other children of m will be random terminals.

e Promote Mutation: the sub-tree rooted at the parent of k£ will be replaced by the sub-tree

rooted in k.

e Swap Mutation: two children of £ are randomly chosen. The sub-trees rooted at these two

nodes are swapped.

Bloat is one of the main problems of GP [95, 23]. However, in many software engineering
problems we would expect of not having it (or at least its negative effects would be less serious).
When the fitness function is only based on how many test cases are passed, then a program that
passes all of them would be optimal. No further improvement of the fitness would justify the

increase of the program size. In most software engineering problems, we could expect that
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such optimal programs that solve those tasks exist. Nevertheless, we still need to use bloat
control, because the code could still substantially increase until such an optimal program would
be found. Unless otherwise stated, we use constraints on the depth of the GP trees and we use a

parsimony control (i.e., rewarding minimisation of the tree sizes) in the fitness function.

4.2.4 Initialisation of GP

In most GP applications, in the first generation all the individuals are randomly sampled, using
for example Koza’s ramped half-and-half initialisation method [92]. We are aware of only two
exceptions. Langdon [160] studied a seeding strategy based on perfect individuals. These indi-
viduals perfectly fit the training data but are not able to generalise. Westerberg used advanced
seeding strategies based on heuristics and search strategies like depth first and best first search
[161]. In both cases, these seeding strategies obtained better results than random sampling.

When in a software engineering task we need to modify an existing program P to obtain a
new version P’, the code of this program P would be given as input to our framework. Evolving
from scratch P’ (i.e., random seeding of first generation of GP) would likely be unfeasible if
P is a complex software. Because we can assume some relations between P and P’, we can
exploit the source code of P to design novel seeding strategies. A simple strategy that we can
call clone strategy would be for example to have all individuals in the first generation of GP to
be exact copies of P.

When seeding strategies that exploit the source code of P are designed, there is a trade-
off between exploration and exploitation. On one hand, greedy strategies like cloning would
constrain the search in a particular area of the search space that could be sub-optimal. On the
other hand, the other extreme of having random individuals could make the evolution of P’
too difficult. Depending on the problem, seeding strategies between these two extremes would

likely obtain better results.

4.2.5 Preservation of the Semantics

When we evolve programs to solve a software engineering task, we need to make sure that the
evolved output program is semantically correct. In most cases, even if a formal specification is
provided, we cannot prove that a program is semantically correct. However, we can use software
testing to increase our confidence in the software correctness [18].

Depending on the software engineering task and on the input to our framework, we can have

two main different types of oracle. An oracle is an entity that tells us whether for a given input
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x the output we obtain is correct. In the best case we can have an oracle that is able to classify as
many outputs as we want. This would be the case for example if we have a formal specification
or if we an executable program P and our goal P’ should be semantically equivalent to P (that
would be the case for example when we want to optimise non-functional criteria, see Chapter
7). In the worst case, the oracle can be used only a limited amount of times. In that case,
we would have a limited set of test cases. This would happen for example if the test cases are
manually written by human software testers. Because in general human resources are expensive,
we cannot expect of having large amounts of test cases developed in this way.

To check whether a program has faults, we can test it. This means that we run it against a
set of test cases 1" and then we check whether they are all passed. Apart from trivial cases, we
cannot run a program against all its possible inputs in feasible time. Therefore, software testing
cannot guarantee that a program is faultless [18]. However, the more passed tests there are the
more confidence we can have on the program correctness.

To guide GP to evolve and to maintain semantically correct individuals, we can add a se-
mantic objective to the fitness function. Given a set of test cases 7" produced by the given oracle,
we check how many test cases in 1" are failed each time we evaluate the fitness function of a
new GP individual. The objective would be to minimise this number of failed test cases.

We can have a binary score 0 for a passed test and 1 if it is failed. However, if it is possible
to have different degrees of failure, then we can exploit this information to give more gradient
to the search. For example, if the expected output is an integer 3’ and the actual obtained value
is y, then we can use for example |y’ — y| instead of a binary classification passed/failed. Using
this simple heuristic, a program that gives as output the value 99 when the expected value is 100
would be better than a program that gives as output the value 0. To note that in both cases the
programs are faulty, but we just use an heuristic to state which one is more seriously faulty.

A program that is able to pass all the test cases in 7" is not necessarily correct. To improve
our confidence in the program correctness, it would be better to change 7' at each generation
of GP. Therefore, the programs will be tested on more different test cases instead of always the
same fixed ones. But how to change the test cases? This is not a trivial question, because just
getting random test cases would likely end up in worse results. This is because software testing
is a difficult task [18, 19]. Ideally, we would want to have test cases that are able to find faults
in the new evolved programs and that the current 7" is not able to show these faults. This means
that we are actually doing a new testing phase at each generation of GP, and we can use any
software testing technique to produce these new test cases. For example we can use a GA (see
Section 2.3.6).
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Figure 4.1: G is the population of programs, whereas 7" is the population of test cases. For
simplicity, sets of cardinality 3 are displayed. In picture (a) it is shown on which test cases the
fitness of the first program gy is calculated. On the other hand, the picture (b) shows on which
programs the fitness for the first test case ¢y is calculated. Note that the arc between the first
program and the first test case is used in both fitness calculations. Finally, picture (c) presents

all the possible |G| - |T'| connections.

At each generation we evolve the test cases. The fitness value of a test case is based on
how many programs in the current generation of GP it is able to make fail. It is a maximisation
problem. A test case that is passed by all the programs would have the worst fitness value.

The GP individuals evolve trying to pass all the test cases, while the test cases evolve trying
to find the new faults potentially introduced in the new GP populations. This leads to a com-
petitive co-evolution like in nature happens between predators and prey. Figure 4.1 shows the
relations between the fitness functions of the programs and the test cases.

When we have an oracle that can generate only a limited set of test cases /X, a co-evolutionary
algorithm can still be employed. Instead of generating new test cases, we can use K as a pool
from which a sub-set 7' is chosen from at each GP generation. The fitness values of the test
cases would still be employed to choose which test cases to use to create 7.

To test the GP programs in a more effective way, the test cases in 7" should be all unique. It
would also be important to promote a certain degree of diversity among the test cases. Diversity
could be based on structural criteria (e.g., branch coverage), and it could be rewarded in the
fitness function. Because that would lead to a better testing, we could expect better final results

of our framework.
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4.3 Strength and Limitations

The conceptual framework we present in this thesis has the strength that it could be used to
automate many different software engineering activities. It can be used in activities in which
source code needs to be automatically generated or modified. For many of these activities, their
automation has been practically absent or limited in literature.

The efficiency of search algorithms is related to the available computational resources. More
computational power means more fitness evaluations that can be done. Evaluating a larger
sample of the search space can lead to better results. On the other hand, static tools in literature
(see Chapters 5 and 6) would not be able to exploit the increasing computational power that is
available to software developers.

At any rate, our framework has the following problems and limitations:

e The fact that in the search space there is an optimal solution does not mean that a search
algorithm will find it. This mainly depends on the properties of the fitness landscape,
e.g. ruggedness and modality [162]. If for a particular software engineering problem
we cannot provide a smooth fitness function, then it is very unlikely that our framework

would find any optimal solution.

e Even with a good fitness function, the search space could be simply too large and/or
the fitness function could be too computationally expensive to calculate. Successful ap-
plications of our framework on small software could not then scale to larger real-world

software.

e Because software testing cannot guarantee the faultless of software, we would still need
that software developers would have to check the outputs of our framework. This would
be done to confirm whether the software is indeed semantically correct. Unfortunately,
the output programs from GP systems are often very difficult to read and to understand.
This is a general problem in GP. We could add a readability objective to maximise in the
fitness function, but it could harm the search process by constraining it in sub-optimal

areas.

4.4 An Example: Reverse Engineering

In this section we briefly discuss the possible application of our framework to the important

software engineering task called reverse engineering [163]. We have not carried out any empir-
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ical study on this problem. Empirical studies on other software engineering activities follows
in the next chapters. The description given in this section is useful to help to understand how to
use our framework to other software engineering problems not discussed in this thesis.

One application of reverse engineering is that, given as input the assembler or byte-code of
a program, we want to obtain the original source code. This becomes more challenging if the
software has been compiled with the aim of making its decompilation more difficult. This could
be done for example by obfuscating the compiled code [164, 165, 166, 167].

We can use our framework to tackle this problem. The goal is to obtain a source code that,
once compiled, is equivalent to the executable we want to reverse-engineer.

The execution of the input assembler/bytecode can be used as an oracle for the test cases.
Initialising the genetic programs at random is possible, but likely it will make the search too
difficult. Therefore, smart seeding strategies that exploit the assembler code should be designed.
The fitness function is based on the semantic equivalence that is calculated on how many test
cases are passed.

GP often generate code that is difficult to understand by humans. If the obtained source
code is too difficult to understand, it would be of little help. Including a readability objective in
the fitness function is hence compulsory. At any rate, there are cases of obfuscating techniques
that make difficult to obtain even a compilable source code (e.g., [165]). In these cases, our
technique would be useful even if the evolved code would be difficult to read.

Some obfuscating techniques add complex junk code that current static tools are not able to
recognise. If we include the execution time in the fitness function, our framework could be able
to remove them. Hence, the resulting source code would be easier to understand.

The equivalence of the semantics is particularly problematic in this software engineering
activity. In fact, the user would not know the semantics of each component of the software,
hence (s)he cannot check whether the output code of our framework is valid or not. Still, the
output code generated with our framework could give important information on the nature of
the target software.

Note that there has been work on reverse engineering with search algorithms [168], but it
was not on the decompilation of code. For example, in [168] the goal was to obtain software

architectures from source code.
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4.5 Conclusion

In this chapter we have presented a novel conceptual framework to tackle software engineering
problems that require the writing and modification of source code. The framework has been
presented at a sufficient abstract level to be applicable to different software engineering activ-
ities. Other software engineering activities not discussed in this thesis could be addressed as
well.

We analysed and discussed each component of the framework. Strength and limitations have
been outlined. An example of its application has been discussed.

To be successful, not only we need to instantiate the framework for the particular software
engineering task we want to solve, but we also need to exploit its properties. The exploitation
of domain knowledge can make possible to design more specific and tailored algorithms that
likely would produce better results.

To assess the validity of our framework, in the next three chapters we analyse in more details

its application to three different software engineering tasks.
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Chapter 5

Automatic Refinement

5.1 Motivation

Writing a formal specification (e.g., in Z [169] or JML [170]) before implementing a program
helps to identify problems with the system requirements. The requirements might be for ex-
ample incomplete and ambiguous. Fixing these types of errors is very difficult and expensive
during the implementation phase of the software development cycle. However, writing a formal
specification might be more difficult than implementing the actual code, and that might be one
reason why formal specifications are not widely employed in industry [171].

However, if a formal specification is provided, exploiting the specification for automatic
generation of code would be better than employing software developers, because it would have
a much lower cost. Since the 1970s the goal of generating programs in an automatic way
has been sought [172]. A user would just define what he expects from the program (i.e., the
requirements), and it should be automatically generated by the computer without the help of
any programmer.

This goal has opened a field of research called Automatic Programming (also called Auto-
matic Refinement) [173]. Unfortunately, this task is much harder than expected. Transformation
methods are usually employed to address this problem (e.g., [172, 174, 175, 176, 177, 178]).
The requirements need to be written in a formal specification, and sequences of transformations
are used to transform these high-level constructs into low-level implementations. Unfortunately,
this process can rarely be automated completely, because the gap between the high-level speci-
fication and the target implementation language might be too wide.

In this chapter, we instantiate our novel conceptual framework (described in Chapter 4) to

evolve programs from their specification. To improve the performance of our framework applied
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to this problem, in this chapter we also investigate the role of Automated N-version Program-
ming [179]. Furthermore, we exploit the formal specification to divide the set of unit tests into
sub-sets, each of them specialised in trying to find faults related to different reasons of program
failure. To evolve complex software composed of several functions, if there are relations among
the functions (e.g., an hierarchy of dependencies), then we exploit these relations. For example,
we can use them to choose the order in which the specifications of the single functions are au-
tomatically refined, and then we use the programs evolved so far to help the refinement of other
functions.

We have implemented a prototype of our conceptual framework in order to evaluate and to
analyse it. Seven different problems are used in our empirical study. The use of the formal
specifications to automatically create fitness functions makes it possible to apply the framework
to any problem that can be defined with a formal specification. However, evolving correct
programs to solve for example the halting problem [180] is not possible.

The main contribution of this chapter is a novel approach to Automatic Programming, in
particular the automatic refinement of formal specifications. This approach has a wider range of
applications than previous techniques reported in literature, because it makes no particular as-
sumption on the gap between the formal specification and the target implementation. However,
it is a very difficult task, and we obtained positive results only on small programs.

The chapter is organised as follows. Section 5.2 reviews related work. A description of how
programs can evolve to satisfy a formal specification follows in Section 5.3, whereas how to
optimise the training set is explained in Section 5.4. Section 5.5 briefly describes what N-version
Programming is and how it can be exploited to improve the performance of our framework. A
discussion on how complex software might be evolved follows in Section 5.6. The case study
used for validating our novel framework is presented in Section 5.7. Section 5.8 outlines the
limitations of automatic refinement with evolutionary techniques. Finally, Section 5.9 concludes

the chapter.

5.2 Related Work

The problem we address in this chapter, and the way we try to solve it, is similar to Evolvable
Hardware [181]. The design of electronic circuits is an important and expensive task in indus-
try. Hence, search based techniques have been used to tackle this problem in which, given a
specification of a function (for hardware that can be for example a truth table), a solution that

implements the function is sought.
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Our framework also shares some similarities with the system for evolving secure protocols
from a formal specification [182]. A protocol is a sequence of messages, and a GA was used
to evolve it. The fitness function depends on how well the protocol satisfies its specification.
Although neither GP (see Section 2.4) nor co-evolution was used, our work shares the same
idea of formally specifying the expected behaviour (what it should be done, but without stating
how to do it) of a system (e.g., programs and protocols), and then using natural computation
techniques to find a solution that implements that system.

Another related field of research is Software Cloning, in which evolutionary techniques have
been used for automatically cloning programs by considering only their external behaviours
[183]. The external behaviour of a program can be partially represented by a set of unit tests.
In other words, programs are evolved until they are able to pass all the used unit tests. It has
been argued that this technique might be helpful for Complexity Evaluation, Software Mutants
Generation, Test Fault Tolerance and Software Development in Extreme Programming [183].
Besides the different goals, the main differences from our approach are that no formal specifi-
cation was employed and that the test case sets were fixed (i.e., they did not co-evolve with the

programs).

5.3 Evolution of the Programs

5.3.1 Basic Concepts

Given the specification of a program P, the goal is to evolve a program that satisfies it (i.e.,
we want to evolve a program that is semantically equivalent to P). To achieve this result, GP
is employed. At each step of GP, the fitness of each program is evaluated on a finite set 7" of
unit tests that depends on the specification. The more unit tests a program is able to pass, the
better the fitness value it will get rewarded. This set 7" should be relatively small, otherwise
the computational cost of the fitness evaluation would be too high. In fact, for calculating the
fitness of a program we need to run it on each unit test in 7. What can be defined as “small” or

as “big” depends on the available computational resources.

5.3.2 Training Set

The set T is different from a normal training set in machine learning. Let X be the set of all
possible inputs for P, and Y be the set of all possible outputs. A program might take as input

more than one variable, hence X is a set of all those possible combinations. The element z € X
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int[] a = new int[]1{7,9,1};

sort (a) ;
assert (a.length==3);
assert (a[0]==1);
assert (alll==7);
assert (al[2]==9);
/ *

x = {7,9,1}

y = {3,1,7,9}
*/

Figure 5.1: Simple example of how a unit test is mapped in a pair (x,y). Note that in many
languages the length of an array cannot be changed, and we check the length instead of another

property only for simplicity.

is a vector of the input variables for P. By g(z) = g([0], ... ,z[n]) we mean the execution of the
program g with input vector x. The elements in x can be of different types (e.g., integer, double
and pointer). If P has an internal state, then we should generalise x in a way in which how to
put the state in the right configuration (e.g., by previous function invocations) is considered.

The output elements y € Y can be composed of a single value, or of a vector of values with
potentially different types. Each of these values would represent a different assert statement
in the unit test. For example, in checking whether an array is correctly sorted, there could be
an assert statement for each element of the array to see whether they are equal or not to the
elements of the expected sorted array. Figure 5.1 shows a simple Java-like example of a unit
test that is mapped in input x and output y.

Given any input z € X, we do not have the expected value y* = g*(x), with g* being the
optimal program that we want to evolve and y* € Y being the expected result for the input z.
Hence, in our case a unit test ¢ € 7" instead of being seen as a pair (z,y*) (as a typical element of
a training set would be), is a pair (z,c), where ¢ is a function ¢(x,y) : XY — R. The function ¢
gives as output a value of 0 if y is equal to y*, otherwise a real positive value that expresses how
different the two results are. A higher value means a bigger difference between the two results.
Because the function c is the same for each ¢t € 1", we can simplify the notation by considering
only the input z for a unit test. In other words, ¢ € X and 7' C X. A program g € G, where
G is the set of all possible programs, is said to pass a test t € T iff ¢(¢,g(¢t)) = 0. How to
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<(5,-2,3), 0> //
<(4,3,6) , 1> //
<(9,9,16), 2> //
<(3,3,3) , 3> //

represents 'not triangle’
represents ’'scalene’

represents ’'isosceles’

w N PO

represents ’‘equilateral’

function classifyTriangle(a, b, c)

return a + b - c;

Figure 5.2: An example of a training set for the Triangle Classification problem [18] and an

incorrect simple program that actually is able to pass all these test cases.

automatically derive the function ¢ will be explained later in this section.

The scenario described in this chapter is very different from the normal applications of GP:

e The training set 7' can be automatically generated with any cardinality. There is no need

for any external entity that, for a given set of x, says which should be the corresponding

*

Y.

e Usually, because there are only a limited number of pairs (x,y*), all of them are used
for training. In our case we have the additional problem of choosing a subset 7', because

using the entire X is generally not feasible.
e The training set 7" does not contain any noise.

e We are not looking for a program that on average performs well, but we want a program
that always gives the expected results. E.g., Vo € X o g(x) = g*(x). Hence, a program
does not need to worry about over-fitting the training set. Even if only one test in 7' is

failed, that means that the specification is not satisfied.

e To prevent GP from learning some wrong patterns in the data, it would be better not
to have a fixed 7T'. In other words, it would be better to have different test cases at each

generation. Figure 5.2 shows a non-trivial example in which an undesired pattern is learnt.

5.3.3 Heuristic based on the Specification

The function ¢(z,y) : X,Y — R is an heuristic that calculates how far the result y = ¢(t) is from

satisfying the post-condition of the specification for the input x = ¢ when the pre-condition is
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satisfied. If the pre-condition is not satisfied, c should return 0. Note that c does not calculate the
distance between x = ¢ and y = g(¢). It calculates the distance from y = g(¢) to the expected
result y* = g*(¢).

It is important to note that the function c is not required to be able to compute the expected
result y* for an input z. Being able to state whether a particular result k is correct for an input x
(i.e., k = y*) is enough. This can be done without knowing the value of y*. We introduce here
an example to clarify this concept. Assume that P is a sorting algorithm that takes as input an
array of integers and sorts it. Given as input an arbitrary array x = (4,3,2,1), if the output of g
isy = (1,4,2,3), we do not need to know ¢*(z) to conclude that g(z) # g*(x), because y is not
sorted. We can conclude that an array is not sorted by looking at the specification of the sorting
algorithm. In this particular case, we have a 4 before a 2, which is enough to conclude that the
array is not sorted. Although a specification can state whether an array is sorted or not, it cannot
say how to sort it.

Because the expected results y* are not known even though a formal specification is em-
ployed, the function ¢ cannot calculate any geometric distance between y and y* in the space
Y. However, because it heuristically states how far y is from satisfying the specification, a 0 as
a result means that y = y*. Furthermore, if y # y*, then ¢ necessarily returns a value strictly
bigger than 0. Therefore, c indirectly calculates a particular type of distance between y and y*,
although y* is not known.

Such a function is inspired by the one employed in Tracey’s work on Black Box Testing
[63]. In that work, the goal is to find a test case that breaks the specification. That happens in
the case of pre-condition Pr that is satisfied but the post-condition Po is not. In searching for
such a test case, the pre-condition of the function is conjugated with the negated post-condition,
ire. W = Pr A —Po. A test case that satisfies W does break the specification. The distance
function c is hence applied on that predicate I/ for guiding the search. A distance value 0 is
given if W is satisfied, and that means that a fault that breaks the specification is present for the
input £.

The main difference with our work is on what c is applied to. In this chapter we seek
a program that is correct. For guiding the search, we use this distance directly on the post-
condition when the pre-condition is true (i.e, =Pr V Po). A distance value 0 means that the
post-condition is satisfied, so the program is correct for that particular input ¢. In other words,
to calculate c(t,9(t)) the program g is executed with the input data contained in the unit test
t, and then, if the pre-condition is satisfied, the result y = ¢(¢) is compared against the post-

condition of the function to see whether the result is correct or not for that particular input
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r =t.

How to calculate the function ¢? Table 5.1 is inspired by Tracey’s work [63] and shows how
to calculate a support function d, which is used to calculate how far a particular predicate 6 is
from being evaluated as true. The function d takes as input a set of values I, and it evaluates the
expressions in the predicate # based on the actual values in /. The function c is recursively built
on d, in which 6 is the disjunction of the negated pre-condition with the post-condition of the
employed specification (i.e, =~ Pr V Po). In other words, c is equivalent to d_p, p,. Of course,
for different specifications there will be built different functions c. The set / is hence composed
of the constants in the specification and of variables that depend on the input of ¢ (i.e., x and y).
This type of distance d is similar to the branch distance used in white box testing (see Section
2.2).

Unfortunately, the predicates involving V and 3 can be computationally expensive if the
set of values on which they depend on is large. In our case study, these sets were arrays of
relatively small length, hence the computational cost was not so high. However, the case of
expressions like Vo € R o W (x) cannot be handled in this way. We will address this problem
in the future. One way could be to calculate the predicate on a restricted set of values, and then
evolve it at regular intervals for finding at least a value for which the predicate is false (if such
a value exists). Unfortunately, a restricted set could lead to the situation in which a predicate is

evaluated as true when it is actually false.

5.3.4 Fitness Function for the Programs

At each generation ¢ of the evolution, the current population of genetic programs G is executed
on the current test set 7;. The fitness of each g € G is based on its ability to pass the unit tests
in 7;. It is a minimisation problem, in which the heuristic function c is to be minimised over all
the test cases in 7;. If the specification is satisfied, the contribution of c to the fitness function is
equal to 0.

In evolved programs, it is easy to have code that generates exceptions, such as divisions
by zero or accessing arrays out of their bounds. In such cases, no exception is thrown by our
framework. If the GP node that generated that error is supposed to return a numerical value,
then it just returns a 0 (and hence it operates as a protected operation). However, the framework
is informed of each exception, and their number E(g,T;) is used in the fitness function with the
aim of penalising programs that do operations that should be forbidden. The function E(g,T;)

is calculated by counting each generated error when the program is applied on each test case in
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Table 5.1: Example of how to apply the function d on some predicates. K can be any arbitrary
positive constant value. A and B can be any arbitrary expression, whereas a and b are the
actual values of these expressions based on the values in the input set /. W can be any arbitrary

expression.

Predicate ¢  Function dy([])
A if a is TRUE then 0 else K
A=DB if abs(a — b) = 0 then 0
else abs(a — b) + K
A+#+B if abs(a — b) # 0 then 0 else K
A< B ifa—b<0then0
else (a —b) + K
A<B ifa—b<0then0
else (a —b) + K
A>B dp<a(I)
A>B dp<a(I)

-A Negation is moved inward and

propagated over A
ANB da(l)+dp(I)

Av B min(da(I),dp(I))

A= B min(d-a(1),dg(1))

As B min((da(l) + dg(1)),
(d-a(l) + d-p(1)))

A xor B min((da(I) + d-p(1))),

(d-a(I) +dp(1)))

Ve e X oW if X is empty then O else
2 vex dw(I[v/x])

Jre X oW if X is empty then K else
min(dw (I[v/x])) where v € X
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T;. In GP, there is the problem of bloat. To contrast it, we penalise in the fitness function the
number of nodes N (g) of the programs. The employed fitness function f for each program g is:

~ N(g) N E(9,T)
- N(g)+1 E(gT)+1

+) e(tglt)) . (5.1)

5.4 Optimisation of the Training Set

Choosing a good training set 7' is not easy. An ideal set 7 would be one that, if a program
g € G passes all the unit tests ¢ € T, then it is guaranteed that it will pass all the tests in
X. This means that if g completely fits the data in the training set, then it is guaranteed that g
is correct. A trivial set that satisfies such a constraint is 7' = X. However, the set should be
relatively small, otherwise the computational cost of fitness evaluation would be too high.

Finding the optimal 7™ # X is impossible, because in the set GG of all possible programs
there is always at least one program that fits all the data in this hypothetical 7™, and can have,
for example, a special “if” statement based on the value of a ¢ € X \ T that makes the program
fail on that test . Although the use of a limited set of primitives (e.g., without “if””) might not
lead to this problem, this is not true in the general case. Even if an optimal 7™ existed, there
i1s no guarantee that GP will be able to evolve a program that fits all the data in 7™. A good
strategy for choosing an appropriate training set 7" is needed, because the performance of GP
depends on it. We use co-evolution to find 7" (see Chapter 4).

When co-evolution is employed, each ¢t € T; has a fitness value as well. A fitness function
is used to reward unit tests that the programs in the current population GG; have difficulties in
passing. In contrast to Equation 5.1, this is a maximisation problem. A value of 0 means that

all the programs in GG; pass the test ¢. The fitness function is:

F£) =" clt.g(t)) - (5.2)

9€Gi

It is important to outline that the employed c(¢,g(t)) values are the same as those used for
Equation 5.1. Hence, they are calculated only once, and then they are used for both fitness
functions.

Once the fitness function is calculated for each test in 7;, we use search algorithms to sample
the new test cases [19]. In particular, we employ GAs (see Section 2.3.6) to evolve the next test
set Ty q.

However, we cannot expect to have good (in the sense of being able of finding faults) unit

tests already in the first generations of a GA. In that case, trying to evolve programs on simple
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unit tests for many generations would not be very appropriate. Moreover, when the programs
are able to pass all the unit tests in the current generation, time would be needed to evolve more
challenging test cases.

One solution is to allow more generations for the evolution of the unit tests. For example,
every k generations of the co-evolution, a special intensive evolution of the unit tests can be
done. During such intensive evolution phases, no program evolves (and that helps to reduce
the computational overhead of the intensive evolution). Moreover, for fitness evaluation of the
unit tests, we can just use the best current program (and that helps as well in reducing the
overhead). In fact, because we do not need to evolve all programs, there is no need to execute
all of them on the unit test population (that would have been done if we needed to calculate their
fitness values), because the best program is already an appropriate candidate for evaluating the
quality of the unit tests. The pseudo-code of the algorithm used to choose test cases at each GP

generation is:

1. Evolve the GP population for one generation.

2. Calculate fitness values for each test case ¢ € 7; based on the GP programs.

3. Based on these fitness values, use a search algorithm to generate new test cases for 7; .
4. If current generation 7 is chosen for intensive evolution, then:

(a) Calculate fitness value for each test case t € 7 based only on the best (i.e., highest
fitness value) GP program in the current GP population.

(b) Use a search algorithm to generate new test cases and replace the old ones in 7}, ;.

(c) If the termination criterion for the intensive evolution is not satisfied, go back to

point 4.a.

5. If the termination criterion is not satisfied, go back to point 1.

5.4.1 Specialised Sub-Populations

In this section we describe a co-evolutionary algorithm that is built on Tracey’s work on Black

Box Testing [184]. We call this algorithm Specialised Sub-Populations (SSP). The aims of this

algorithm are to provide more challenging test cases and to increase diversity among them.
The pre-condition of the function is conjugated with the negated post-condition. Then,

this predicate is transformed to a disjunctive normal form. For each disjunction element, an
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independent sub-population S;; in T; is used, where | S;; C T; = T;. In other words, the
test set 7; is partitioned into non-overlapping sets .S; ;. Each subset uses a different heuristic
function for evaluating its test cases, and the resulted fitness function to minimise depends
on the disjunction element related to the subset. For example, if the pre-condition Pr of the
program is true and the post-condition Po is A A B, then it will be Pr A =Po = =AV —B.
Hence, T; will be divided into two independent sub-populations, one that exploits d_4([) for
the its fitness function, and the other that uses d_g([).

The original idea [184] was to evolve a different unit test for each possible reason for which
the program can break the specification. It is a minimisation problem, where a value of 0 is the
optimum and it means that the considered program is failed on that particular test. However,
this is insufficient for our problem. We not only want to evolve a test population that the current
population of programs is not able to pass, but we also want it as hard as possible. Hence, we
need to exploit the function d to reward the unit tests that make the post-condition as far as
possible from being evaluated as true. Thus, we have to transform the minimisation problem
(that does not give any more information once a test is failed) to a maximisation one.

Given W a component of the disjunction we want to satisfy, the goal is to get a test case ¢

that maximises:

k+d-w(I) if W is true,
hw (t,9(t)) = { ok otherwise o
14+dw (I) ’

where £ is any arbitrary constant (e.g., £ = 1), and the set value [ is based on the variables
in ¢, g(t) and the constants in W. The function hy (¢,g(t)) is never less than 0, and, for each
different sub-population, it can replace ¢(t,g(t)) in the fitness function in Equation 5.2.

The use of Ay (t,g(t)) also solves another important problem. If a test is passed by all the
programs, by using only ¢ we will get a fitness value of 0, that gives no gradient information
until at least one program that fails the test case is evolved. On the other hand, h could give
gradient information even when a test is passed.

The next sub-populations for 7; . are still generated with a search algorithm (i.e., GAs).

However, there is no communication among the sub-populations.

5.5 N-version Programming

After applying our framework, we get as output a program that hopefully satisfies the wanted

formal specification. However, testing cannot prove the correctness of a program, hence our
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output program might contain faults. Therefore, in this section we discuss how we can further
improve the reliability of the programs.

Fault tolerance is the ability of software of being able to correctly behave even in the cases
in which faults occur. One technique to achieve this goal is N-version Programming [185].
Briefly, the idea is to implement the same software in several independent versions (at least 2),
and then to use all of them in parallel for the computation. The result will be chosen by a simple
voting criterion among the different versions.

If the software versions are independent (e.g, implemented by different software developers
without any communication between them), it is possible that a fault in one version will be
hidden by the other versions. However, true independence can be hard to achieve in practice.
There might be other ideas in hardware fault tolerance [186] that we could borrow in our future
work.

One problem with N-version programming is that it is expensive. The same software needs
to be implemented many times in independent ways. Hence, work on how to automate N-
version programming with GP has been proposed [179].

It is useful to note that N-version programming is conceptually the same idea as ensembles
in machine learning. An example of GP ensemble is the work of Imamura ef al. [187]. N-
version programming can be used in our framework to improve its performance. For the same
software specification, different runs of the framework can be done (e.g., with different random
seeds and/or different parameter setting). Hence, the final output programs of each run can be
put together in an ensemble, although different versions in this case would not be independent
of each other.

Let S be a system that can generate a correct program p* from a formal specification with
probability C'(S) = d. The program p* will always give the right answer for all the inputs with
probability 4. The programs generated with probability 1 — 4 give a wrong output at least for one
input (but no assumption on the input is made, e.g., whether for each different incorrect program
these inputs are either dependent or not). Let £ be an ensemble of n programs generated with
S. It follows that:

C(S)>05= lim C(ES) =1, (5.4)

assuming that these n programs are independent of each other.

If 9 < 0.5, then it is still possible that the probability of having a correct ensemble increases.
What happens in these other cases is directly dependent on whether the faults in the programs
generated by .S are independent or not. If they are independent, the faults can be covered. In
fact, even if with a low C'(.S), a high C'(E%) might still be obtained.
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5.6 Evolving Complex Software

The framework described so far can be used to evolve single functions. However, unless soft-
ware is developed in a monolithic way, there are several functions that interact and depend on
each other. In this section we describe a possible way to enable our framework to deal with
these cases. Although software architectures can be very complex, we describe a simple ap-
proach here to illustrate how our conceptual framework can cope with complex software.

Let us call Z the set of function specifications of the software we want to automatically
implement. We could use our framework directly on each z € Z, but that would not take into
account the dependencies among the functions. For example, let’s say that a method A needs to
call a method B. If we first evolve B, then we can use it when we try to evolve A. However, if
we try to evolve directly A that would be more difficult, because for each position in which B
needs to be called inside A we need to evolve a separate copy of B. Moreover, B can be seen
as a sub-problem of A, and the specification of B is very useful for the fitness function of A.
If we do not exploit this specification, the fitness function generated by A might give no direct
indication on how to solve this sub-problem. We can use the following simple strategy to tackle

this problem:
1. Choose a function specification z from Z.

2. Use our framework to evolve an implementation of z. If that is successful, then remove z

from Z, and add its implementation to the set of used primitives.
3. If Z # {}, then go to point 1, otherwise the algorithm terminates.

The choice of z from Z might be guided from architectural information of the system we
want to implement. For example, simple functions would be preferred to functions that depend
on some others. Hence, we would start to consider these more complex functions only when
the functions they rely on are already been evolved by the system. If a function is “considered”
correctly evolved, it will be added to the set of GP primitives. Hence, the other functions that
will be evolved afterwards will be able to use it.

If the framework is not able to evolve a particular function, it will try do it again later on
(i.e., it is not removed from 7). In fact, that function might need some other functions that
have not been evolved yet. One possible implementation of Z could be a queue that has been
ordered by exploiting the function dependencies. Therefore, if a specification z is not correctly

implemented, then it will be pushed back at the end of the queue.
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Another optimisation could be that, instead of adding an evolved function to the general set
of GP primitives, only the functions that could need it would have it added to their set of used
primitives. However, this type of dependence is not always known.

Once all the functions have been evolved, the final complete implementation of the software

is given as output of our framework.

5.7 Case Study

In this section a set of GP primitives that defines a simple programming language is presented.
Then, seven different problems that use this set are described: MaxValue, AllEqual, Triangle-
Classification, Swap, Order, Sorting and Median. Different types of experiments are discussed

and their results are shown. Finally, comments on the results are given.

5.7.1 Primitives

In the following, we give details of a set of primitives that defines a non-trivial programming
language. It is important to note that the set was chosen without any particular bias towards the
programs in our case study. Extending our prototype to support an entire real-world language
(e.g., C and Java) is an interesting and important goal that we are currently pursuing.

Each node in our GP engine has a type, and constraints exist on which types of children a
node can have. Our language considers three types: statement, integer and boolean. The root
node of a tree should be of statement type.

The name of the primitives is consistent with their semantics. On one hand, with X and y we
represent sub-trees of integer type. On the other hand, a and b are boolean type sub-trees, and
W and z are statement sub-trees. Based on the context, we use the same symbol for representing

either a sub-tree or its output. The primitives are:

Constants: five integer constants with value from 0 to 4. Two boolean constants: true and

false.
Arithmetic Functions: (add x y), (sub x y), (mul x y) and (div x y).

Boolean Functions: (bigger x y), (bigger_or_equal x y), (equal x y), (and a b), (or a b) and
(neg a).

Base Statements: (sKip) is the empty statement, that does nothing when executed. The con-

catenation of statement executions is done with (seq w z), whereas conditional statements
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are done with (if @ w z). In that case, w is executed only if a is true, otherwise z will be
executed. Finally, for loops we use (loop x y w), in which w is executed y-X times, and
index is an integer terminal (i.e., a leaf node) that gives either the value of the iterator

variable of the closest loop or zero if it is used outside a loop.

Variable: for simplicity, only one variable called result is supported in the language, with a
statement (write_result x) and an integer terminal read_result to manipulate it. If the
program that is tried to be evolved should return an integer value, then the value inside
result at the end of the computation will be given as output. Otherwise, result can be just

used as a variable for temporally storing computed data.

Integer Inputs: for any integer variable as input to the program, a terminal input_i is included

to the set of primitives, where 7 is a constant that is different for each input variable.

Array Input: if the program takes as input an array, the primitives to handle it will be added
to the used set. We use (array x) to get the value in position X, whereas (write_array x y)
writes Yy in position X. Finally, the terminal length returns the length of the array. Note

that only one array as input is supported.

5.7.2 Programs to Evolve

To evaluate our novel framework, seven different problems have been chosen. Some of them
take as input an array A of integers. The array is passed by reference. The length of A is
represented by [. The state of the array A after a function is executed is represented by A’.
Comparisons between arrays (e.g., A’ = A) are not on the pointers, but on the status of those
arrays (i.e., length and internal elements).

Each program has a global variable named result. All the problems described in the fol-
lowing use the same set of primitives that were described in the previous section, with some
differences based on the type of input. For each problem a specification is presented. Instead of
using a specific language like Z [169] or JML[170], we prefer to use a simple first order logic
specification for the short examples that we present. In fact, in this chapter we are presenting a
conceptual framework that could be applied to any formal specification. Hence, the choice of
a specification language is not essential. We believe that a first order logic could be more eas-
ily understood by readers not familiar with real-world specification languages (e.g., Z [169]).
Nevertheless, although the following specifications could be re-written in another language, the

derived fitness functions would be the same. Therefore, the final results would not change.
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Extending our framework to support a specific language would just require to implement the
tool to derive the fitness function. A good fitness function would be able to give gradient in the
cases in which the specification is not satisfied. Possible problems related only to a particular
language are not addressed in this chapter.

In the following, Pr and Po are the abbreviations for pre-condition and post-condition re-
spectively.

The first program we consider is to find the max value inside A. Such a value has to be
stored in result. The specification of this problem MaxValue is shown in Figure 5.3.

In the AllEqual problem, given A as input, we want to evolve a program that is able to
say whether all the elements in A are equal to each other or not. If they are not all equal, the
variable result should store the value 0. Otherwise, it should store any value different from 0.
The specification is shown in Figure 5.4.

A very famous program in software testing is TriangleClassification [18]. Given three in-
tegers as input, the program should classify whether they represent the edge of an incorrect
triangle (in that case the program should return for example a 1), a scalene triangle (return value
2), a isosceles one (return value 3) or an equilateral triangle (return value 4). The specification
is shown in Figure 5.5.

The program Swap takes as input an array and two indexes. The values at those positions are
then swapped (Figure 5.6). Similar to Swap, the program Order swaps the two indexed values,
but only if the value in position ¢ is bigger than the value in position j (Figure 5.7).

The Sorting problem has been widely studied in computer science [180]. Given an array as
input, the program should order the elements in the array such that the values in each position
should be equal or lower to the following elements (Figure 5.8). Although the evolution of a
Sorting algorithm has already been attempted in the past (e.g., [188, 189]), those works were
specialised in this task. In their cases, they used biased primitives and ad hoc fitness functions.
In contrast, our framework is general, and does not make any particular assumption on the
program that will be evolved. Moreover, in the case of sorting algorithms, to our best knowledge
the problem of automatically choosing the most appropriate training set has not been addressed
in literature.

Finally, we consider the problem of evolving a Median program. The specification is shown
in Figure 5.9. Modifying the array given as input does not break that specification. We could
have added A’ = A to that specification, but this would have significantly increased the com-
plexity of the possible solutions.

By using our set of primitives, possible implementations for the different specifications are
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int MaxValue(int[] A)
Pr: I>1
Po: Yiel0,l—1]eresult > Ali] A
30 € [0,0 — 1] eresult = Ali] NA'=A

Figure 5.3: Formal specification for MaxValue.

int AllEqual(int[] A)
Pr: 1 >1
Po: ((result=0 A Jie[0,l—2]eA[i] #A[i+1])V
(result 20 AN Vi€ [0,0 —2] e Ali] = A[i +1])) NA'=A

Figure 5.4: Formal specification for AllEqual.

shown in Appendix A.2 in Figures from A.1 to A.7. To our best knowledge, the specifica-
tions for Sorting and Median algorithms that we provide cannot be refined at the moment using

transformation techniques.

5.7.3 Experiments

We first describe how the conceptual framework has been implemented, then we discuss its
parameters and how we set them. Experiments in which we compare random testing versus
co-evolution and versus co-evolution with SSP follow. The performance of the testing engine
is also shown. We then used the best configuration to carry out experiments with N-version
programming.

In our framework there is a very large number of parameters that need to be set. Trying
to optimise all of them was not possible. Hence, we chose settings that are common in the
literature, and then we did several experiments to tune the ones that we think are the most
important. The following settings are what we finally chose. However, no guarantee on their
optimality can be given. All the settings are the same for all experiments. Note that we only
show the most important settings.

We used a population size of 5000 individuals that are evolved for 200 generations. The
maximum depth allowed for a tree is 12. For generating the next population, pairs of parents
are chosen for reproduction. A tournament selection with size 7 is employed. In other words,
for choosing each parent, 7 individuals are randomly taken from the population, and the best

among them is chosen as the parent.
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int TriangleClassi fication(int a, int b, int c)

Pr:  true
Po: NT vV (VNSC)V (VANIS)V (VA EQ)

NT: (a>b+cVb>a+cV c>a+b)Aresult =1

Vi a<b+cAb<a+cANc<a+bd

SC: a#bANb#c N a#c N result=2

IS: ((a=bAb#c)V (a=cANb#a)V (b=c AN a#b)) A result =3
EQ: a=b ANb=c A result =4

Figure 5.5: Formal specification for TriangleClassification.

int Swap(int[] A, int i, int j)

Pr: A#null Ni>0ANi<AlLNFJ>0Nj<AI

Po: (Vxel0l—1]e(z#i N x#j)= Alx] = Alz]) A
Alll=Al N A'li] = A[j] N A'lj] = Al

Figure 5.6: Formal specification for Swap.

int Order(int[] A, int i, int j)

Pr: A#null Ni>0ANi<AlLNFJ>0Nj<AI

Po: (Vxel0l—1]e(z#i N x#j)= Alz] = Alz]) A
Alll=Al N ((A[i] > Alj] N A'Ti] = Alj] A A'[j] = A[d]) v
(All] < A[g] A A'Tli] = Ald) A A'[5] = AljD))

Figure 5.7: Formal specification for Order.

int Sorting(int[] A)

Pr: true
Po: Yiel0,l-2]eAli] <Afi+1] N All=AlNA
Vie[0,A.l —1]edt € [0,A.l — 1] e (A'[i] = AJt] A
{7 € [0,AL = 1Al = AT} = {7 € [0,A%0 = 1]|A'[5] = A[t]})

Figure 5.8: Formal specification for Sorting.
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int Median(int[] A)

Pr: [>1

Po: (VxeAe(L(x)>T[(Al/2)] N G(z) > [(Al/2)]) = result < ) A
L(result) > [(A.l/2)] N G(result) > [(A.l/2)] A
dv € Aeresult =x

L(z): |{te€ Alt <z}

G(z): |{t € Alt >z}

Figure 5.9: Formal specification for Median.

For each pair of parents, one of the following actions is taken for generating two new off-

spring:

e With probability 0.1, the selected individuals are directly copied into the next generation

without any modification.
e Crossover is done with probability 0.3.
e Mutation is done with probability 0.6.

Crossover takes as input two parents, and it randomly chooses one node in each of them.
The offspring are copies of the parents with the sub-trees rooted at those two nodes swapped.
Mutation operators are the ones described in Section 4.2.3.

At each generation, the best individual is copied to the next generation without any modifi-
cation, i.e., elitism rate is set to 1 individual. All the other settings that are not listed here are
used with their default values in ECJ.

To prevent the execution of very expensive programs, each program is stopped after execut-
ing at most 20 loop iterations. However, if the program takes as input an array, the allowed loop
iterations will be increased to [*> + 1, where [ is the length of the array given as input. A more
appropriate automatic way to choose that limit will be studied in our future work.

To choose the test cases for 7;, we report experiments with three different techniques: ran-
dom sampling, co-evolution and co-evolution with SSP. Note that in all of these algorithms we
enforce the constraint that all the test cases in 7; should be unique. This is done because there
would be no particular benefit in testing a program on the same input more than once at each
generation.

When random sampling is employed, for each 7; we sample random test cases until we

get 100 that are different. Sampling random test cases is not straightforward. We need to
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put constraints on the size and range of the input variables. For example, sampling extremely
long input arrays would make the testing phase too long. Hence, we decided that the length
of the arrays is randomly chosen with 16 as the maximum length. Values inside an array A
are randomly constrained in either [—128,127] or in [—/,/], and integer inputs take values in
[—128,127]. Although constraining the variables is a common technique in software testing, the
choice of these constraints is fairly arbitrary, and it might happen that faults could be discovered
only with values outside those fixed ranges. More detailed analysis is needed in future work.

When co-evolution is employed, the size of each 7; is 60, and the archive has size 40. To
evolve T}, from 7T; a simple GA is used. The chromosome is represented by a list of the integer
inputs (if any) of the program, and the input array (if any).

A single point crossover is applied with probability 0.75. It is used separately on the list on
integer inputs and on the input array. In other words, two different crossovers are employed,
one that combines the lists of integer inputs, the other that combines the arrays. In the case of
the input array, if the two parent arrays have different lengths, the offspring will have a length
that is the average of them.

The integer inputs are mutated with probability 1/n, where n is the number of integer inputs.
In the same way, each element in the array has probability 1/I of being mutated, where [ is the
length of the array. A mutation consists of adding a discretised Gaussian noise (mean 0 and
variance 1).

Rank selection [88] is used with a bias of 1.5. Elitism rate is set to 1 individual for genera-
tion. At each new generation, a completely new individual is added to the population to prevent
that the length of the arrays degenerates to a particular low value (e.g., 0). Doing that was easier
than defining a new mutation operator that increases/decreases the length of arrays. Moreover,
in this way we do not need to handle the problem of a computationally expensive growth of
those lengths.

When random sampling is not employed, we also use a special intensive evolution of the
training set for every 5 steps of the co-evolution. In such cases, the best program ¢° in G; is
chosen and used to evolve the unit tests in 7;. In other words, the tests in 7; evolve using gf
to calculate their fitness values, but no program evolves at this time. The next test set 7}
for the programs is evolved in such a way after 1024 generations are allowed to evolve T;. It is
important to note that the number of these generations is lower than the size of the population G;.
Hence, because only one program (g? in particular) is used for the fitness function calculations,
the computational cost of this special evolution should be cheaper than the cost of one step of the

co-evolution (given the reasonable assumption that the cost of evaluating the fitness function is
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Table 5.2: Configurations in which extra functions were added to the base set of GP primitives.

These functions are correct implementations of the specifications we address in our case study.

Configurations Added primitives

Order_2 Swap
Sorting_2 Swap
Sorting 3 Order
Median_2 Swap
Median_3 Order
Median_4 Sorting

what contributes most to the total computational cost). However, if no speciation [190] is used,
the test case population can easily converge to very similar individuals. Although they might
be high fitness individuals, the loss of diversity in the test case population might decrease the
performance of the evolution of the programs.

Based on the idea presented in Section 5.6, for different specifications we also considered
variants of the primitive set. In other words, we add to it some of the already evolved programs.
We use numbers for identifying the different versions, e.g., foo_i means that specification of the
program foo is evolved with a new enlarged set of primitives of index 7. Number 1 uses the
basic primitive set. Table 5.2 shows these configurations.

For each program specification and GP primitive configuration (i.e., a total of 13 program
versions), we ran our framework with three different ways of selecting the test cases: random
sampling, co-evolution, and co-evolution with SSP. Each of these 39 configurations has been
run 100 times with different random seeds. All the following data presented in the different
tables were collected from these 3,900 experiments.

Table 5.3 shows how many times, out of 100, it was possible to evolve a correct implemen-
tation. To see whether there is any statistically significant difference between the performance
of random sampling, co-evolution and SSP, we also carried out statistical tests to compare these
three algorithms on each program version. The performance of such algorithms can be described
as a binomial random variable, representing whether a correct program can be evolved (value 1)
or not (value 0). To calculate whether there is any difference among the three random variables,
we used a two-tailed Fisher’s Exact Test with a 0.05 significance level on the results for each
of the 13 program versions. A p-value lower than 0.05 means that the 2 random variables are

statistically different (for that significance level).
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To assess whether a program is correct, for each specification we have manually designed
and tailored large sets T* of 10,000 test cases each. Because no test can prove the correctness
of a program, we also manually inspected the code of the programs that are able to pass all the
tests in 7. Although this two combined actions (intensive testing and inspection) give strong
support to state whether a program might be correct, they do not constitute a proof. However,
for sake of simplicity, we will use the term correct although we do it inappropriately.

The population of test cases at the last generation can give feedback on the quality of the
testing engine. If the best program in the last generation z is able to pass all the tests in 7,
we call it valid. If a program is correct, then it is necessarily also valid. The opposite is of
course not necessarily true. If a valid program is incorrect, this would show a poor quality of
the testing component of our framework. Table 5.4 shows the number of times in which an
incorrect program was not recognised by our framework (i.e., the number of valid programs
that are not correct out of 100 runs for each program version).

Finally, we investigated the use of N-version programming. For each program version,
we built ensembles of size up to 10. We did it by randomly picking up the best programs
in the final generation from the 100 runs. For each program version and ensemble size, we
repeat this ensemble creation 100 times with different random seeds, and we check whether
the ensembles are valid and correct. Results are presented in Table 5.5, whereas Table 5.6
presents the same type of experiment, but with the programs that are picked up only if they are
valid. For generating the test cases, we used co-evolution with SSP. We do not show the same
type of experiment with the other configurations because the results are very similar. Two-
tailed Fisher’s Exact Tests with a 0.05 significance level were carried out to state whether using

ensembles gives different performance compared to using only a single program.

5.7.4 Discussion

Table 5.3 shows that the formal specifications in our case study can be automatically imple-
mented by our framework. In fact, for all the formal specifications it was possible to evolve
a correct program at least once out of 100 independent runs of the framework. However, for
some configurations (4 out of 13) of the used primitives it was not possible to evolve a correct
program (i.e., Order_1, Sorting_1, Median_1 and Median_2).

Regarding the comparison of the three different algorithms for generating the test cases,
the results in Table 5.3 show that SSP has statistically better performance in two problems

(TriangleClassification and Order_2), but worse in one (Sorting_3). However, in this latter case
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Table 5.3: Number of correct evolved programs out of 100 independent runs for each program
version. For generating the test cases, we separately tested random sampling (RS), co-evolution
(COE), and co-evolution with SSP (SSP). P-values of statistical tests are also shown to compare

the performance of these three algorithms.

Programs RS COE SSP Fisher’s Exact Test p-values
RS vs COE RS vs SSP COE vs SSP

MaxValue 8 12 15 0.480 0.182 0.679
AllEqual 0 3 0.246 1.000 1.000
TriangleClassification 0 0 13 1.000 0.000 0.000
Swap 0 12 18 0.000 0.000 0.322
Order_1 0 0 0 1.000 1.000 1.000
Order_2 0 18 91 0.000 0.000 0.000
Sorting_1 0 1.000 1.000 1.000
Sorting_2 2 0.497 0.497 1.000
Sorting_3 97 97 86 1.000 0.009 0.009
Median_1 0 0 0 1.000 1.000 1.000
Median_2 0 0 0 1.000 1.000 1.000
Median_3 17 8 16 0.085 1.000 0.084
Median 4 99 96 99 0.368 0.368 1.000

90



Table 5.4: For each tested configuration (13 program versions for 3 algorithms), it is shown the

number of valid programs that are not correct out of 100 independent runs of the framework.

The algorithms are: random sampling (RS), co-evolution (COE), and co-evolution with SSP

(SSP).

Programs RS COE SSP
MaxValue 0 0 0
AllEqual 34 78 71
TriangleClassification 0 72 36
Swap 85 0
Order_1 94 0 0
Order_2 94 66 7
Sorting_1 0 0 0
Sorting_2 0 0 0
Sorting_3 2 1 6
Median_1 0 0 0
Median_2 0 0 0
Median_3 31 11 30
Median 4 0 4 1
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Table 5.5: For each program version, it is shown the number of correct evolved ensembles out
of 100 independent ensemble creation processes. The percents of correct programs in the pools
used for generating the ensembles are shown. Ensemble sizes span from 2 to 10. Both valid and

invalid programs were used for generating the ensembles.

Programs Correct % Correct Ensemble

s2 s3 s4 s5 s6 s7 s8 s9 10
MaxValue 15% 2 10 3 0 1 0
AllEqual 3% 0 O 2 0 0 0
TriangleClassification 13% 2 14 4 11 6 13 7 17 11
Swap 18% 6 11 8 6 4 5 7 6 9
Order_1 0% 0 O 0 0 0 0 0 0 0
Order_2 91% 81 98 95 100 99 100 100 100 100
Sorting_1 0% 0 O 0 0 0 0 0 0 0
Sorting_2 0% 0 O 0 0 0 0 0 0 0
Sorting_3 86% 77 94 95 99 98 100 100 100 100
Median_1 0% 0 O 0 0 0 0 0 0
Median_2 0% 0 O 0 0 0 0 0 0
Median_3 16% 1 6 3 6 4 6 7 6
Median 4 99% 95 100 100 100 100 100 100 100 100
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Table 5.6: For each program version, it is shown the number of correct evolved ensembles out
of 100 independent ensemble creation processes. The percents of correct programs in the pools
used for generating the ensembles are shown. Ensemble sizes span from 2 to 10. Only valid

programs were used for generating the ensembles.

Programs Correct % Correct Ensemble

2 3 4 5 6 7 8 9 10
Max Value 100% 100 100 100 100 100 100 100 100 100
AllEqual 4% 0 4 2 1 0 0 1 1 0
TriangleClassification 27% 6 30 15 30 26 54 32 53 46
Swap 100% 100 100 100 100 100 100 100 100 100
Order_1 0% 0 0 0 0 0 0 0 0 0
Order_2 93% 92 100 97 98 100 100 100 100 100
Sorting_1 0% 0 0 0 0 0 0 0 0
Sorting_2 0% 0 0 0 0 0 0 0 0
Sorting_3 93% 9 98 99 100 100 100 100 100 100
Median_1 0% 0 0 0 0 0 0 0
Median_2 0% 0 0 0 0 0 0 0
Median_3 35% 12 26 25 21 26 34 39 45 46
Median 4 99% 99 100 100 100 100 100 100 100 100

93



it is still able to achieve a good performance of 86%. This leads us to consider SSP as the best
algorithm among the ones we analysed.

Unfortunately, the performances in general are not very satisfactory (only in 3 cases out of
13 the performance was higher than 50%). The main reason seems to be the presence of large
regions of the search space with gradient toward local optima, where a small program perfectly
satisfies a single predicate of the specification but not the others. For example, in the case of
Sorting, an empty program p; (i.e., a program that does not do any computation) would perfectly
satisfy the constraint that the output array should be a permutation of the input one. In the same
way, a program p,, that in a single loop writes the same constant in each position of the array,
would satisfy the constraint that each element should be less than or equal to the next ones. Of
course, in this latter case the output array would not be a permutation of the input one.

Mutation operators do not seem to be suitable for escaping from the basin of attraction of
local optima in our experiments. In this example, neighbourhood solutions (i.e., solutions with
very similar tree structures) around p; and p, would fail both predicates (unless of course they
are semantically equivalent to either p, or py). Effective crossover requires the presence of
building blocks [29]. There should be blocks of the genome that would positively contribute to
the fitness value even if they are present in non-optimal individuals. Crossover can be used to
gather these building blocks and to spread them in the next generations (a detailed description
of the building blocks theory is outside the scope of this chapter, please see for example [29]
for more details). Unfortunately, neither p; nor p, contains any important building block, hence
an offspring generated by a crossover of p; and p- is likely to have a worse fitness value. De-
pending on the weights that the two predicates have in the fitness function, most of the time the
population quickly converges to either p; or p,, and our experiments confirmed it.

Simply increasing the population size and the number of generations would not particularly
help to address the above problem. In fact, it is the fitness function that plays the main role
in this problem. A way to address it would be to formulate the function ¢ (defined in Section
5.3.3) as a multi-objective function [142], in which each predicate is a separate objective. By
doing that, solutions that partially satisfy more than one predicate (and hence they are likely to
have some good building blocks in them) will not be disadvantaged against very small simple
programs that completely satisfy a single predicate but behave poorly on the other predicates.

For three program configurations (i.e., Order_2, Sorting_3 and Median_4) the performance
was strangely high (> 90%) compared to the other ten configurations (with the highest perfor-
mance of 18% for Swap). This means that the fitness function that is automatically derived for

those problems was particularly appropriate. We hence conjecture that, regarding the perfor-
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mance of our framework, the quality of the automatically derived fitness functions (measured in
their ability of providing gradient toward the optima) is more important than the complexity of
the target software. In other words, more complex software can be addressed with a good fitness
function, whereas simple software can fail to be refined if the fitness function is not appropriate.

From Table 5.4 we can see that our testing engine was not appropriate for some problems
(i.e., AllEqual, TriangleClassification and Median_3). Note that a low value in that table does
not necessarily mean a good performance of the testing engine. It depends on how many correct
programs were evolved. For example, if these latter are 0, then having 0 incorrect and valid
programs does not give any hint on the performance of the testing engine. If the unit tests are
not able to find faults, there is little hope to expect that the GP engine will evolve faultless
programs. Therefore, the testing engine has a drastic impact on the final outcome, and Table
5.4 shows the consequences of it. In particular, the very poor performances of our framework
applied to the AllEqual problem shown in Table 5.3 are likely due to the testing engine.

Table 5.5 empirically confirms Equation 5.4. In other words, if the probability C(S) of
having a correct problem is bigger than 50%, then an ensemble will increase the performance.
Because in the case of C'(S) < 0.5 we can observe some statistically significant degradations
of the performance (for MaxValue, TriangleClassification, Swap and Median_3 in Table 5.5),
we could hypothesise that the evolved incorrect programs have the same types of faults. This
would mean that there is a large area of the search space of GP with a gradient toward a particular
subset of local optima representing programs with at least one wrong behaviour in common (i.e.,
a particular input exists that is wrongly computed in the same way by all the evolved incorrect
programs).

The performances of the TriangleClassification shown in Table 5.6 are quite interesting.
Although C'(S) < 0.5, relative large ensembles give statistically better performance. This
would mean that, although incorrect programs might be used to form an ensemble, if they are
valid then there are groups of them in which each group has unrelated faults regarding the
other groups, hence the performance is increased. Median_3 shows a similar trend. Although
no statistically better performance is obtained, it might be possible to obtain that with larger
ensemble sizes. It is worth noting that ensemble individuals generated in our experiments are not
strictly independent of each other. Therefore, it is possible to produce more reliable ensembles
for less reliable individuals.

From Tables 5.5 and 5.6 we can learn that, for generating an ensemble, invalid programs
should not be used. A valid program is not necessarily correct, but an ensemble of them seems to

give better performance. It is important to remember that a correct ensemble might be composed

95



of only incorrect programs, as long as their faults are not positively correlated. For the same
reason, theoretically it is not even necessary that the programs should be valid.

By analysing the results in Tables 5.5 and 5.6, the strategy that we suggest to use is to run the
framework £ times (with k£ depending on how much computational resource is available), and
then combine the output programs of these runs in an ensemble. However, only valid programs
should be used in the ensemble, that will hence have a size less than or equal to k. If no valid
program is generated, we can say that the search has failed.

Given a valid program, it might be argued why we want to generate an ensemble instead of
using that computational time to test the valid program more intensively. In fact, if a more inten-
sive test phase does not show any fault in the valid program, we can have a better confidence in
its correctness. Otherwise, we can use our framework again to generate a new program, and then
carry out a new intensive testing phase on it. Unfortunately, this approach has a non-trivial flaw.
The problem is that the programs have already been intensively tested during the co-evolution.
If no fault was found during the co-evolution, it is unlikely to find one with a new testing phase.
Using a different testing engine for a final intensive testing phase could be a good strategy. We

will investigate this in the future.

5.8 Limitations

There are some other areas that our framework should and can be improved on:

e Even if better fitness functions might be designed, there is no guarantee that there will
always be an easy search landscape. Hence, there might exist real-world classes of speci-

fications for which our framework might not perform well.

e GP is computationally expensive, because in non-trivial applications there is the need
of generating and executing millions of individuals before obtaining a final program. If
the execution of the application is not too expensive, testing millions of programs is still
feasible. For complex software systems, fitness evaluation is usually very expensive.
Hence, even if our framework could search that space of solutions in an efficient way, the

cost of each fitness function evaluation would be too high.

e In contrast to formal methods, there is no guarantee that the output of our framework is a

correct implementation of the target specification.
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5.9 Conclusions

In this chapter we have shown that is feasible to evolve programs from their specification using
our co-evolutionary framework. This approach can be used when there is no direct mapping
from specifications to programs, i.e. when transformation techniques cannot be used. If a direct
mapping exists, then it would be better to use formal methods because they guarantee that the
obtained refinements are correct.

The task addressed in this chapter is very difficult, and the obtained results show that is
already challenging to automatically refine even simple programs. Nevertheless, it gives the
bases from which other simpler subsumed tasks (e.g., fixing faults) can be studied using the
same principles (more details in the following Chapter 6 and Chapter 7). For example, if a
particular program can be evolved from scratch, then it will be trivial to automatically fix faults
in it. The opposite is of course false in general.

Regarding automatic refinement, to improve the performance of the framework the follow-

ing research directions can be considered:

e The reformulation of the fitness function of the programs as a multi-objective function
[142] is likely to help the algorithm to prevent the convergence toward simple programs

that satisfy only a single predicate of the formal specification.

¢ In addition to being exploited for the construction of the fitness function of the programs,
a formal specification might also be used to directly create useful sub-trees, which can be
added to the set of the employed primitives. Several different heuristics can be designed
and studied to accomplish this task. For example, an expression like Vo € A could add
the sub-tree (loop 0 length skip). This would be an example in which transformation

techniques could be heuristically exploited in our framework.

e The same software specification can be written in different ways, and each of these ver-
sions will generate a different fitness function. Some of these fitness functions might
have a smooth landscape, others may have many local optima. Formal techniques for
transforming a specification into an equivalent one that might generate a better fitness

function needs further investigation.
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Chapter 6

Automatic Fault Correction

6.1 Motivation

Even if an optimal automated system for doing software testing existed, we would still need to
know where the faults are located, that in order to be able to fix them. Automated techniques
can help the tester in this task [191, 192, 193].

Although in some cases it is possible to automatically locate the faults, there is still the need
to modify the code to remove the faults. Is it possible to automate the task of fixing faults?
This would be the natural next step if we seek a full automation of software engineering. And
it would be particularly helpful in the cases of complex software in which, although the faulty
part of code can be identified, it is difficult to provide a patch for the fault.

There has been work on fixing code automatically (e.g., [194, 195, 196, 197]). Unfortu-
nately, in that work there are heavy constraints on the type of modifications that can be au-
tomatically done on the source code. Hence, only limited classes of faults can be addressed.
The reason for putting these constraints is that there are infinite ways to do modifications on a
program, and checking all of them is impossible.

In this chapter we investigate whether it is possible to automatically fix faults in source code
without putting any particular restriction on their type. We instantiate our novel conceptual
framework (Chapter 4) to tackle this task.

Given as input a faulty program and a set of test cases that reveal the presence of a fault, we
want to modify the program to make it able to pass all the given test cases. To decide which
modifications to do, we use a search algorithm. Note that we want to correct the source code,
and not the state of the computation when it becomes corrupted (as for example in [198]).

The search space of all possible programs is infinite. However, “programmers do not create
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programs at random” [199]. Therefore, it is reasonable to assume that in most cases the se-
quences of modifications to repair software would not be very long. This assumption makes the
task less difficult.

In this chapter, we present a novel prototype that is able to handle a large sub-set of the Java
programming language. The case study is based on realistic Java software. Different types of
search algorithms could be used (see Section 2.3). In this initial investigation, we consider and
compare three search algorithms. We use RS as baseline. Then we consider a single individual
algorithm (i.e., a variant of a HC) and a population based algorithm (i.e., GP, see Section 2.4).

To improve the performance of these algorithms, we present a novel search operator that is
based on current fault localization techniques. This operator is able to narrow down the search
effort to promising sub-areas of the search space. Besides providing an empirical validation, we
also theoretically analysed which are the conditions for which this operator is helpful.

The main contributions of this chapter are:

e We analyse in detail the task of repairing faulty software in an automatic way, and we

propose and describe how to use search algorithms to tackle it.

e We characterise the search space of software repair and we explain for which types of

faults our novel approach can scale up.

e To improve the performance, we present a novel search operator. This operator is not
limited to the software repairing problem. It can be extended to other applications in

which programs are evolved.

e Based on our conceptual framework described in Chapter 4, we present a Java proto-
type called JAFF (Java Automatic Fault Fixer) for validating our automatic approach for

repairing faulty software.

e We extend search based software engineering with a new application on an important
software engineering problem that has not been addressed before using search algorithms.
The use of search algorithms (and in particular evolutionary algorithms) could overcome

the difficulties of this problem that have been described in literature.

The chapter is organised as follows. Section 6.2 gives a brief overview of the automation
of the debugging activity. Section 6.3 describes how software repair can be modelled as a
search problem. The analysed search algorithms are described in Section 6.4. The novel search

operator is presented in Section 6.5. Our research prototype JAFF is presented in Section 6.6.
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The case study on which the proposed framework is evaluated follows in Section 6.7. Section
6.8 outlines the limitations of repairing software automatically. Finally, Section 6.9 concludes

the chapter.

6.2 Related Work

Debugging consists of two separated phases. First, we need to locate the parts of the code that
are responsible for the faults. Then, we need to repair the software to make it correct. This
means that we need to modify the code to fix it. These changes to the code are often called
patches.

Several different techniques have been proposed to help software developers to debug faulty
software. We briefly discuss them. For more details about the early techniques, old surveys
were published in 1993 [191] and 1998 [192]. A more updated and comprehensive analysis of
the debugging problem can be found in Zeller’s book [193] and partially in Jones’s thesis [200].

6.2.1 Fault Localization

One of the first techniques to help to locate faults is Algorithmic Debugging [201, 202]. Using
a divide-and-conquer strategy, the computation tree is analysed to find which sub-computation
is incorrect. This approach has two main limitations. First, an oracle for each sub-computation
is required. This is often too expensive to provide. Second, the precision of the technique is too
coarse-grained.

A slice [203] is a set of code statements that can influence the value of a particular variable
at a certain time during the execution of the software. Debugging techniques can exploit these
slices to focus on only the parts of the code that can be responsible for the modification of
suspicious variables [204, 205, 206].

In delta debugging [207, 208, 209, 210] a passing execution is compared against a similar
(from the point of view of the execution flow) one that is instead failed. A binary search is
done on the memory states of these two executions to narrow down the inspection of suspicious
code. The memory states of the failing execution are altered to see whether these alterations
remove the failure. This technique is computationally very expensive. Finding two test cases
with nearly identical execution path, but one passing and the other failing, can be difficult. If all
the provided test cases fail, then this technique cannot be applied.

Software developers often make common mistakes that are practically independent from the
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semantic of the software. Typical example is opening a stream and then not closing it. Another
is sub-classing a method with a new one that has very similar name (doing this has the wrong
result of having a new method instead of sub-classing the previous one). Many of these mistakes
can be found by statically analysing the source code without running any test case. A set of bug
patterns can be defined and used to see whether a program has any of this known mistakes
[211, 212, 213]. One one hand, this technique has the limitation that it can find only faults for
which a pattern can be defined. On the other hand, it is a very cheap technique that does not
require any test case. It can be easily applied on large real-world software and it can point out
many possible sources of faults. This type of static analysis can be improved with data mining
techniques applied to real-world source code repositories [214].

In large real-world software, it is common that parts of code result from copy-and-paste
activities. This has been shown to be very prone to introduce faults, because for example often
the developers forget to modify identifiers. If the software does not give any compiling error,
then it is very difficult to find this type of fault. Data mining techniques to identify copy-and-
paste faults have been proposed [215].

If the behavioural model of software is available (expressed for example with a finite state
machine), one black-box approach is to identify which components of the model are wrongly
implemented in the code [216]. Similar to Mutation Testing [199], the idea is to mutate the
model with operators that mimic common types of mistakes done by software developers. Con-
firming sequences are then generated from the mutated models and validated against the tested
program [216]. The mutated models represent hypothesis about the nature of the faults.

To understand the reason why a fault appears, software developers speculate about the possi-
ble reasons. This translates to questions about the code. Tools like Whyline [217] automatically
present to the user questions about properties of the output, and then they try to give explana-
tions/answers based on the code and the program execution.

Given a set of test cases, coverage criteria can be used as an heuristic to locate faults [218].
One the one hand, parts of code that are executed only by passed test cases cannot be respon-
sible for the faults. On the other hand, code that is executed only by the failing test cases
is highly suspicious. Focusing only on this latter type of information gives poor results, be-
cause usually most faulty statements are executed by both passing and failing test cases. The
Nearest-Neighbour Queries technique [218] compares coverage of one passed test case against
one failed test case. But in contrast to previous work [219], the two test cases are chosen based
on heuristics on their execution flow distance.

Tarantula 1s a coverage criteria debugging tool that has been quite successful in literature
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[220, 221, 200]. It is simple to implement, fast to execute and the obtained results are good in
average. The idea is to execute all the given test cases, and for each statement s in the code
we keep track of how many failed (failed(s)) and passed (passed(s)) test cases execute them.

Using this information, for each statement s we calculate the function H (s):

passed(s)
o totalpassed
H(S) =1 passed(s) failed(s)
totalpassed total failed

For H (s) close to the value 1, it means that the statement s is highly suspicious. On the other
hand, for H(s) close to 0 it is likely that s is not responsible for the fault. By using function H,
we can rank all the statements in the code. The software testers will hence start to investigate
the code from the most suspicious statements.

This function H is just an heuristic. Although it works well in many cases, it does not
guarantee to produce good results. Extensions of the Tarantula technique have hence been
proposed (e.g., [222, 223]). However, one possible limitation of tools like Tarantula is that they
can only identify blocks of suspicious code. Inside a block, they cannot point out which is the

particular statement responsible for the fault.

6.2.2 Software Repair

Compared to fault localization, there has been much less work on software repair. Early attempts
to repair software automatically were done by Stumptner and Wotowa [194, 224]. Given a fault
model that represents a particular type of fault (e.g., wrong left-hand side assignments), then an
exhaustive enumeration of all possible programs were made for that fault model.

Buccafurri et al. investigated to extend model checking with artificial intelligence techniques
to repair software [225]. Formal specifications in computational tree logic for concurrent sys-
tems expressed in Kripke models were considered. Model checking was extended with abduc-
tive reasoning and heuristics to narrow down the search space. This line of research has then
been extended by for example Zhang and Ding [226].

The use of model checking for software repair has been also studied for linear temporal
logic specifications by Jobstmann et al. [227, 195]. The repair task is modelled as a game.
Although heuristics to narrow down the search space are presented, the exponential nature of
model checking still remains. Similar work has been done for boolean programs [228, 229]. In
particular, in [228] real errors were automatically repaired in C programs of up to 35 thousand

lines of code.
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Weimer presented an algorithm based on model checking to repair safety-policy violations
[196]. Wang and Cheng considered graphical state transition specifications, and they presented
an heuristic to reduce the search space of repairs for model state graphs [230]. He and Gupta pre-
sented an algorithm for software repair that, given a formal specification, is based on analysing
program execution traces and it uses hypotheses on program states [231]. There has been also
work on software repair with artificial intelligence techniques based on proof solving [197, 232].

Although heuristics for decreasing the search space have been proposed, the applicability of
these techniques is constrained by their “exhaustive search” nature.

Since we first introduced the idea of repairing software with search algorithms [9], Weimer
et al. started to investigate it as well [233, 234, 235]. They developed a tool to handle code
written in the C language. Results were obtained in repairing errors in real-world applications.
However, they used a restricted set of possible modifications, which does not guarantee that a

valid patch can be generated.

6.3 Software Repair as a Search Problem

Given as input the code of a faulty program and a set of test cases, the goal is to modify the
code to obtain a new version that is able to pass all of these test cases. Given a set of operators
to modify the code, we search for a sequence of modifications that leads to a faultless version.
In this section, we first define which search operators can be used. Then we describe the
employed fitness function to guide the search for the repair. Finally, we analyse the properties

of the search space.

6.3.1 Search Operators

In the search problem we are analysing in this chapter, search operators consist of modifications
of the source code. A modification can be for example removing a statement or modifying the
value of a constant.

Given a set of operators, it is important that, for each possible pair of programs, a sequence
of operations should exist to transform one of these programs into the other. If this property
holds, then each possible fault related to the source code can be addressed. In fact, there would
be a sequence of operations to transform the faulty program in a correct one. Unfortunately, the
fact that this sequence exists does not mean that it is easy to find it.

Depending on the context, a search operator could make the modified program not possible
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to be compiled. To avoid this problem, search operators should be based on the grammar of the
used programming language.

Valid modifications could lead to programs that never stop. This could happen for example
if the predicate in a while statement is replaced by true constant. A way to address this problem
is to give a time limit for the execution of the programs on the test cases. The time limit could

be heuristically chosen based on the execution time of the faulty program.

6.3.2 Fitness Function

The fitness function of a program P is based on how many test cases in the given set 1" are
passed. If it is possible to define a degree for how badly a test case is failed, then this information
can be exploited in the fitness function for making the search space smoother.

For example, for each assertion in the test cases, we can calculate a distance d. If an assertion
a is passed, then d(a) = 0. In case in which a numeric value v is compared against an expected
value 7, then we can use d(a) = |v — r|. In case of booleans, we have d(a) = 1 if they do not
match. For comparison of string objects, we can calculate for example their edit distance. For
other types of predicates, different heuristics could be designed.

Given T'(P) the set of assertions in the test cases after executing P, the semantic fitness to

minimise is defined as:

fo(P)=w( Y d(a)),

a€T(P)
where w is any normalising function in [0,1]. In case in which there is any error (e.g., the
program P cannot be compiled or its execution exceeds the time limit), then a death penalty is
applied (i.e, fs(P) = 1).

A sequence of modifications could make the input program very large. For simplicity, for
the rest of the chapter we define the size as the number of nodes in the abstract syntax tree of
the program.

For contrasting bloat, in the fitness function we penalise long programs. However, we also
need to penalise too short programs. In fact, the original assumption [199] is that the faulty
program is not too structurally far from a global optimum. Although a very long program can
still be correct (e.g., it might contain a lot of junk code that is not executed), that is not true in

general for short programs. Given N (P) the number of the nodes of P, P,, the original faulty
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program, and given the constant § (e.g., d = 10), then the node penalisation is defined as:

w(N(P)) if N(P) > N(P,,) + 6,
p(P)=4 1 if N(P) < N(P,,) — ¢,

0 otherwise .

Finally, the employed fitness function to minimise is:

f(P> :fos(P> +p(P), (6.1)

where 7 is a weight to make the semantic score more important (for example we could choose
the value v = 128, see [95]).

6.3.3 Search Space

Enumerating the entire space of programs is not feasible because it is infinite. Even if we put
constraints to the size of the programs we are looking for, it is still an extremely large search
space [236]. However, in the case of fixing faults, we assume that the faulty program is not too
distant from a global optimum [199], i.e. with only few modifications we can sample a correct
program. If we limit our search in this neighbourhood of modifications, we would have a search
space that is roughly:

S = (mN)*, (6.2)

where NN is the number of nodes of the faulty program, m is the number of different modi-
fications that can be done on each node, and finally k£ is the minimum number of modifications
for reaching a global optimum. Note that Equation 6.2 is a loose simplification, because the
three variables are correlated: the size of the program can change after a code modification, and
not all the modifications can be done on all the possible nodes because the modifications might
depend on the type of the nodes, etc. At any rate, Equation 6.2 gives an idea of the size of the
restricted search space.

What type of faults can we expect in real-world software? Empirical analyses of large real-
world software show that nearly 10% of the faults can be fixed with only one line of code
modification [237, 238]). Half of the faults can be corrected by changing up to 10 lines. Most
of the faults (i.e., up to 95%) can be fixed with no more than 50 line modifications. Therefore,
in many cases the value of needed modifications k is low (e.g., between 1 and 10).

Although the search space increases polynomially in /N with exponent k that is supposed to

be low, it is still an extremely large search space if we consider programs of millions or even
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just thousands of lines of code. A first consequence of Equation 6.2 is that fixing faults in entire
software is not feasible, the search space is simply too large even for just evaluating the closest
neighbour solutions. However, we can restrict our approach to units of computation (e.g., single
functions and classes), in the same way as unit testing is done. In other words, we can use a
sort of unit fault fixing, in which modules are tested with unit tests and, if they are failed, our
framework could be used to fix these units.

Even if we restrict the scope of our application to units of computation, the variable m is
still problematic. When we insert new code, for real-world languages (e.g., Java) there might
be many possible different instructions (e.g, loops and switches). Although the number of these
instructions is a constant depending on the language, that is not true for the possible objects
and static functions that can be used (they are infinite, and already too many if we restrict for
example to just the Java API). In the search, we could just ignore the classes that are not used
in the software under test (e.g., in a sorting algorithm we would not try to add a TCP socket),
but that limits the scope of our approach (although it could be argued that it would have little
impact on real-world faults).

The empirical study in [238] shows that half of the faults can be fixed by doing modifications
in a single method. For simplicity, we call it the single method assumption. If we focus on this
type of faults, the search space can be further decreased. In fact, we can make a different search
for each method that could be the cause of the fault. For each search, only the code of the
considered method can be modified. The assumption is that the functions that are called inside
the target method are considered correct. Because these searches are independent, they can be
run in parallel.

Let [ be the average length of the functions. Depending on the programming style, we can
reasonably estimate that it would be something like 1 < [ < 100. Given N the size of the
software, we would roughly have N/l methods. A loose estimation of the search space size

would hence be:
S = (N/I)(ml)F = m*I*IN . (6.3)

If we compare Equation 6.2 with Equation 6.3, we can see that the single method assumption
reduces the search space by the factor (N/1)*~1.

Scalability is an important issue that requires to be addressed. At the increase of the size
N of the software, we want to know how much more difficult it would be to repair it. With no
assumption on the type of faults, the search space is large ©(e”). An exponential search space
would make already difficult the repair of tiny toy software. Under the assumption that software

is not coded at random, by Equation 6.2 the search space would be large ©(N*). A polynomial
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search space could make possible to handle faults that require only few modifications even in
large systems, because for example 10% of faults can be repaired with only one line modifica-
tion. Under the single method assumption, by Equation 6.3 the search space would be linear
O(N).

We cannot expect to be able to automatically repair all the types of faults. However, many
real-world faults adhere to some specific assumptions. If these assumptions are exploited, the

search space can be drastically reduced.

6.4 Analysed Search Algorithms

In this chapter we compare three different types of search algorithm (see Section 2.3). We use
RS as a baseline to evaluate the other techniques. We then compare a single individual algorithm
(i.e., a variant of HC) against a search algorithm that uses populations (i.e., GP).

These three algorithms are only a small sample of all possible search algorithms used in
literature. Other algorithms could be more suited for the task of repairing software. However,
these three search algorithms can give first useful validation of the approach of modelling the
task of fixing faulty software as a search problem.

To make the comparison more fair, these three algorithms use the same set of program
modifications and the same fitness function. Because the employed set of code modifications

come from the GP literature, without loss of generalisation we call them mutations.

6.4.1 Search Operators

In our framework, for the the mutation operators we use the one described in Section 4.2.3.
The choice of the mutation operators has a drastic effect on the final performance. However, a
discussion about the proper choice of mutation operators is postponed to Section 6.9.

Those mutation operators can be too destructive (e.g., a point mutation on the root would
generate a completely new program). This is a serious problem, because if the original faulty
program does not have a good fitness, then we could quickly converge to very small and un-
fit programs (this because smaller programs are rewarded for contrasting bloat). Hence, we
changed them such that the number of modified nodes is upper bounded by a relatively small
constant (e.g., point mutation can only be applied on sub-trees with at most a depth of 4).

Given a set of mutations, it is important that, for each possible pair of programs, a sequence

of mutations should exist to transform one of these programs into the other. If this property
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holds, then each possible fault related to the source code can be addressed. In fact, there would
be a sequence of mutations to transform the faulty program into a correct one. Unfortunately,
the fact that this sequence exists does not mean that it is easy to find. Note that it is just enough
to have a point mutation to satisfy this property.

In the case of real-world programming languages, node constraints might depend on their
context besides the direct parents and children. For example, the Java compiler checks whether
all statements are reachable, and that might depend on the feasibility of the predicates of the
previous branches. One way to address this problem would be to use a more general system for
defining the constraints (but that might be very challenging to implement). Other option would
be to use a sort of “post-processing” for the mapping from genotype to phenotype (i.e., using
repairing rules). Finally, syntactically incorrect programs might just have a fitness penalisation.
All of these techniques have both benefits and negative sides, and they are common in constraint

handling for optimisation problems.

6.4.2 Random Search

A random program is extremely unlikely that would be a correct implementation of any non-
trivial software. We hence consider of little interest comparing search algorithms against a pure
random search.

The RS we analyse is based on random mutations of the input program. Let M be the

maximum number of allowed mutations. The pseudo-code of the algorithm would be:
1. Check if stopping criterion is satisfied.
2. Randomly choose min1 < m < M.
3. Apply m mutations to a new copy P’ of input program P.

4. If P’ is a global optimum, return P’, otherwise go back to step 1.

6.4.3 Hill Climbing

Applying a common HC in software repair is problematic. In fact, starting the search from a
random program would be equivalent to the task of generating programs from scratch. Using
search algorithms for this latter task is very difficult [183]. Instead of starting from a random

program, we can start from the input program P. The neighbourhood would be defined by the
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mutation operators. However, there would be still the problem of how doing the restarts once
HC is stuck in a global optimum.

In our variant of HC, we do not use any restart. We use a dynamic neighbourhood that is
large enough for not being completely explored during the search. Like for RS, we apply a
random number m of mutations each time we sample a new program. Note that this approach
makes the algorithm similar to (I+1)EA (see Section 2.3.5). For simplicity, for this variant of
HC we just use the name HC instead of inventing a new name.

The pseudo-code of the algorithm would be:
1. P is a copy of the input program.

2. Check if stopping criterion is satisfied.

3. Randomly choose min1 < m < M.

4. Apply m mutations to a new copy P’ of P.
5. If f(P) < f(P),then P = P’

6. If P is a global optimum, return P, otherwise go back to step 2.

6.4.4 Genetic Programming

Given a set of test cases, if we use GP in its common way, it will be quite difficult to evolve
a correct program from scratch [183]. The problem is that we aim to a faultless program that
should overfit its training data, because even if one test case is failed, we would know for sure
that the program is still faulty.

Because developers do not implement software at random [199], we can exploit the input
faulty program for the seeding of the initial population. For example, all the individuals in the
first population might be copies of the input program.

Starting from a solution that is close to a global optimum has an impact on the types of
the search operations that should be used. For example, in many GP applications crossover
is preferred over mutation. But in our case it is the opposite, mostly because for the lack of

diversity in the population.
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6.5 Novel Search Operator

To improve the performance of search algorithms, domain knowledge needs to be exploited. In
the case of repairing software, if we have some reasons to believe that a fault is generated by a
particular area of the code, we can concentrate our search effort in that area.

One way to make this decision is to use fault localization techniques, like for example Taran-
tula (see Section 6.2.1). On one hand, the more accurate the technique is the better results we
can expect to obtain. On the other hand, because we need to use this fault localization technique
each time we need to modify a program, we need that it should be quick to compute.

Given a fault localization technique that ranks the suspiciousness of the statements in the
code, let ¢ be the number of nodes (in the syntax tree) that are related to the fault. Let s be the
number of nodes that are given the same rank as these ¢ nodes, whereas [ is the number of nodes
that have lower rank and h is the number of nodes that have higher rank. The total number of
nodes in the program is given by [ + s+t + h. An ideal fault localization technique would have
h = 0 and s as small as possible (remember that tools like Tarantula rank entire blocks of code,
S0 in most cases s > 0).

The novel search operator we propose is quite simple. When we mutate a program and we
need to choose a random node, we randomly pick up n nodes. Then, we apply a tournament
selection based on the rank. In other words, we apply the mutation only on the node that has
higher rank among these n nodes (i.e., n is the node bias). In case there are several nodes with
this highest rank, we randomly choose one of them.

Let 0 be the probability of choosing one of the ¢ incriminated nodes in a tournament of size

n. The following are obvious properties of ¢:

t
5(1) = ——
() l+s+t+h’
0 ifh>0,
lim §(n) = :
n—00 HLS otherwise .

For n = 1, we are actually not using the novel operator. If we are using an ideal fault
localization technique (i.e., h is always equal to 0), then it is best to use a tournament size as
large as we can. Unfortunately, we cannot assume to have such an ideal tool. For large values of
n, we would hence expect a decrease in performance. But, for which values of n can we obtain
better results even if » > 0? In other words, the novel operator is useful only if §(n) > (1)

even for h > 0. Of course, the more accurate the fault localization technique is, the better result
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we can expect. But we want to get better results even if it does not rank perfectly. To answer to

this research question, we need to formally calculate the probability §:

t n h P i i n\ /n—1i nTiigigt
6("):(1_(1_m) )(l_m) > > ((1+])(1)< j )((l+s+t)"7(l+s)">>‘ ©

i=1;=0

Formal proof of this Equation 6.4 is provided in Appendix A.3. If we are not sure of the
quality of the employed fault localization tool, a conservative option would be to use a small 7.
The smallest value is n = 2. Under which conditions 0(2) is better than 6(1)? Their ratio is:

5(2) I+ (l+s+1)
5(1)  h+(l+s+t)’

Hence, we get an improvement if just [ > h. Note that the fact of having an improvement is
independent of the values s and ¢. This means that even in case of a high error rate, our novel
search operator still gives better results.

Figure 6.1 shows a 3D plot of the probability 6(n) when ! = 10, s = 1,t =1,1 <n <20
and 0 < h < 19. Even for h > 0, there are values of n for which §(n) increases up to a peak
that is higher than §(1), but then it decreases.

We are using this novel search operator for the task of repairing software. However, it can
be easily extended for example to GP applications in which there is a control flow in the evolved

programs (i.e., if the employed language uses conditional statements and/or loops).

6.6 JAFF: Java Automatic Fault Fixer

6.6.1 The Framework

To validate the approach of automatically repairing faulty software with search algorithms, we
developed a framework called JAFF (Java Automatic Fault Fixer). It is based on our conceptual
framework described in Chapter 4. JAFF has been written in Java, and it supports the repair of
software written in a sub-set of the Java programming language. Input to the framework is a
Java program and a set of test cases. Test cases are written as JUnit tests [239] .

Input programs are automatically parsed and for each method a configuration file is gener-
ated to use the framework. The test cases need to be instrumented to make it possible to inform
the framework of their outputs and for handling exceptions. This instrumentation can be auto-
matically done, but our current prototype does not have this feature yet. At the current moment,
the framework can be run only by command line. No graphical interface has been developed

yet.
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Figure 6.1: Values of probability (n) when [ =10, s =1,t =1,1 <n <20and 0 < h < 19.
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Programs are transformed in their syntax trees. Search operators (i.e., the mutations) are
applied to the syntax trees. Each time a tree is mutated, to evaluate its fitness value we convert
it back to Java source code and then we compile it. This compiled code is run against the
instrumented JUnit tests. The compilation of programs is done with the Javassist tool [240].

Our tool features the novel search operator described in Section 6.5. In particular, for the

fault localization technique we use Tarantula [221].

6.6.2 Technical Problems

Developing a tool for automatically repairing software is a challenging task. Many technical
problems need to be addressed. We hence describe them, and we specify which of them our
tool does not properly handle yet.

Because in each search a large amount of programs are sampled and tested, the efficiency of
how the programs are modified and executed is critical. Unfortunately, this efficiency depends
on the programming language. The following discussion about Java might not apply to other
languages (e.g., C++).

In many GP systems, programs are executed by interpretation. In other words, these GP
systems also provide a virtual machine for executing the GP trees without the need to generate
machine code. This approach works well for simple languages and when the programs are not
computationally expensive.

Because rewriting a Java virtual machine is not an affordable option, we chose to compile
our GP trees directly in Java bytecode, and then to execute them inside a Java virtual machine.
Unless the execution of the test cases is comparatively expensive, the efficiency of this compi-
lation process is very important.

A wide set of problems do need to be addressed. Some of them are similar to the problems

that are faced in Mutation Testing (see for example [241]).

e We need to compile the code at each fitness evaluation, hence for efficiency we should
not touch the file system. In other words, we should not compile a code and then save the
results in a file and load/execute it. This means we need to compile directly in memory.
For doing this we should not call an external compiler, because it would run on a separate
process, and modifying a compiler for making it communicating by process signals (for

example) would be too complicated and inefficient.

e Running each program on a different process would be too expensive, particularly in Java

because we would need to start a new virtual machine at each fitness evaluation. However,
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in Java loading and running the programs in the same virtual machine of the framework
is not a particular problem, as long as the exceptions are properly handled (some issues
would still be there as for example instructions like System.exit(1)). This would not be
easy to do in languages like C, in which avoiding pointer operations corrupting the state

of the framework would not be straightforward.

We might want to modify the code of a method, but that might be inside a very large class.
Hence, we need to be able to recompile single methods and leaving untouched the rest of

their classes.

When we obtain a new version of a class, for executing it we need to load it in the virtual
machine. However, all the other classes that depend on it (like for example the classes
containing the test cases) would still point on the old implementation. Although it is
possible to reload all of them with a different class loader, it would be more efficient
to do the modifications directly on the loaded old version (in fact there might be too
many test cases that would need to be reloaded). Unfortunately, this functionality is not
directly provided in Java. Another option would be to instrument the software such that
to support its dynamic updating (e.g., [242]), but doing this would introduce another set

of limitations and problems (see [242] for more details).

A modified method might enter in an infinite loop. To avoid that, its code can be instru-
mented such that each loop and recursive call is checked against a global counter. The
upper limit of this counter might be estimated on the execution of the faulty program on
the set of test cases. Unfortunately, in some cases doing that is not enough. The method
could corrupt the internal state of its class and then calling other methods that will loop
forever because the state is corrupted. On one hand, we can instrument all the code that
can be executed by the analysed method. On the other hand, we can run each program on a
separate thread, and then giving a time limit to their execution. Executing new threads and
synchronising them might be expensive (remember that we would need to do it at each
fitness evaluation), but it would have a lower cost than the compilation of the program
and the run of its test cases. Moreover, putting time constraints would help to penalise

evolved code that becomes too inefficient.

We do search operations on the source code and then we compile it. For efficiency, an-
other option would be to directly modify the bytecode. Because reverse engineering on

bytecode (we would need it for showing the results to the user) is nowadays not particu-

114



larly difficult (particularly if no obfuscation technique is employed), we will investigate
this option in the future (although it would require quite a lot of re-factoring of our frame-
work). Moreover, it could make easier the implementation of the constraint system for

the GP engine.

e Implementing a correct constraint system for the complete Java language is a very time
consuming task. Although our current prototype has a sophisticated constraint system, it
is possible that legal mutations of syntax trees in our system would end up in programs
that cannot be compiled in Java. To mitigate the problem of evolved programs that do
not compile, we use a simple post-processing when we translate GP trees back to Java
programs. In particular, in the translation we ignore all the statements that come in the
same block after return, break and continue commands (because they will result in non-
reachable statement compiling errors). In the other cases in which the programs have

compiling errors, we just give a death penalty in their fitness value.

To compile Java code we use Javassist [240]. It allows us to compile code directly in mem-
ory, and to update single methods directly in the virtual machine. Although its use solves many
of the technical issues described before, it unfortunately introduces new ones related to the fea-
tures of the Java language that are supported. At any rate, such limitations might be solved in
its future releases. The description of following limitations are taken from the Javassist docu-

mentation:

e The new syntax introduced by J2SE 5.0 (including enums and generics) has not been

supported.

e Array initializers, a comma-separated list of expressions enclosed by braces { and }, are

not available unless the array dimension is one.
e Inner classes or anonymous classes are not supported.
e Labeled continue and break statements are not supported.

e The compiler does not correctly implement the Java method dispatch algorithm. The
compiler may confuse if methods defined in a class have the same name but take different

parameter lists.
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Table 6.1: Employed primitives. They are grouped by type. Their name is consistent with their
semantics. When the semantics of the primitives could be ambiguous, a short description is

provided. More than one primitive can have same name (but different arity and/or constraints).

Type Name Description

Arithmetic +,—x, /%, <<, >> &, ~ Typical arithmetic operators.

Unary Modification ++,—— Post and pre unary increment/decrement.

Boolean &&, ||, >.>.==,1=.<.,< Typical operators to handle boolean predicates.
Constant true, false,null ,0,1,2,3,4,5,6,7,8,9 Boolean constants, null object and ten integer constants.
Statement for , while , break , continue , if , switch , Typical statements. skip is the empty statement.

case , empty.case , skip , empty_expression
,conditional_expression,=,| =, cast
Sequence statement_sequence case_sequence Used to concatenate statements, cases in switch commands, etc.
expression_sequence , update_sequence
Variable read-variable, int_tmp , array-tmp Primitive to read variables. Two support variables are used, one of integer
type and the other is an array of integers. Based on the program to improve,

there are also primitives representing the inputs and the local variables.

Array read.array ,new-array ,length Primitives to handle arrays.
Primitive Type int, boolean , char, type.wrapper Used for casting variables and for defining the type of new generated arrays.
Class new, string Primitives to use objects. Based on the program to improve, there also prim-

itives for all the types of used objects to handle them (e.g., for calling their
methods).

6.6.3 Supported Language

Our current prototype JAFF does not support yet the entire Java programming language. At any
rate, the supported subset is large enough to carry out experiments on realistic software.

Before applying search operations for modifying code, the Java programs are translated in
a syntax tree. These trees are composed of nodes. Each node is either a leaf (i.e., no children),
or a function (i.e., at least one child node). Note that there is a difference between a function in
the tree and a method in the Java language. For example, in 1 + 3 the operator + is considered
in the trees as a node function that takes two sub-trees as input. We used 72 different nodes for
representing a large subset of the Java programming language (see Table 6.1). For each different
program, we also added nodes regarding the local variables and method calls. Depending on
the program, different types of return statements are used.

The constraint system consists of 12 basic node types and 5 polymorphic types. For the
functions and the leaves, there are 44 different types of constraints. For each program, we
added as well the constraints regarding local variables and method calls. Although the constraint
system is quite accurate, it does not completely represent yet all the possible constraints in the
employed subset of the Java language (i.e., a program that satisfies these constraints would not

be necessarily compilable in Java).
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6.7 Case Study

6.7.1 Faulty Programs

To validate our novel prototype JAFF, we applied it to a case study. Ideally, validation should be
done on real-world faults. They can be obtained from open source software repositories [238],
in which all the versions of the software are stored. Hence, in many cases, it is possible to
see which faults are in a particular version, and then checking how they have been fixed in the
following versions.

Using real-world software was not possible because our current prototype does not support
the entire Java language specification yet. Furthermore, research on software repair is still at an
early stage, and in this chapter we want to give directions on how to apply search algorithms
to tackle it. We are aware of the many difficulties of this task and that more research is still
required.

Nevertheless, faults in software in open repositories show only one side of the problem. In
general, that type of faults are discovered only after the software has been used for a while. In
many cases, these faults are related to special circumstances that were not considered by the
original programmer. But what about the faults that are fixed before submitting a new version
of the software? It is not uncommon that a developer write a code, test it, it does not work, and
then (s)he spends minutes/hours to fix it, and finally (s)he submits the code only when all the
test cases are passed.

This latter type of faults does not usually appear in open source repositories, and it includes
for example simple errors (e.g., a + instead of a —) that make the program fail on each input.
Depending on the complexity of the software, these faults are not necessarily easy to fix.

Given a set of programs written in a subset of Java that our prototype can handle, we had the
problem of how to seed faults in them. Doing that by hand would likely end up in a biased case
study. We chose to seed the programs with a Mutation Testing [199] tool called muJava [243].
We did it because this type of mutants are actually representative of a range of real errors that
developers can occasionally do [244]. Mutation testing has been shown to be very effective to
evaluate the quality of test cases. In evaluating test cases, the mutants are more close to real-
world faults than faults generated by hand [244]. Furthermore, applying more mutations on
the same program gives us a case study with different degrees of difficulty (we can reasonably
assume that programs that are mutated more are likely more difficult to fix).

To make our case study as little biased as possible, we chose a set of search operators that is

not specialised in fixing faults generated by mutation testing tools. In particular, we just chose
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all the possible mutation operators in ECJ [158] (we described them in Section 4.2.3), and we
gave the same probability to all of them without any particular bias to any of them. Therefore,
our framework can be used to any code level type of faults, although our case study is limited
to mutation testing faults.

It might be argued that limiting the case study to faults generated by mutation testing tools
is too restrictive. However, repairing software in an automatic way is a very complex task, and a
lot of research is still required for having stronger results. Nevertheless, showing its feasibility
on a sub-set of realistic types of faults is important to support the first steps in this research
field. For example, it has been estimated that 10% of all faults can be fixed with only one line
modification [237, 238]).

We analyse the framework on seven different Java programs. Among them, two are classi-
cally used in the literature of software testing of procedural programs: Triangle Classification
[18] and Remainder [60, 245]. TreeMap and Vector are common in literature of testing object-
oriented software [140]. Sorting algorithms as for example Bubble Sort [180] are commonly
used in literature of GP (e.g., [189]). Finally, Phase of Moon is adapted from Apache Ant [246].

Table 6.2 summarises their properties. Apart from TreeMap and Vector, all the other pro-
grams are static functions. Regarding TreeMap, we carried out experiments only on its method
put. For Vector, we consider the methods insertElementAt and removeElementAt.

It can be argued that the size of these functions is small, i.e. the longest has only 41 lines
of code. However, in this first application of search algorithms on the software repairing task
we limit our self to the single method assumption, which in some empirical studies it has been
estimated to be valid for half of real-world faults (see Section 6.3.3).

Note that for TreeMap and Vector there are many private methods that are used inside the
analysed three methods, but they are assumed to be correct during the search. Because a priori
we would not know which of these methods is faulty, we should do a search in each of these
methods in parallel (see Section 6.3.3). If we ignore the case that a modification in a correct
method does fix the fault generated by the faulty method that calls it, we do not need to run
these parallel searches in our experiments. Given ¢ steps needed to fix a fault in one of these
faulty methods, to estimated the required computational effort we can just multiply this ¢ by the
number of involved methods (under the assumption we are not focusing the search in any of
them). Note that parallel searches can be done even on a single CPU machine (the parallelism
would be simply simulated).

For each program, we generated a set of 100 test cases. Each test case consists of one assert

statement, but for TreeMap and Vector there is an assert statement for each insertion operation
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Table 6.2: For each program in the case study, it is shown its number of lines of code (LOC),

the number of nodes in its syntax tree representation, and finally the type of its inputs.

Name LOC GP Nodes Input

Phase of Moon 8 50 int,int
Vector.insertElementAt 9 53 Object,int
Bubble Sort 10 56 int[]
Vector.removeElementAt 16 62 int

Triangle Classification 25 101 int,int,int
TreeMap.put 36 134 Object,Object
Remainder 41 160 int,int

in the test sequence, and a final assertion on the container size (i.e., around four/five assertions
for test case). We call valid all the evolved programs that are able to pass all of their 100 test
cases. For more validation, we also generated for each program a separated and independent
set of 1000 test cases, which are not used during the search. An evolved program that is able
to pass all these 1000 test cases is called robust. Note that a robust program is not necessarily
correct.

All the test cases have been automatically generated based on the fulfilment of the branch
coverage criterion. For simplicity, in our experiments we used test generators specialised for
our case study. To apply our framework to a new testing problem, the user has to provide the
test cases.

For each program, we generated 5 faulty versions. The first is done by a single mutation
with muJava, the second by applying a new mutation on the first faulty version (i.e., 2 mutations
in total), and so on until the 5t/ that has been generated by applying a new mutation on the 4th
version (i.e., 5 mutations in total). The mutations were chosen at random, although we replaced
the ones that generated equivalent mutants. We used all the method level mutations in muJava
(more details about them can be found in [243]).

Table 6.3 summaries the number of assertions that are passed in each faulty version. Note
that a higher number of mutations does not necessarily correspond to fewer passed test cases

(see for example the Phase of Moon program). This is a clear example of possible local optima.
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Table 6.3: Number of passed assertions in the faulty versions of the programs.

Program Vil V2 V3 V4 V5
Phase of Moon 0 0 0 0 11
Vector.insertElementAt 262 8 8 8 8
Bubble Sort 32 32 34 32 44

Vector.removeElementAt 180 251 233 250 250
Triangle Classification 86 60 46 44 27
TreeMap.put 86 24 24 24 38
Remainder 83 76 63 55 55

6.7.2 Setting of the Framework

For the employed search algorithms, we used the default values in ECJ [158], unless otherwise
specified in the chapter. The maximum tree depth is 25. The maximum number of allowed
fitness evaluations is 50,000. The computation is stopped in the case that a program that passes
all the test cases is found.

For the GP algorithm, population size is 1000 (hence the maximum number of generations
is 50). A tournament selection with size 7 is employed. The elitism rate is set to 1 individual
for generation. The main search operator is mutation, that is done with probability 0.9. We still
use crossover, but with a very low probability of 0.08. A tree is left unmodified with probability
0.01, whereas with probability 0.01 it is replaced with the original faulty program (this is done
for forcing the presence of its genetic material at each generation).

Note that we have not tuned these values. The reason is explained in Section 6.7.4 after the

experiments.

6.7.3 Experiments

We carried out three different sets of experiments:

1. For each faulty program, we tuned the parameter M/ (max number of mutations) for RS.
Considered values are in range from 1 to 10. Each run has been repeated 100 times with

different random seeds. The total number of runs is hence 5 * 7 % 10 x 100 = 35,000.

2. For each faulty program, we tuned the parameter M (max number of mutations) for HC.
Considered values are in range from 1 to 10. Each run has been repeated 100 times with

different random seeds. The total number of runs is hence 5 * 7 % 10 x 100 = 35,000.
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3. For each faulty program, we run the GP algorithm. We tested the novel search operator
with values of the node bias ranging from 1 to 10. Each run has been repeated 100 times

with different random seeds. The total number of runs is hence 5 * 7 % 10 %« 100 = 35,000.

The total number of runs of the framework used for collecting data is 105,000. This is a large
number of experiments that can take up a long time to run. A larger case study would necessarily
reduce the number of types of experiments and the number of repetitions (with different random
seeds) for each experiment.

For these experiments, the number of robust programs that are obtained are shown in Figure
6.2, Figure 6.3 and Figure 6.4. The best value for the parameter M for RS is 4 (first set of
experiments, Figure 6.2), whereas for HC it is 7 (second set of experiments, Figure 6.3). Tables
from 6.4 to Table 6.10 compare the tuned RS against the tuned HC and a non-tuned GP. Tables
from 6.11 to Table 6.17 compare GP when the novel operator is used with tournament size (i.e.,
node bias) 2.

The event of sampling a valid and/or a robust program can be modelled as a binomial pro-
cess. Therefore, Fisher’s Exact tests can be used to see whether there is any statistical difference

between the success rate of two different algorithms or configurations.

6.7.4 Discussion

The experiments we carried out show that each of the 35 faulty programs can be automatically
corrected with our tool JAFF. Of course, depending on the complexity of the software and the
faults, these results are achieved with different computational effort.

Not surprisingly, when only few faults are considered (i.e., V'1 and V'2), the performance
of RS and GP are very similar. But for more complex types of faults (i.e., V4 and V'5) GP
clearly stands out from the other considered algorithms (Fisher’s exact tests confirm it in many
cases). This is one reason why we did not need to tune the parameters of GP. Already with some
arbitrarily setting it performs better then tuned RS and HC.

What came as a surprise is the performance of HC, which is very poor. One explanation
would be that there can be many small modifications that can improve the fitness, but that then
drive the current solution away from the global optima. Once HC is driven to such a suboptimal
region, the use of large jumps (i.e., the number of mutations applied to generate the neighbour
solutions) seems to be not enough to escape from them. However, more sophisticated variants
of HC could be designed.

Figure 6.4 clearly shows that the novel search operator is useful in many cases, but for

121



Table 6.4: Comparison for Phase of Moon

Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var

V1 RS 100 95 60 2137.13 1230.0 12482 5740488.0 46 50.63 50.0 57 2.336465
HC 0 0 50000 50000.0 50000.0 50000 0.0 41 5228 53.0 61 30.56727
GP 92 71 1981 7874.73 1993.0 50000 1.80482595E8 40 5133 50.0 114 49.07182

V2 RS 100 94 16 1203.29 844.0 6708 1657107.0 47 50.97 51.0 56 1.605152
HC 1 0 1364 49515.62 50000.0 50000 2.365655E7 41 53.19 53.0 61 34.23626
GP 98 80 1973 4078.29 1993.0 50000 5.5358582E7 46 51.92 51.0 79 12.33697

V3 RS 83 10 406 22460.47 18012.0 50000 3.0671632E8 45 50.4 51.0 66 7.878788
HC 0 0 50000 50000.0 50000.0 50000 0.0 41 52.72 53.0 61 33.05212
GP 98 8 2962 6551.3 4959.0 50000 4.7339725E7 41 50.71 51.0 62 11.94535

V4 RS 19 2 2544 45313.18 50000.0 50000 1.28933411E8 45 52.15 52.0 61 5.926768
HC 2 0 531 49046.58 50000.0 50000 4.5238729E7 42 53.95 55.0 62 34.59343
GP 88 7 3959 11863.57 5942.0 50000 2.18956904E8 41 52.6 52.0 107 48.78788

\Al RS 0 0 50000 50000.0 50000.0 50000 0.0 47 51.78 51.0 57 3.203636
HC 0 0 50000 50000.0 50000.0 50000 0.0 44 56.15 57.0 63 34.33081
GP 0 4972 48350.73 50000.0 50000 6.7942853E7 44 60.72 59.0 176 257.3349

higher values of the node bias n the performance starts to decrease (this is in accordance with
Equation 6.4). When n = 2, a closer look at Tables from 6.11 to 6.17 shows that for simple
types of faults (i.e., V'1 and V'2), there is not much difference in the performance (whether it is
an improvement or a decrease of performance). For more complex faults (i.e., V4 and V5) it
seems that the novel operator gives significantly better results (Fisher’s exact tests confirm it for
Remainder and TreeMap).

It is interesting to see whether in this particular type of application of GP we would get
bloat or no. Unfortunately, bloat does occur. For example, the largest program we obtained is
for Remainder (see Table 6.12). A final size of 430 nodes was obtained from a starting program
with size 160.

Most of the time, a valid solution was also robust. That is a very important result, because it
means that in general the patches generated by the JAFF are fixing the actual faults (at least in
our case study). Given a set of test cases, there is an infinite number of semantically different
programs that fit them. However, their distribution in the search space is in general not known,
and they might be very far from each other. Fortunately, the experiments show that “near” a

correct solution there are only few programs that are valid but not robust.

6.8 Limitations

The task of repairing software is very challenging. Regardless of the employed technique, there

are serious problems that limit the automation of this task:

e Testing cannot prove that a program is faultless [18]. Therefore, the task of fixing faults
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Figure 6.2: Results of tuning the value of maximum number of mutations for RS. Proportion of
obtained robust programs are shown. Data were collected from 100 runs of the framework with
different random seeds. There are 7 plots, one for each program in the case study. Each plot

contains the results for each of the 5 faulty versions of that program.
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Figure 6.3: Results of tuning the value of maximum number of mutations (i.e., the neighbour-
hood size) for HC. Proportion of obtained robust programs are shown. Data were collected from
100 runs of the framework with different random seeds. There are 7 plots, one for each program

in the case study. Each plot contains the results for each of the 5 faulty versions of that program.
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Figure 6.4: Results of GP using the novel search operator with different values n for the node
bias. Proportion of obtained robust programs are shown. Data were collected from 100 runs of
the framework with different random seeds. There are 7 plots, one for each program in the case

study. Each plot contains the results for each of the 5 faulty versions of that program.
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Table 6.5: Comparison for Remainder

Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
Vi RS 100 99 12 4240.81 2655.0 21122 1.9694475E7 156 160.18 160.0 165 1.724848
HC 19 18 4 42022.78 50000.0 50000 2.96175183E8 152 163.07 161.0 170 24.5102
GP 100 99 1977 3742.28 2980.0 11886 5275823.0 151 163.69 160.0 189 65.16556
V2 RS 0 0 50000 50000.0 50000.0 50000 0.0 150 158.91 160.0 168 12.16354
HC 17 17 661 43124.64 50000.0 50000 2.56260183E8 151 163.72 164.5 170 37.39556
GP 88 87 3971 16349.27 10886.0 50000 2.03742456E8 149 195.33 166.5 311 2888.425
V3 RS 0 0 50000 50000.0 50000.0 50000 0.0 149 158.29 158.5 166 11.15747
HC 9 9 1382 46693.64 50000.0 50000 1.36677492E8 150 160.9479 160.0 171 30.78673
GP 91 90 6942 19308.98 14863.0 50000 1.44971481E8 151 183.11 163.5 312 2108.867
\& RS 0 0 50000 50000.0 50000.0 50000 0.0 149 159.12 160.0 167 9.379394
HC 0 0 50000 50000.0 50000.0 50000 0.0 150 160.63 160.0 170 29.06374
GP 42 42 11907 39718.67 50000.0 50000 2.03653224E8 150 172.79 161.0 430 1796.875
Vs RS 0 0 50000 50000.0 50000.0 50000 0.0 147 160.1 161.0 169 10.87879
HC 1 0 26127 49763.25 50000.0 50000 5700156.0 152 162.78 163.0 171 23.48646
GP 24 24 12862 43855.15 50000.0 50000 1.52540938E8 145 164.12 161.0 306 467.9248
Table 6.6: Comparison for Bubble Sort
Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
\2! RS 100 100 11 765.78 561.5 5277 577521.9 56 56.3 56.0 61 0.7171717
HC 15 15 4 434185 50000.0 50000 2.56884057E8 48 57.84 56.0 66 15.73172
GP 100 100 1983 2120.11 1991.0 10888 842416.3 56 56.14 56.0 63 0.7276768
V2 RS 95 95 8 12522.17 7891.0 50000 1.60618102E8 46 57.44 58.0 62 3.25899
HC 7 7 12 46904.21 50000.0 50000 1.41018839E8 49 59.21 58.0 68 23.29889
GP 100 100 2966 4314.74 3968.0 12882 3325363.0 56 582 58.0 72 6.141414
V3 RS 10 10 14682 47896.13 50000.0 50000 4.9980018E7 54 582 58.0 66 3.313131
HC 4 3 209 48120.73 50000.0 50000 8.606186E7 49 62.74 63.0 69 26.82061
GP 61 61 9901 34550.55 32167.0 50000 2.07041549E8 51 67.26 65.0 159 189.7095
V4 RS 0 0 50000 50000.0 50000.0 50000 0.0 50 58.33 59.0 67 5.132424
HC 1 1 2754 49529.52 50000.0 50000 2.2323735E7 50 61.81 60.0 69 27.26657
GP 40 40 11873 39988.8 50000.0 50000 1.88839409E8 51 65.73 66.0 145 92.54253
Vs RS 0 0 50000 50000.0 50000.0 50000 0.0 51 59.29 61.0 65 12.28879
HC 0 0 50000 50000.0 50000.0 50000 0.0 61 61.0 61.0 61 0.0
GP 4 4 13819 49419.68 50000.0 50000 2.7698504E7 51 64.67 65.0 96 33.94051
Table 6.7: Comparison for TreeMap.put
Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
Vi RS 100 100 7 290.47 215.5 1455 83048.72 124 133.55 134.0 138 6.04798
HC 33 31 9 339743 50000.0 50000 5.34342344E8 109 128.81 129.0 142 38.09485
GP 100 100 1977 2000.55 1991.0 2986 9930.129 134 134.1 134.0 135 0.0909091
V2 RS 98 93 70 12949.75 7569.0 50000 1.6773158E8 121 134.15 134.0 138 5.421717
HC 10 6 130 46557.72 50000.0 50000 1.32885341E8 116 130.6 130.0 141 24.10101
GP 98 93 1991 72335 6924.0 50000 4.5553323E7 89 129.78 133.0 223 270.1733
V3 RS 98 88 87 13037.58 9616.0 50000 1.29265796E8 125 134.98 135.0 141 8.807677
HC 11 9 76 46057.19 50000.0 50000 1.49424541E8 125 131.96 131.0 145 21.45293
GP 98 96 1993 7074.34 5952.0 50000 4.8643077E7 108 131.67 133.5 223 135.8799
V4 RS 100 100 69 4047.41 2787.0 22842 1.5242408E7 119 130.78 129.0 142 28.51677
HC 26 26 33 40880.0 50000.0 50000 3.32099098E8 126 133.6471 135.5 140 15.20499
GP 100 100 2962 3622.98 3959.0 4974 482048.5 125 132.73 131.0 171 47.61323
Vs RS 23 22 1152 43768.76 50000.0 50000 1.76661972E8 126 134.3553 136.0 145 3191211
HC 16 16 724 44681.98 50000.0 50000 1.88406817E8 126 133.2143 134.5 142 18.95296
GP 77 72 4950 23305.71 13344.0 50000 3.24309559E8 107 135.2 134.0 203 184.0404
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Table 6.8: Comparison for Triangle Classification

Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
Vi RS 100 100 9 726.9 4515 3184 465492.1 79 98.31 101.0 106 24.84232
HC 78 76 6 12933.87 148.0 50000 4.40213802E8 82 97.42 99.0 110 30.00364
GP 100 100 1977 2296.69 1993.0 3959 230680.4 89 100.17 101.0 106 7.879899
V2 RS 90 81 1049 11327.27 5309.0 50000 2.19276055E8 93 100.9091 102.0 106 12.09091
HC 52 47 7 33179.78 49224.0 50000 4.4634373E8 92 100.6957 102.0 111 20.31225
GP 100 99 2964 4048.86 3971.0 7927 826978.2 89 103.23 101.0 174 215.8961
V3 RS 45 45 1049 38412.36 50000.0 50000 2.69787927E8 90 97.81818 99.0 103 18.76364
HC 28 21 38 36302.93 50000.0 50000 5.08828403E8 86 97.0 97.0 105 22.30769
GP 100 99 3957 5067.24 4962.0 6946 570266.1 82 100.54 97.0 193 289.2812
v4 RS 26 24 318 43461.23 50000.0 50000 1.86471282E8 87 98.45205 101.0 107 21.5567
HC 13 13 88 44285.41 50000.0 50000 2.16766584E8 92 99.93103 101.0 109 18.99507
GP 100 92 2986 4986.76 4956.0 6956 602590.7 81 102.2 98.0 204 407.596
Vs RS 0 0 50000 50000.0 50000.0 50000 0.0 97 100.4776 101.0 104 4.919946
HC 7 7 10290 46947.23 50000.0 50000 1.21310996E8 94 100.2308 99.0 108 21.35897
GP 100 94 4944 7142.54 6935.5 21755 3617325.0 80 106.9 101.0 203 641.9091
Table 6.9: Comparison for Vector.insertElementAt
Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
\2! RS 100 60 9 415.63 283.5 1834 145470.7 44 53.52 53.0 59 3.969293
HC 86 80 5 13274.09 1794.5 50000 3.48679583E8 44 52.04 51.0 64 14.38222
GP 100 49 1977 2001.29 1991.0 2992 10032.29 51 53.72 53.0 57 1.153131
V2 RS 38 27 1409 39237.6 50000.0 50000 2.66236149E8 32 52.07 53.0 60 12.38899
HC 47 44 97 34150.1 50000.0 50000 3.92340786E8 43 51.81 51.0 64 27.26657
GP 100 80 2973 7576.95 6935.0 19784 1.2007509E7 36 53.19 53.0 86 34.80192
V3 RS 0 0 50000 50000.0 50000.0 50000 0.0 33 47.61 49.0 61 48.1797
HC 22 21 104 41622.72 50000.0 50000 3.00193727E8 43 51.05 50.5 63 26.55303
GP 95 91 7906 16463.11 13885.0 50000 8.5745263E7 31 57.76 55.0 119 235.0125
V4 RS 0 0 50000 50000.0 50000.0 50000 0.0 27 44.06 44.0 60 77.93576
HC 12 12 23892 47807.71 50000.0 50000 3.9387227E7 34 51.51613 54.0 57 26.65806
GP 85 81 8817 20418.05 15520.0 50000 1.75634471E8 40 54.53 50.5 104 140.5546
V5 RS 0 0 50000 50000.0 50000.0 50000 0.0 32 5222 535 63 30.13293
HC 0 0 50000 50000.0 50000.0 50000 0.0 50 54.83 54.0 62 2.506162
GP 60 57 11893 35015.14 30688.5 50000 2.01166805E8 36 55.37 535 114 138.4779
Table 6.10: Comparison for Vector.removeElementAt
Version Algorithm Valid Robust Steps Size
min mean median max var min mean median max var
Vi RS 100 100 21 1852.94 1446.0 11719 3236402.0 49 61.62 62.0 67 6.94505
HC 9 9 538 46370.06 50000.0 50000 1.54333325E8 52 60.89 61.0 72 20.09889
GP 94 93 1981 8528.23 2978.0 50000 1.51724089E8 45 61.87 62.0 70 11.42737
V2 RS 97 95 186 14866.05 11146.0 50000 1.54956132E8 47 60.68 62.0 66 8.866263
HC 7 6 1174 47277.12 50000.0 50000 1.15798437E8 47 61.28 62.0 71 18.8097
GP 95 67 2980 11907.98 8927.0 50000 9.5283106E7 42 60.27 60.5 89 48.50212
V3 RS 21 21 7518 44952.85 50000.0 50000 1.33729877E8 46 59.68 60.0 67 16.03798
HC 4 4 2125 48873.3 50000.0 50000 4.5676465E7 50 60.99 61.0 71 17.94939
GP 96 93 3963 11335.36 8896.0 50000 8.3188229E7 35 59.59 59.0 108 68.48677
V4 RS 5 5 3153 48750.37 50000.0 50000 4.113287E7 51 59.35 60.0 68 11.05808
HC 3 3 3670 48854.61 50000.0 50000 4.6501996E7 52 62.56 62.0 71 5.945859
GP 94 93 3967 16241.65 13856.0 50000 1.10595009E8 37 57.61 57.0 77 39.95747
Vs RS 0 0 50000 50000.0 50000.0 50000 0.0 40 58.56 59.5 69 22.18828
HC 0 0 50000 50000.0 50000.0 50000 0.0 62 62.0 62.0 62 0.0
GP 41 41 8926 38049.46 50000.0 50000 2.5916941E8 43 60.77 61.0 72 37.65364
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Table 6.11: Node bias for Phase of Moon

Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 92 71 1981 7874.73 1993.0 50000 1.80482595E8 40 5133 50.0 114 49.07182
2 93 61 1981 7608.9 1995.0 50000 1.59994246E8 45 52.81 50.0 111 94.33727
V2 1 98 80 1973 4078.29 1993.0 50000 5.5358582E7 46 51.92 51.0 79 12.33697
2 97 86 1981 4918.8 1993.0 50000 9.7081664E7 49 52.55 51.0 104 46.08838
V3 1 98 8 2962 6551.3 4959.0 50000 4.7339725E7 41 50.71 51.0 62 11.94535
2 97 14 2970 6718.12 4956.0 50000 6.7456329E7 45 52.24 51.0 111 85.7398
V4 1 88 7 3959 11863.57 5942.0 50000 2.18956904E8 41 52.6 52.0 107 48.78788
2 96 9 2977 8152.61 5947.0 50000 8.6429858E7 43 51.74 52.0 82 24.03273
Vs 1 8 0 4972 48350.73 50000.0 50000 6.7942853E7 44 60.72 59.0 176 257.3349
2 14 1 6918 45919.05 50000.0 50000 1.43511683E8 43 57.78 58.0 94 61.95111
Table 6.12: Node bias for Remainder
Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 100 99 1977 3742.28 2980.0 11886 5275823.0 151 163.69 160.0 189 65.16556
2 100 100 1981 3386.31 1997.0 8926 4389840.0 152 162.36 160.0 183 39.9499
V2 1 88 87 3971 16349.27 10886.0 50000 2.03742456E8 149 195.33 166.5 311 2888.425
2 94 93 2964 11415.94 8922.0 50000 1.08120192E8 150 189.09 166.0 340 2414.083
V3 1 91 90 6942 19308.98 14863.0 50000 1.44971481E8 151 183.11 163.5 312 2108.867
2 92 92 4968 15168.0 11876.0 50000 1.33802121E8 149 191.82 162.5 414 3574.129
V4 1 42 42 11907 39718.67 50000.0 50000 2.03653224E8 150 172.79 161.0 430 1796.875
2 56 55 5949 33459.62 271945 50000 2.60867209E8 147 172.44 161.0 383 1573.825
Vs 1 24 24 12862 43855.15 50000.0 50000 1.52540938E8 145 164.12 161.0 306 467.9248
2 55 52 12882 36685.23 41038.5 50000 1.98223693E8 146 177.08 163.0 395 1787.953
Table 6.13: Node bias for Bubble Sort
Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 100 100 1983 2120.11 1991.0 10888 842416.3 56 56.14 56.0 63 0.7276768
2 100 100 1977 3068.04 1993.0 19797 8760304.0 56 56.47 56.0 64 2.332424
V2 1 100 100 2966 4314.74 3968.0 12882 3325363.0 56 582 58.0 72 6.141414
2 99 99 2971 5511.96 3978.0 50000 2.9593816E7 56 58.92 58.0 85 24.51879
V3 1 61 61 9901 34550.55 32167.0 50000 2.07041549E8 51 67.26 65.0 159 189.7095
2 58 57 9881 37723.4 40544.0 50000 1.70364011E8 54 69.21 67.0 133 182.6726
A\ 1 40 40 11873 39988.8 50000.0 50000 1.88839409E8 51 65.73 66.0 145 92.54253
2 32 32 12868 43375.54 50000.0 50000 1.40733504E8 54 67.9 66.0 128 143.8687
Vs 1 4 4 13819 49419.68 50000.0 50000 2.7698504E7 51 64.67 65.0 96 33.94051
2 11 11 14850 48615.09 50000.0 50000 3.8011468E7 53 66.61 67.0 117 50.86657
Table 6.14: Node bias for TreeMap.put
Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 100 100 1977 2000.55 1991.0 2986 9930.129 134 134.1 134.0 135 0.0909091
2 100 100 1975 1990.78 1991.0 2001 26.57737 134 134.11 134.0 135 0.09888889
V2 1 98 93 1991 72335 6924.0 50000 4.5553323E7 89 129.78 133.0 223 270.1733
2 100 99 1991 4820.31 3974.5 9881 3988607.0 103 130.63 134.0 182 79.42737
V3 1 98 96 1993 7074.34 5952.0 50000 4.8643077E7 108 131.67 133.5 223 135.8799
2 100 96 1993 4533.07 3963.0 7937 3361239.0 116 132.93 135.0 157 40.69202
V4 1 100 100 2962 3622.98 3959.0 4974 482048.5 125 132.73 131.0 171 47.61323
2 100 100 1987 3157.16 2982.0 3981 185676.7 126 132.78 130.5 231 121.6279
\A 1 77 72 4950 23305.71 13344.0 50000 3.24309559E8 107 135.2 134.0 203 184.0404
2 91 90 1983 16015.66 8919.0 50000 2.29592935E8 116 136.72 136.0 201 114.8299
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Table 6.15: Node bias for Triangle Classification

Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 100 100 1977 2296.69 1993.0 3959 230680.4 89 100.17 101.0 106 7.879899
2 100 100 1980 2077.368 1991.0 2994 80329.13 91 100.6842 101.0 105 3.398496
V2 1 100 99 2964 4048.86 3971.0 7927 826978.2 89 103.23 101.0 174 215.8961
2 100 100 2964 3731.582 3963.0 4972 508542.2 88 105.0759 101.0 192 380.9172
V3 1 100 99 3957 5067.24 4962.0 6946 570266.1 82 100.54 97.0 193 289.2812
2 100 100 3949 4581.29 4940.0 5955 448987.5 84 100.68 97.0 201 389.9976
V4 1 100 92 2986 4986.76 4956.0 6956 602590.7 81 102.2 98.0 204 407.596
2 100 90 3943 4581.65 4948.0 5957 3731743 88 101.07 97.5 202 354.0254
V5 1 100 94 4944 7142.54 6935.5 21755 3617325.0 80 106.9 101.0 203 641.9091
2 100 90 3954 6273.2 5954.0 9899 1144242.0 81 106.96 975 202 787.7964
Table 6.16: Node bias for Vector.insertElementAt
Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 100 49 1977 2001.29 1991.0 2992 10032.29 51 53.72 53.0 57 1.153131
2 100 63 1977 2020.66 1991.0 2986 28935.6 49 53.59 53.0 57 1.436263
V2 1 100 80 2973 7576.95 6935.0 19784 1.2007509E7 36 53.19 53.0 86 34.80192
2 100 84 2974 7332.65 5957.5 20767 1.4407158E7 38 53.46 53.0 112 74.67515
V3 1 95 91 7906 16463.11 13885.0 50000 8.5745263E7 31 57.76 55.0 119 235.0125
2 96 89 5947 15653.79 14822.0 50000 6.6893394E7 25 56.76 53.0 109 213.1539
V4 1 85 81 8817 20418.05 15520.0 50000 1.75634471E8 40 54.53 50.5 104 140.5546
2 86 79 6923 21071.49 15826.5 50000 1.81154133E8 25 54.37 53.0 102 141.3062
Vs 1 60 57 11893 35015.14 30688.5 50000 2.01166805E8 36 55.37 535 114 138.4779
2 68 67 11889 33733.53 29624.0 50000 1.89767898E8 28 56.45 55.0 181 254.0682
Table 6.17: Node bias for Vector.removeElementAt
Version Node Bias Valid Robust Steps Size
min mean median max var min mean median max var
Vi 1 94 93 1981 8528.23 2978.0 50000 1.51724089E8 45 61.87 62.0 70 11.42737
2 89 88 1981 10108.82 1993.0 50000 2.71177338E8 46 62.15 62.0 74 11.42172
V2 1 95 67 2980 11907.98 8927.0 50000 9.5283106E7 42 60.27 60.5 89 48.50212
2 94 65 3965 13215.6 9901.0 50000 1.15128681E8 47 61.06 61.0 124 82.11758
V3 1 96 93 3963 11335.36 8896.0 50000 8.3188229E7 35 59.59 59.0 108 68.48677
2 96 92 3971 11534.18 84225 50000 8.8814779E7 46 58.15 57.0 80 42.2904
V4 1 94 93 3967 16241.65 13856.0 50000 1.10595009E8 37 57.61 57.0 77 39.95747
2 97 96 4966 13323.57 10903.5 50000 6.5809471E7 38 56.57 57.0 94 51.29808
\A 1 41 41 8926 38049.46 50000.0 50000 2.5916941E8 43 60.77 61.0 72 37.65364
2 32 32 9901 40655.23 50000.0 50000 2.17841782E8 48 60.82 61.0 73 34.69455
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cannot be completely automated, regardless of the technique that we use. Although the
modified program that we obtain might pass all the given test cases, the introduced mod-
ifications might fix the program only for these inputs and they might introduce unwanted
side effects. Figure 6.5 shows a simple example of a program that is able to pass all of
its test cases although it is not correct. Hence, it is necessary that the developers check
the modifications (i.e., the patch) done by the repairing algorithm, and this task cannot
be automated (unless a formal way to prove its correctness is given, and that can be done

only in trivial cases).

Even if a patch does not actually fix the fault, it gives useful information to the developers.
In fact, that information can be used as a way to locate the area of the code that is related
to the manifestation of the fault. If the developer thinks that the proposed patch is not
correct, he can provide more test cases for which the program fails and then rerun the

framework again.

A patch can reduce the efficiency of the code, e.g. it can make the software slower.
However, the optimisation of non-functional criteria can be included in the search (see
Chapter 7).

When we evaluate a modified program to check whether it is correct, the modifications
we apply can make the program to enter in an infinite loop. The Halting Problem [180]
is undecidable. We have to put time limits for the evaluation of modified programs on the
test cases. The threshold could be estimated with heuristics based on the run of the faulty

program on the test cases. A wrong estimation could severally harm the search.

The modifications done to a program can be difficult to read. This is a common problem
for example in GP. The readability of the code can be included in the objective to optimise.
A simple heuristic would be to prefer, between two correct modified programs, the one

that is more similar to the faulty input program.

To check if a modified program is correct, we validate it against a set of test cases. Even
with an efficient repairing algorithm, still many programs would likely be required to be
evaluated during the search. If the execution of the test cases is computationally very
expensive (this depends on the type of software), the computational cost of the repairing

task would proportionally increase and likely it would become unpractical.

Unless a formal specification is provided, the efficacy of repairing algorithms depends on

the quality of the provided test cases. Quality of a set of test cases can be for example
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<(5,-2,3), 0> //
<(4,3,6) , 1> //
<(9,9,16), 2> //
<(3,3,3) , 3> //

represents 'not triangle’
represents ’'scalene’

represents ’'isosceles’

w N PO

represents ’‘equilateral’

function classifyTriangle(a, b, c)

return a + b - c;

Figure 6.5: An example of a test cases for the Triangle Classification problem [18] and an

incorrect simple program that actually is able to pass all of these test cases.

measured with coverage criteria [18]. More and better test cases would result in improved
performance of the repairing algorithm. Even with an ideal repairing algorithm, we cannot
expect good results if the test cases are too few and of low quality. This is similar to the

problem of the choice of test cases for fault localization techniques [247].

6.9 Conclusion

In this chapter we have presented JAFF, the first prototype for the novel approach of repairing
software in an automatic way with search algorithms. In contrast to the literature on the subject,
in our system there is no particular restriction on the type of source code fault that can be fixed.
However, exploiting the properties of real-world faults is helpful to reduce the search space.

Automatically repairing software is the natural next step after the automation of software
testing and fault localization. It is a very complex task, and this chapter gives the contribution
of showing a feasible way to address this problem with evolutionary algorithms. Moreover, we
analysed in detail the properties of this task, with the aim of finding its critical parts that need
to be studied further for improving the performance.

We also presented a novel search operator. We theoretically studied the conditions for which
it gives better results. This search operator improved the performance of our framework in our
case study. This search operator could be extended to other applications where programs with
branches (in the control flow) are tried to be evolved.

Automatic software repair is a difficult task that this chapter addresses with search algo-
rithms. There is still much more research that is required to do before software repair tools can

be used in real-world scenarios:

131



e First step will be to extend JAFF to handle a larger subset of the Java programming lan-
guage. This would allow us to use our prototype to more different types of case studies.
We do not expect that all types of fault can be fixed in an automatic way. An extension of
our framework will help us to better analyse which are the limits of automatic software

repair.

e The search operators play a major role in the success of our technique. This operators
should be optimised to handle faults that are common in real-world software. A deep
analysis of which types of faults actually appear in real-world software is necessary to
design proper search operators. One way to obtain this type of knowledge could be to use

data mining techniques to software repositories (e.g., [214]).

e [f a formal specification (e.g., written in either Z [169] or JML [170]) of the software is
provided, we can automatically test all the new changes that we are introducing in the
faulty program (see Chapter 4). We are planning to extend our prototype JAFF to handle
JML.

Given a large set of test cases, co-evolution could be used to choose at each generation a
subset to employ. This could be useful when there are so many test cases that it would
be not efficient to run them all at each fitness evaluation. However, having so many test

cases does not happen often.

e The fitness function of the programs is based on how well they pass their test cases. In our
framework, we support test cases written as unit tests in JUnit [239]. The classes contain-
ing the unit tests need to be automatically instrumented for handling exceptions and for
reporting to the framework whether the test cases are passed or not. The assert statements
can be easily subclassed for giving more gradient to the search (i.e., they should give a
degree of how much an assertion is failed). This is conceptually the same idea of branch
distance in search based software testing (see Section 2.2). Therefore, the same type of
testability transformations [43] can be used to the instrumented unit test classes. We will

investigate the improvement of the results that this technique could bring.

e Hybrid systems that include model checking based tools (see Section 6.2.2) with search

algorithms should be investigated as well.
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Chapter 7

Automatic Improvement of Execution

Time

7.1 Motivation

Software! developers must not only implement code that adheres to the customer’s functional
requirements, but they should also pay attention to performance details. There are many con-
texts in which the execution time is important, for example to aid performance in high-load
server applications, or to maximise time spent in a power-saving mode in software for low-
resource systems. Typical programmer mistakes may include the use of an inefficient algorithm
or data structure, such as employing an ©(n?) sorting algorithm.

Even if the correct data structures and algorithms are employed, their actual implementations
might still be improved. In general, compilers cannot restructure a program’s implementation
without restriction, even if employing semantics-preserving transformations. The alternative of
relying on manual optimisation is not always possible: the performance implications of design
decisions may be dependent on low-level details hidden from the programmer, or be subject to
subtle interactions with other properties of the software.

To complicate the problem, external factors contribute to the execution time of software,

such as operating system and memory caches events. Taking into account these factors is diffi-

IPart of the work presented in this chapter was carried out in collaboration with Mr. David White, a PhD
student at the University of York and colleague on the SEBASE project. Most of the design work was done
together, and practical work was divided evenly. The author’s contributions focused most on the co-evolutionary
and testing parts of the framework, whereas Mr. White contributed more in the area of multi-objective optimisation

and measurement of non-functional properties.
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cult, and so compilers usually focus on optimising localised areas of code, rather than restruc-
turing entire functions.

More sophisticated optimisations can be applied if we take into account the probability
distribution of the usage of the software. For example, if a function takes an integer input
and if we know that this input will usually be positive, this information could be exploited by
optimising the software for positive input values.

In this chapter we instantiate our novel framework (Chapter 4) to address the problem of
improving non-functional criteria. In particular, we focus on the improvement of execution
time. Other non-functional criteria could be considered as well, but they are not studied in this
thesis.

Given the code of a function as input to the framework, the optimisations are performed
at the program level and consider the probability distribution of inputs to the program. To our
best knowledge, we do not know of any other system that is able to automatically perform such
optimisations.

Our approach uses multi-objective optimisation (MOO) [142] and Genetic Programming
(GP) (see Section 2.4). In order to preserve semantic integrity whilst improving efficiency, we
apply two sets of test cases. The first is co-evolved with the program population to test the
semantics of the programs. The second is drawn from a distribution modelling expected input,
and is used to assess the non-functional properties of the code. The original function is used as
an oracle to obtain the expected results of these test cases.

Evolving correct software from scratch is a difficult task (see Chapter 5), so we exploit the
code of the input function by seeding the first generation of GP. The first generation will not be a
random sample of the search space as is usually standard in GP applications, but it will contain
genetic material taken from the original input function. Note that this approach is similar to
what we do in our approach for automatic fault correction (see Chapter 6), in which all the
individuals of the first generation were equal to the original incorrect software, and the goal is
to evolve a faultless version.

We present a preliminary implementation of the novel framework, and we validate it on a
case study. We then apply systematic experimentation to determine the most important factors
contributing to the success of the framework. Although our prototype is still in an early stage
of development, this chapter gives the important contribution of presenting a general method to
automatically optimise code using evolutionary techniques. We are also able to provide some
guidance to other practitioners in applying such an approach, based on our analysis of empirical

results.

134



The chapter is organised as follows. Section 7.3 describes in detail all the components of
the framework, whereas Section 7.4 presents our case study. Section 7.5 describes our results
and Section 7.6 describes the current limitations of our novel approach. Finally, Section 7.7

concludes the chapter.

7.2 Related Work

Whilst we are not aware of any work that has proposed a general approach to solving the prob-
lem we outline in this chapter, there are examples of related work in the literature that apply

evolutionary methods within the context of efficiency.

7.2.1 Improving Compiler Performance

Compilers employ a range of techniques to optimise non-functional properties of code [248],
albeit mostly through localised transformations. Most previous work has therefore focused
upon the use of evolutionary techniques at the compiler interface, to find the most effective
combination of such optimisations. For example, evolutionary algorithms have been used to
optimise solution methods for NP problems. Stephenson et al. used GP for solving hyperblock
formation, register allocation and data prefetching [249]. Leventhal et al. used evolutionary
algorithms for offset assignment in digital signal processors [250]. Kri and Feeley used GAs
for register allocation and instruction scheduling problems [251].

Compilers use sequences of code optimisation transformations, and these transformations
are highly correlated to each other. In particular, the order in which they are applied can have a
dramatic impact on the final outcome. The combination and order of selected transformations
can be optimised using evolutionary algorithms: for example, the use of GAs to search for
sequences that reduce code size has been studied by Cooper et al. [57]. Similar work with GAs
has been done by Kulkarni et al. [252], and Fursin et al. used machine learning techniques to
decide which sequence of code optimisation transformations to employ when compiling new
programs [253].

Compilers like GCC give the user the choice of optimisation different parameters, and to
simplify their choice, predefined subsets of possible optimisations (e.g., -Os, -O1, -O2 and -
03). However, the relative benefits of a particular set over another are dependent on the specific
code undergoing optimisation. Hoste and Eeckhout therefore investigated the use of a MOO

evolutionary algorithm to optimise parameter configurations to use for GCC [254].

135



7.2.2 High-Level Optimisation

Much less work has been published in optimisation of program characteristics through direct
manipulation of the software itself, rather than the actions of the compiler.

Optimisation of a program must assume, explicitly or implicitly, an expected distribution
of input, and partitioning the input space may aid conventional optimisation methods. Li et al.
investigated the use of GAs to evolve a hierarchical sorting algorithm that analyses the input to
choose which sorting routine to use at each intermediate sorting step [255]. This partitioning of
the input space is conceptually similar to the development of portfolio algorithms [256].

A more involved technique is to allow arbitrary manipulation of software code, through
techniques such as GP. The most immediate example of considering non-functional properties
of software within the field is the control of bloat, although we do not treat bloat itself as a
program characteristic: it is simply an artifact of the search algorithm.

Perhaps the only prior work with explicit goals similar to our own is that on program com-
pression by Langdon and Nordin [160], where the authors attempted to reduce the size of ex-
isting programs using GP. They use a MOO approach to control the size of programs, having
started with existing solutions. They applied this approach to classification and image compres-
sion problems. They were particularly interested in the impact such a method would have on
the ability of final solutions to generalise. Interestingly, they too used seeding, as discussed in

the next section.

7.2.3 Seeding

It is well-known that the starting point of a search within the solution space can have a large
impact on its outcome. It may be considered surprising, then, that more research has not focused
on the best methods to sample the search space when creating the initial generation within GP.
The crucial importance of domain-specific knowledge in solving optimisation problems is also
clear: yet little sound advice can be given on how best to incorporate existing information, such
as low-quality or partially complete solutions to a problem, into an evolutionary run.

There are, however, examples of previous applications that employ some kind of seeding, by
incorporating solutions generated manually or through other machine learning methods. Lang-
don et al. [257] initialised a GP population based on the results of a GA, whereas Westerberg
used advanced seeding methods based on heuristics and search strategies like depth first and
best first search [161]. In both cases, these seeding strategies obtained better results than ran-

dom sampling. Marek et al. [258] seeded the initial population based on solutions generated
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Figure 7.1: Evolutionary framework.

manually.

The most relevant application of seeding in the literature is Langdon [160], who employed a
seeding strategy in order to improve one aspect of a solution’s functional behaviour: its ability
to generalise. The initial population was created based on perfect individuals, where the goal of
the evolutionary run was to produce solutions that were more parsimonious and had an improved

ability to generalise.

7.3 Evolutionary Framework

An overview of our framework is given in Figure 7.1. The framework takes as input the code
of a function or program, along with an expected input distribution, and then it applies GP
to optimise one or more non-functional criteria. Note that in our experimentation, we chose
to parametrise the use of MOO and co-evolution in order to assess their impact on the ability
of the framework to optimise non-functional properties of the software. The main differences
from previous GP work are how the first generation is seeded, how the training set is used

and generated, the particular use of MOO, and the employment of simulation and models in
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If a> b then

z:=1;
else
if (b > c) then
z:=2;
else
z:=3;
end if;
end if;
return z;

Figure 7.2: The relationship between a program and the semantic test set population.
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estimating non-functional properties of individuals.

7.3.1 Seeding Strategies

Usually, in GP applications the first generation is sampled at random, for example, using Koza’s
ramped half-and-half initialisation method. Evolving faultless software from scratch with GP is
an hard task [183], but in our case we have as input the entire code of the function that we want
to optimise, and we can exploit this information.

Different seeding strategies can be designed, and this is a case of the classic “exploration
versus exploitation” trade-off that is so often an issue in heuristic search, and in particular evolu-
tionary computation. On one hand, if we over-exploit the original program we might constrain
the search in a particular sub-optimal area of the search space, i.e. the resulting programs will
be very similar to the input one. On the other hand, ignoring the input genetic material would
likely make the search too difficult. The point here is that, although we do not want a final
program that is identical to the input one, its genetic material can be used as building blocks in
evolving a better program. This has interesting implications for understanding how GP achieves
its goal: can building blocks be recombined in different ways to improve performance?

In this chapter we consider a simple strategy: given a fraction ¢ of the initial random pop-
ulation, then ¢ individuals will be replaced by a copy of the input function. The remaining

individuals are generated using a standard initialisation method.

7.3.2 Preserving Semantic Equivalence

Modifications to the input program can compromise its original semantics and our goal is to
output an improved yet semantically equivalent program. It is important that our evaluation of
individuals is effective in testing the semantics of new programs against the original. Exhaustive
testing is usually impossible, and any testing strategy is therefore open to exploitation by an
evolutionary algorithm through over-fitting.

To improve the effectiveness of our fitness evaluation method, we employ co-evolution (see
Section 2.5). Before the evolutionary algorithm begins, we first generate a large set of test cases
using a white box testing criterion [18], specifically branch coverage. This set is partitioned into
subsets, one for each branch of the program. The partitioning ensures a degree of behavioural
diversity amongst test cases.

The test set is then co-evolved as a separate population (the “training set”), from a selection

from the larger pool produced prior to evolution. This training set is also partitioned, so that it
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Figure 7.3: A Pareto front composed of five programs in objective space.

samples each branch of the original program.

At each generation, the GP individuals are tested with the test cases in the training set.
The sum of the errors from the expected results is referred to as the semantic score and is one
component of the fitness of a GP individual. Figure 7.2 illustrates the relationships between the

program and test set populations.

7.3.3 Evaluating Non-functional Criteria

To evaluate non-functional properties of individuals, a separate training set from that used to
evaluate the semantic score is employed. The set is drawn from the expected input distribution
provided to the framework, which could be based on probe measurement of software. For each
non-functional criterion, a score is calculated for GP individuals using this set. The final fitness
function of a GP individual will be composed of these scores and the semantic score. The set of
tests is resampled at the start of each generation, to prevent overfitting of non-functional fitness
for a particular set of inputs.

In this chapter, we estimate (by modelling and simulation) the number of CPU cycles con-
sumed by each individual, assuming a uniform distribution of integer inputs for the case study.
Note that this work is distinct from previous work on program compression [160] as the number
of cycles used will depend on the path taken within a program. The framework can be extended

to handle other types of non-functional criteria.

Simulation

The cycle usage of an individual can be estimated using a processor simulator and here we

have used the M5 Simulator [259], targeted for an ARM Microprocessor. The parameters of
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the simulator were left unchanged from their default values. Individuals are written out by the
framework as C Code and compiled with an ARM-Targeted GCC cross-compiler. A single
program is executed along with test code that executes the given test cases, and a total cycle
usage estimate provided.

Whilst simulation does not perfectly reflect a physical system, it is worth noting that we
are only concerned with relative accuracy between individuals, and also that the accuracy of
simulation is an issue beyond the scope of our framework: we can easily incorporate alternatives

or improvements.

Model Construction

Compiling and then testing each individual in a simulator can be computationally expensive.
In this work we have carried out a large quantity of experiments as part of the analysis of the
problem. Thus, we opted to study the approach of modelling the cycle usage as a linear model

of instructions executed:

Y =B+ bz + Boxa + ... Bpa, + €

Where Y is the estimated cycles consumed by a program, z; ... x,, are the frequencies that
each of the n instructions appear within a program, and the coefficients 3, . .. 3, are an estimate
of the cost of each instruction. e is the noise term, introduced by factors not considered by the
other components of the model. This is a simplification, because the ordering of the instruc-
tions affects the total cycles consumed due to pipelining and caching and because subsequent
compiler optimisations will be dependent on the program structure.

To use such a model, the coefficients must be estimated. We achieved this by executing
one large evolutionary run of the framework, and logging the frequencies with which each
instruction appeared in each individual, and their corresponding cycle usage. Least Squares
Linear Regression was then used to fit this model. It was possible to verify the relative accuracy
of this model for the data points used in constructing it. As we are using tournament selection,
we compared the results of using a model to carry out a tournament size 2 against the results of
using the simulator results. The model was found to be in agreement with the simulator 65% of
the time. It was not clear if this would be sufficient, and therefore the model was treated as a

parameter of our experiments.
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Using the Model

During experimentation, we execute the individuals through interpretation within the frame-
work, whilst storing a profile of the nodes visited during evaluation. This profile is then used in
conjunction with the model provided to the framework to estimate the number of the cycles the
individual would consume. Thus a combination of interpretation and model-based estimation

(or alternatively, simulation) can be used by the framework.

7.3.4 Multi-Objective Optimisation

Our framework is faced with the challenge of optimising one or more non-functional properties,
whilst retaining the correct semantics of the original program provided as input. This problem
can be formulated as MOO. We therefore adopted two approaches to combine objectives in
fitness evaluation. The first was to use a simple linear combination of the functional and non-
functional fitness measures. The second is to use the Strength Pareto Evolutionary Algorithm
Two (SPEA2) [260]. This is a popular pareto-based method that attempts to approximate the
pareto-front in objective space, as illustrated by Figure 7.3.

In Figure 7.3, it is assumed that the aim is to minimise both the non-functional property
of the software and its error, that is both fitness components are cost functions. A pareto front
would consist of the darker points, where no improvement in one objective can be made without
worsening fitness in one of the other objectives. Our framework would like to find the point P,
a program with zero error and an improved non-functional fitness.

One possible justification of using a pareto-based MOO approach is the building block hy-
pothesis often used to provide some rational for genetic recombination in evolutionary algo-
rithms. SPEA2 should find a set of programs that provide varying levels of error for different
non-functional property values. Recombination between these smaller building blocks may pro-
duce re-orderings of instructions and new combinations that provide the same functionality but
at a lower non-functional cost.

In our experimentation, we chose to make the MOO component of the framework a param-
eter, in order to establish what impact the two approaches would have on the success of the

optimisation process.
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public int triangleClassification

(int a, int b, int c) {

if (a > b) {int tmp = a; a = b; b = tmp;}
if (a > ¢) {int tmp = a; a = ¢c; c = tmp;}
if (b > ¢) {int tmp = b; b = ¢c; c = tmp;}
if (atb <= ¢)
return 1;

else {

if(a == b && b == c) return 4;

else if(a == b || b == c) return 3;

else return 2;}

Figure 7.4: 1st TC version.

7.4 Case Study

7.4.1 Software Under Analysis

In our experiments, we analysed the Triangle Classification (TC) problem [18]. We choose that
particular function because it is commonly used in the software testing literature. Given three
integers as input, the output is a number representing whether the inputs can be classified as the
sides of either an invalid, scalene, isosceles or equilateral triangle.

We used two different implementations, respectively published in [19] and [261] and ex-
pressed in Java in Figures 7.4 and 7.5 respectively. Note that their return values have been
changed to make them consistent. The two implementations are not semantically equivalent,

because they have faults related to arithmetic overflows.

7.4.2 Experimental Method

The framework was implemented in Java, and we used ECJ 16 [158] for the GP system. In
particular, we used Strongly Typed Genetic Programming [94]. All the parameters of the
framework that are not stated in chapter have the default values in ECJ, as inherited from the
koza.params parameter file.

For each TC version (V1 and V' 2) we carried out distinct experiments with two different cost
models (M1 and M?2), for a total of 4 independent sets of experiments. In one model, each GP
primitive has unitary estimated cycle cost (M 1), whereas in the second model (M 2) these costs
have been estimated by least squares regression on data collected from a run using simulator.

For each group of experiments, we performed a full factorial design [111] of 8 parameters
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public int triangleClassification
(int a, int b, int c) {
if(a<=0 || b<=0 || c<=0) return 1;
int tmp = 0;
if (a==b) tmp += 1;
if (a==c) tmp += 2;
if (b==c) tmp += 3;
if(tmp == 0) {
if ((atb<=c) || (bt+c <=a) || (atc<=b)) tmp = 1;
else tmp = 2;
return tmp;}

’

if (tmp > 3) tmp =

else if (tmp==2 && (a+c>b)) tmp

Il
w
~

4

else if (tmp==1 && (atb>c)) tmp 3;
(
(

else if (tmp==3 && (b+c>a)) tmp

1
w
~.

else tmp = 1;

return tmp;

Figure 7.5: 2nd TC version.

that we considered most important. Table 7.1 shows their high and low values. The total number
of tested configurations was 4-2% = 1024. However, the SPEA?2 archive is used only when MOO
is employed, hence 256 experiments are redundant.

The probability that a tree is not affected by either crossover or mutation is 0.1; test case
population size of 200, with an archive of 50 elements and a main pool of 2000 test cases;
the cycle score is evaluated on 100 test cases that are sample at each generation with uniform
distribution of values in {—127,...,128}.

There are 36 GP primitives: 3 input variables, 1 other integer variable, read and write of
variables, 1 variable wrapper, 10 integer constants, 5 arithmetic operators, 2 boolean constants,
8 boolean operators and 4 commands. There are 4 node return values: command, integer value,
integer variable and boolean value.

If P is the program given as output by the framework, we are interested whether P is faster
than the input program. Given an output, we validate P against an independent set of 10,000
test cases. If P fails any of those test cases, the framework has failed to produce a semantically
equivalent program, and P will be replaced by the original program. Note that passing 10,000
test cases does not guarantee the equivalence of semantics, so the output programs need to be
manually checked at the end of a run.

The performance of P is evaluated with the gain score, that is the difference of the cycle

scores of the original program and P. These cycle scores are evaluated on 100 test cases. The
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Table 7.1: Factorial design of 8 parameters. Note that P,, = 0.9 — P.and S - G = 50000
such that the total number of fitness evaluations remains constant. For the same reason, when
MOO is employed, the population is reduced by the SPEA2 archive size. If co-evolution is
not employed, the test cases are simply sampled at random at each generation. If MOO is not
employed, the semantic and the cycle scores are linearly combined, with a weight of 128 for the
semantic score. A mutation event is a single mutation from a pool of ECJ mutation operators is

applied.

Parameter Id Low Value High Value
Probability of Crossover (F.)/Mutation(F,,) X1 0.1/0.8 0.8/0.1
Population Size (S) and Generations (G) X2 50/1000 1000/50

Tournament Selection Size X3 2 7
Types of Mutations X4 1 6
Clone Proportion ¢ X5 0 1
Co-evolution Enabled X6 false true
SPEA2 MOO Used X7 false true
SPEA?2 Archive Proportion X8 % 1

faster P is, the higher gain score it will receive. If P is not correct, then the gain score is 0. It is
possible that the gain score assumes a negative value.

For each of the 1024 configurations, we ran them 100 times and recorded the gain score. For
each of the four groups of experiments we report an ANOVA analysis of the results in Table 7.2,
whereas the configurations that gives the highest single and average gain score are reported in
Table 7.3. Moreover, for each best configuration in Table 7.3 we chose the best program (out of
100 trials), and we evaluated the estimated real gain score by running it in the simulator against

the original program (on 1,000 input triplets over the expected input distribution).

7.5 Discussion

Table 7.2 demonstrates that the design decisions made in selecting each parameter value have a
significant impact (i.e. have a small p-value) on the performance improvement achieved. Only
X3, X4 and X8 are significant for only part of the experiments. All are concerned with the
amount of exploration the search performs, and it is conjectured that the significance of these

parameters will be problem-specific.
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Table 7.2: P-values of the ANOVA tests run on the four different types of experiments.

Configuration X1 X2 X3 X4 X5 X6 X7 X8
ViMl1 0.0001 O 0 0.3396 0 0 0 0
ViM2 0 0.0816 0.2707 O 0 0 0 0.8529
V2 M1 0.0026 0 0 0.2094 O 0 0 0

V2 M2 0 0 0 0 0 0 0 0.7858

Table 7.3: For each of the four configurations, the parameter settings that result in the highest

average and max gain scores are reported, as well as their best performance gains.

Config. X1 X2 X3 X4 X5 X6 X7 X8 Average Max Variance Best
VI MI 0.8/0.1 1000/50 2 6 1 true false - 1330.7 1826.0 163,700 7355
0.8/0.1 50/1000 7 1 1 true false - 1052.7 2507.0 305,100 11610
V1 M2 0.1/0.8 50/1000 7 1 1 true false - 175.8 3402.9 2,211,000 -1618
0.1/0.8 50/1000 7 6 1 true false - -1528.2 3609.5 1,991,800 -503
V2 MI 0.1/0.8 1000/50 7 6 1 true false - 570.3 1475.0 181,600 6645
0.8/0.1 50/1000 7 6 1 true false - 2374 1519.0 105,700 6645
V2 M2 0.1/0.8 1000/50 2 1 1 true true 1 393 1490.4 77,700 -2198
0.8/0.1 50/1000 7 1 1 true false - -318.0 5401.1 2,688,700 -11242

The best individual data in Table 7.3 shows that improvements were possible for both origi-
nal programs. Model 2, based on the simple linear model building approach, performed poorly:
we recommend that hand-crafted models of resource usage or full simulation should be used.

Seeding the initial population based on the original program is a useful technique that should
be used. Similarly, the application of co-evolution is an effective measure to improve perfor-
mance.

When employing GP in general, a large population for a smaller number of generations is
usually more effective than a smaller one evolved over a large number of generations, due to the
prevalent problem of bloat [236]. However, in our experiments we see exactly the opposite trend
where small populations are more successful in that they produce the largest improvements in
program speed. It would usually be expected that a higher number of generations tends to lead
to over-fitting and fewer correct programs over a succession of runs. However, the efficiency
gains are best in the very few cases in which the resulting programs are actually correct.

The fact that a pareto-based MOO approach mostly provides worse results may be due to
the fact that the programs we analysed in our case study can be optimised to some extent using
multiple mutations, and with few changes in the source code. Hence a search concentrated
around the input program gives better results, rather than spread across a range of program

shapes and sizes. It is therefore possible that pareto-based MOO will find superior solutions
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than a linear combination given more resources.
It is worth noting that for the non-binary parameters (e.g., crossover rate) we analysed only
low and high values in our experiments. The best tunings likely lie within those extremes and it

is likely that better results than in Table 7.3 could be obtained by tuning these parameters.

7.6 Limitations
Our novel framework applied to improve non-functional criteria has the following limitations:

e Software testing cannot prove that a program is faultless [18]. Because the modifications
we apply to the programs do not preserve the semantic, we cannot guarantee that the
output of our framework is semantically equivalent to the input program. Therefore, the

user has to check the output code to validate it.

e In our current prototype, the test cases to validate the semantics are generated before the
search. They are chosen based on structural criteria (e.g., branch coverage) of the input
program. But evolving programs can have different control flow and different boundary
conditions. A proper test set for the input program could not be good be for the evolving
programs. A wiser choice would be to generate new test cases at each generation. Several
different heuristics could be designed to choose for example how many new test cases to
create, when to create them, which program to use for the testing (e.g., the best in the

current population), how to choose the old test cases to discard, etc.

7.7 Conclusion

In this chapter we have presented an instance of our novel framework for improving non-
functional criteria of software. The framework has been successfully used for evolving new
correct and faster versions of the programs in our case study. Regarding the quality of the fi-
nal outcomes, the experiments also showed expected and unexpected roles of some parameter
settings.

Immediate future work is to test if these results hold for other problems. We would also like
to further investigate optimal parameter settings, in particular the cloning proportion used. Also,
alternative seeding strategies could be investigated, potentially as an opportunity to investigate

GP schema theory [236] where seeding according to schemas may have a beneficial effect.
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As already discussed, further work using MOO and extended evolutionary runs may allow

us to provide more guidance on parameter selection.
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Chapter 8

Theoretical Runtime Analysis in Search

Based Software Testing

8.1 Motivation

Although' there has been a lot of research on search based software engineering (SBSE, see
Section 2.1) in recent years, there exists few theoretical results. The only exceptions we are
aware of are on computing unique input/output sequences for finite state machines [25, 26] and
the application of the Royal Road theory to evolutionary testing [27].

To get a deeper understanding of the potential and limitations of the application of search
algorithms in software engineering, it is essential to complement the existing experimental re-
search with theoretical investigations. Runtime Analysis is an important part of this theoretical
investigation, and brings the evaluation of search algorithms closer to how algorithms are clas-
sically evaluated.

The goal of analysing the runtime of a search algorithm on a problem is to determine, via
rigorous mathematical proofs, the time the algorithm needs to find an optimal solution. In gen-
eral, the runtime depends on characteristics of the problem instance, in particular the problem
instance size. Hence, the outcome of runtime analysis is usually expressions showing how the
runtime depends on the instance size. This will be made more precise in the next sections.

The field of runtime analysis has now advanced to a point where the runtime of relatively

complex search algorithms can be analysed on classical combinatorial optimisation problems

IPart of the work presented in this chapter has been done in collaboration with Dr. Per Kristian Lehre, a
Research Fellow at the University of Birmingham and colleague on the SEBASE project. Most of the theoretical

work on (1+1) EA was made by him.
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[28]. We advocate that this type of analysis in SBSE will be helpful to get insight on how
search algorithms behave in the software engineering domain. The final aim in the long term is
to exploit the gained knowledge to design more efficient algorithms.

In this chapter we review runtime analysis and we explain how it can be applied to SBSE.
We start our analysis on software testing because this is the most studied sub-field of SBSE. In
particular, we focus on branch coverage in white box testing [18].

There can be at least two main directions of research:

e Runtime can be studied on different types of predicates, relations among the input vari-
ables, different structures of the control flow graph, etc. The resulting theorems would
hence be used as basic building blocks to calculate the runtime of the classes of software
that can be built with these blocks. The applicability of the results would be very wide,
because we would have precise runtime for an infinite number of software. This type of
analysis would help to understand which are the properties of software that make hard the
search for test data. Unfortunately, proving that a software has some particular properties

(for which we could have precise runtimes) would be hard in general.

e Runtime can be theoretically calculated on specific software that are commonly used in
literature, like for example the Space program [262, 45] and Java containers [129, 130].
Because they are widely used, it would be helpful to get stronger theoretical results about
them. A better understanding of how search algorithms behave on these problems would
help to make more precise and rigorous comparisons in empirical validations of novel
techniques against common search algorithms. Theorems on specific software would
not be applicable to other case studies. However, there is similar issue of generalisation
in empirical studies, because behaviour of search algorithms is strongly dependent on
the tackled instances of the problem. Empirical studies are more easy to carry out than
theoretical analysis, hence larger case studies would lead to more generalisable results.
But once a precise theoretical analysis is given for a testing problem, that would be a
rigorous and exact result that can be reused each time that testing problem is used in an

empirical study.

In this chapter we focus on the second direction of research. In fact, we believe that for
the first step it is more appropriate to get theoretically results on well known testing problems.
General results following the first direction of research that we obtained can be found in [3], but

they are not discussed in this thesis.
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We study the runtime of five different search algorithms on test data generation for branch
coverage of the Triangle Classification (TC) problem [18]. We chose TC because it is the
most famous problem in software testing and it is amenable to rigorous mathematical treatment
without being distracted by too many details. The search algorithms considered for the analyses
are: RS, HC, AVM, (1+1) EA and GAs (see Section 2.3).

In search based white box testing, in the case of branch coverage, it is common to tackle
each different branch separately. In other words, there will be a separate search for each branch.
However, analyses on the dependency graph can be used to choose only a sub-set of branches.
In fact, the execution of a particular branch might imply the execution of others. In such a
case, a successful search for covering that branch necessarily implies the coverage of others,
hence they do not need separated searches. In some frameworks, the solutions found so far
are exploited (e.g., smart seeding strategies) to guide the search of the remaining uncovered
branches. However, for the sake of simplicity, we consider each branch as an independent
search problem. Because there is a constant number of branches, the asymptotic runtime of a
search algorithm is determined only by the most expensive branch.

We start our analysis with an empirical study on each branch of TC. We then carry out a
theoretical study for RS on each of the 12 branches. On the branch that seems the most difficult
to cover (branch / Dg, see Figure 8.1 in Section 8.3), we make a theoretical runtime analysis of
HC, AVM and (1+1) EA. The analysis shows that AVM has the lowest runtime on this branch.

Any empirical analysis on randomised algorithms is subject to stochastic variations. Further-
more, the branches that are easy for RS may not be necessarily easy for other search algorithms.
Therefore, we make a theoretical study of AVM also on all the other 11 branches to confirm that
it is actually the fastest. In fact, the runtime of AVM on the branch for which it has maximal
runtime, is lower than the maximal runtime of any of the other analysed search algorithms.

For HC and (1+1) EA, we also theoretically analyse their runtime on a simple branch (i.e.,
branch /D,). For each considered search algorithm, for branch I Dg we theoretically study
different fitness functions, and what is the expected number of steps that these algorithms make
at most.

The main contributions of this chapter are:

e As far as we know, this is the first extensive work on runtime analyses of search algorithms
applied to search based software testing. Although the presented theorems are specific to
a particular case study, the methodology to obtain these results can be used in general to

other SBSE problems.
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e TC is the most famous and used case study in the literature of software testing. We
provide a rigorous theoretical analysis of this testing problem. The obtained results can
be used in any future empirical study in which this case study is employed. For example,
if a newly designed algorithm empirically seems faster than AVM on TC, then there is no

need to compare it against RS, HC and (1+1) EA on TC.

e Often the TC problem is used as an example to show the limitations of RS and hence to
validate the study of more complex search algorithms. However, we have proved that RS

is not the worst on at least one of the branches of TC.

e We prove that there exists at least one search algorithm (i.e., AVM) that has a runtime

complexity that is strictly better than that of RS on at least one testing problem (i.e, TC).

e We prove that some search algorithms have a high probability of finding an optimal solu-

tion in reasonable time (a more precise description is given in the following sections).

e Algorithms that seem to perform poorly, in comparison with others, might perform much
better when the size of the problem increases (i.e., they might scale up better). We prove

that this is in fact the case for a non-trivial case in the software testing domain.

The chapter is organised as follows. Section 8.2 gives background about runtime analysis.
Section 8.3 describes in detail the TC problem, whereas Section 8.4 describes the five differ-
ent search algorithms applied to find test data for TC. Empirical studies follow in Section 8.5,
whereas theoretical analyses are presented in Section 8.6. The obtained results and their impli-

cations are discussed in Section 8.7. Finally, Section 8.8 concludes the chapter.

8.2 Runtime Analysis

Evolutionary algorithms and other randomised search heuristics are attractive due to their versa-
tility. However, in contrast to many problem specific algorithms, it can be notoriously difficult
to establish exactly how these algorithms work, and why they sometimes fail. Empirical inves-
tigations can be costly and do not always yield the desired level of information needed to make
the right choice of heuristic and corresponding parameter setting at hand.

To put the application of search heuristics in software engineering and other domains on a
firmer ground, it is desirable to construct a theory which can explain the basic principles of the
heuristics and possibly provide guidelines for developing new and improved algorithms. Such a

theory should preferably be valid without making simplifying assumptions about the algorithms
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or problems, e.g. assuming that the EA has infinite population size, or ignoring the stochastic
nature of these algorithms.

When studying a particular search heuristic, it is important that one makes clear what class
of problems one has in mind. One can say very little about the advantages and disadvantages of
a heuristic without making any assumption about the problem [108].

For a given heuristic and problem class, an initial theoretical question to ask, is whether
the heuristic will ever find a solution, if it is allowed unlimited time. This type of questions
falls within the realms of convergence analysis, which is a well-developed area [263]. There
exist simple conditions on the underlying Markov chain of a search heuristic that guarantee
convergence in finite time. These conditions often hold for the popular heuristics [263]. Note
that convergence itself gives very little information about whether an algorithm is practically
useful, because no limits are put on the amount of resources the algorithm uses.

In this chapter, we are concerned with the harder question of determining how long the
heuristic needs to find the solution. In line with the analysis of classical algorithms [180], we
will seek to find a relationship between the size of a problem and the number of basic steps
needed to find the solution.

To make the notion of runtime precise, it is necessary to define time and size. We defer the
discussion on how to define problem instance size for software testing to Section 8.3, and define
time first.

Time can be measured as the number of basic operations in the search heuristic. Usually,
the most time-consuming operation in an iteration of a search algorithm is the evaluation of the
cost function. We therefore adopt the black-box scenario [264], in which time is measured as

the number of times the algorithm evaluates the cost function.

Definition 8.2.1 (Runtime [265, 266]). Given a class F of cost functions f; : S; — R, the

runtime T’y #(n) of a search algorithm A is defined as
Tar(n) =max{Tas | f e Fwithl((f)=n},

where (( f) is the problem instance size, and T4 ; is the number of times algorithm A evaluates

the cost function f until the optimal value of f is evaluated for the first time.

A typical search algorithm A is randomised. Hence, the corresponding runtime 7’4 z(n)
will be a random variable. The runtime analysis will therefore seek to estimate properties of the
distribution of random variable T’y #(n), in particular the expected runtime E [T4 r(n)] and the

success probability Pr [Ty £(n) < t(n)] for a given time bound ¢(n).
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The last decades of research in the area show that it is important to apply appropriate math-
ematical techniques to get good results [267]. Initial studies of exact Markov chain models of
search heuristics were not fruitful, except for the the simplest cases.

A more successful and particularly versatile technique has been so-called drift analysis
[266, 268], where one introduces a potential function which measures the distance from any
search point to the global optimum. By estimating the expected one-step drift towards the op-
timum with respect to the potential function, one can deduce expected runtime and success
probability. Finding the right potential function can sometimes be a challenge, and, as in the
case of Definition A.4.1 in Appendix A.4.6, can be considerably different from the objective
function.

In addition to drift analysis, the wide range of techniques used in the study of randomised
algorithms [269], in particular Chernoff bounds, have proved useful also for evolutionary algo-
rithms.

Initial studies of runtime were concerned with simple EAs like the (1+1) EA on artificial
pseudo-boolean functions [270, 265, 271]. These studies established fundamental facts about
the (1+1) EA, e.g. that it can optimise any linear function in O(nlogn) expected time [265],
that quadratic functions with negative weights are hard [271], that the hardest functions require
©(n™) iterations [265] and, in contrast to commonly held belief, that not all unimodal functions
are easy [270].

The understanding of the runtime of search heuristics were expanded in several directions,
by analysing more complex algorithms, by considering a wider range of problems, and by con-
sidering different problem settings, e.g. multi-objective optimisation [272], co-evolutionary
optimisation and optimisation in continuous domains [273].

Runtime analysis on artificial functions has provided a better understanding of fundamental
aspects of EAs, e.g. under which conditions algorithmic parameters play a particularly impor-
tant role, e.g. the crossover operator [274, 275], populations in single [276] and multi-objective
optimisation [277], and diversity mechanisms [278]. Furthermore, the analysis of a wide range
of search heuristics, including ant colony optimisation [279] and particle swarm optimisation
[280] has been initiated on pseudo-boolean functions.

The analysis of search heuristics expanded to classical combinatorial optimisation problems,
and many of these results are covered in the survey [28]. Initially, combinatorial optimisation
problems in P were analysed [281, 282, 283, 284]. Giel et al. showed that although the runtime
of (1+1) EA is in general exponential, the EA is a polynomial-time randomised approxima-

tion scheme (PRAS) for the problem [281]. Other problems analysed include sorting [282],
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minimum spanning tree [283] and Eulerian cycle [284].

It is unrealistic to hope that the expected runtime of any search heuristics on the worst case
instances of A/P-hard problems is anything less than exponential. Instead, one can focus on
analysing the runtime on interesting sub-classes of the problem, e.g. the vertex cover problem
[285], on the average case runtime over the set of instances, or the approximation quality that
can be obtained by the algorithm in polynomial time. There exists relatively few results in this
area, however it is worth noting the average case analysis by Witt of (1+1) EA on the partition
problem [286].

Runtime analysis is practically unexplored within search based software engineering. This
might be due to the fact that many of these problems have been outside the reach of the analysis
techniques available, partly because many software engineering problems are A/P-hard [21].

Lehre and Yao considered conformance testing of finite state machines, and analysed the
runtime of (1+1) EA on the problem of computing unique input output sequences [25]. The-
oretical runtime results confirmed existing experimental results [287, 69] that EAs can outper-
form random search on the UIO problem, showing that the expected running time of (1+1) EA
on a counting FSM instance class is O(n logn), while random search needs exponential time
[25]. The UIO problem is A/P-hard [288], so one can expect that there exist EA-hard instance
classes. It has been proved that a combination lock FSM is hard for the (1+1) EA [25]. To
reliably apply EAs to the UIO problem, it is necessary to distinguish easy from hard instances.
Theoretical results indicate that there is no sharp boundary between these categories in terms
of runtime. For any polynomial n*, there exist UIO instance classes where the (1+1) EA has
running time ©(n*) [25].

Recent work has investigated the impact on runtime of the acceptance criterion in (1+1) EA
and the crossover operator in (u+1) SSGA when computing UIOs from FSMs [26]. The results
show some instance classes where the right choice of acceptance criterion is essential. Further-
more, the results point out cases where crossover and a large population are essential for (u+1)

SSGA to compute the UIO in polynomial time [26].

8.3 Triangle Classification Problem

TC 1s the most famous problem in software testing. It opens the classic 1979 book of Myers [18],
and has been used and studied since early 70s (e.g., [289, 290, 199]). However, the true origin
of TC is not completely clear [291]. At any rate, TC is still widely used in many publications
(e.g., [141, 46, 19, 292, 261, 115]).
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We use the implementation for the TC problem that was published in the survey by McMinn
[19] (see Figure 8.1). Some slight modifications to the program have been introduced for clarity.

A solution to the testing problem is represented as a vector [ = (z,y,z) of three integer
variables. We call (a,b,c) the permutation in ascending order of /. For example, if [ = (3,5,1),
then (a,b,c) = (1,3,5).

There is the problem to define what is the size of an instance for TC. In fact, the goal of
runtime analysis is not about calculating the exact number of steps required for finding a solu-
tion. On the other hand, the runtime complexity of an algorithm gives us insight of scalability
of the search algorithm. The problem is that TC takes as input a fixed number of variables, and
the structure of its source code does not change. Hence, what is the size in TC? We chose to
consider the range for the input variables for the size of TC. In fact, it is a common practise in
software testing to put constraints on the values of the input variables to reduce the search effort.
For example, if a function takes as input 32 bit integers, instead of doing a search through over
four billion values, a range like {0, ...,1000} might be considered for speeding up the search.

Although limits on the input variables are common in software testing, there is usually no
guarantee that there exists a global optimum within those limits. However, the increase in
runtime for a given increase in variable range, gives useful information. For example, what are
the consequences of choosing a too wide range?

Limits on the input variables are always present in the form of bit representation size. For
example, the same piece of code might be either run on machine that has 8 bit integers or on
another that uses 32 bits. What will happen if we want to do a search for test data on the same
code that runs on a 64 bit machine? Therefore, using the range of the input variables as the size
of the problem seems an appropriate choice.

In our analyses, the size n of the problem defines the range R = {—n/2+ 1,...,n/2} in
which the variables in [ can be chosen (i.e., x,y,z € R). Hence, the search space S is defined
as S = {(z,y,2)|7r,y,2 € R}, and it is composed of n® elements. Without loss of generality
n is even and multiple of 4. To obtain full coverage, it is necessary that n > 8, otherwise the
branch regarding the classification as scalene will never be covered. Note that one can consider
different types of R (e.g., R = {0,...,n}), and each type may lead to different behaviours
of the search algorithms. We based our choice on what is commonly used in literature. For
simplicity and without loss of generality, search algorithms are allowed to generate solutions
outside S. In fact, R is mainly used when random solutions need to be initialised.

The search space is composed of n3 elements. However, instead of considering n, we could

use ¢ with 2971 < n < 29, where ¢ represents the max number of bits allowed for the input
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variables. In that case, the search space would be large 2%¢. In our analyses, we prefer to
consider n instead of ¢ because we think it is clearer.

The employed fitness function f is the commonly used approach level A plus the branch
distance 0 (see Section 2.2). If a search algorithm uses the fitness values only for direct com-
parisons (as is the case for all the search algorithms described in this chapter), the choice of the
normalising function w does not have any effect besides its computational cost. An example,
for which this would not apply, is the use of “Fitness Proportional Selection” in GAs.

Having ¢ > 0 and v > 0, the fitness functions for the 12 branches (i.e., f; is the fitness
function for branch 7 D;) are shown in Figure 8.2. Note that the branch distance depends on
the status of the computation (e.g., the values of the local variables) when the predicates are
evaluated. For simplicity, in an equivalent way we show the fitness functions based only on the

inputs /.

8.4 Analysed Search Algorithms

To simplify the writing of the search algorithm implementations, and for making them more
readable, they are not presented in their general form. Instead, they are specialised in working
on vector solutions of length three. The general versions, that consider this length as a problem
parameter, would have the same computational behaviour in terms of evaluated solutions.

The runtime of the algorithm is defined as the number of iterations until the optimum has
been found for the first time. Therefore the termination criterion is left unspecified to simplify
the description of the algorithms.

See Section 2.3 for a general description of the following employed search algorithms.

8.4.1 Random Search

It is important not to confuse RS in white box testing with random testing. In random testing,
in fact, random points (i.e., test cases) are sampled, and these will compose the final test suite.
On the other hand, in our case we use RS to find and choose test cases for getting the highest
possible branch coverage.

Because RS does not exploit any gradient in the objective function, there is no difference in

using the branch distance or not in the fitness function.

Definition 8.4.1 (Random Search (RS)).
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1: int tri_type(int x, int y, int z) {
2 int type;
3: int a=x, b=y, c=z;
4. if (x > vy) { /~ ID_0 =/
5: int t = a; a = Db; b = t;
6: } else { /* ID_1 */}
7 if (a > z) { /x ID_2 «/
8: int t = a; a = ¢; ¢ = t;
9: } else { /+ ID_3 «/}
10: if (b > ¢c) { /+ ID_4 «/
11: int t = b; b =c¢; ¢ = t;
12: } else { /% ID_5 */}
13: if (a + b <= c¢c) { /* ID_6 =/
14: type = NOT_A_TRIANGLE;
15: } else { /% ID_7 */
16: type = SCALENE;
17: if (a == b && b == ¢c) {
18: /* ID_8 */
19: type = EQUILATERAL;
20: } else /x ID_9 «/
21: if (a == [l b == c) {
22 /+ ID_10 =/
23: type = ISOSCELES;
24 } else {/* ID_11 =x/}
25: }
26: return type;
27: }

Figure 8.1: Triangle Classification (TC) program, adapted from [19]. Each branch is tagged

with a unique ID.
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froI) =

fua() =

0 ife >y,
w(ly — x|+ ) otherwise .

0 ife <wy,
w(lz —y| 4+ ) otherwise .

0 if min(z,y) > z,
w(|z — min(z,y)| + v)  otherwise .

0 if min(z,y) < z,

w(| min(xz,y) — z| + )  otherwise .

0 if max(z,y) > max(z,(min(z,y))),

w(| max(z,(min(z,y))) — max(x,y)| + )  otherwise .

0 if max(z,y) < max(z,(min(z,y))),

w(| max(xz,y) — max(z,(min(x,y)))| + )  otherwise .

0 ifa+b<c,
w(|(a+b) —c|+~) otherwise .

0 ifa+b>c,
w(]le — (a+b)| +~) otherwise .

¢+ fr(D) ifa+b<ec,
0 ifa==bAb==cAa+b>c,

w(la —b] +|b—c|+2y) otherwise .

¢+ fr(I) fa+b<ec,

0 if(a#bVb#c)ANa+b>c,

w(2v) otherwise .

2¢ + fr(I) ifa+b<c,

¢+ foI) ifa ==bAb==cAa+b>c,

0 if(aZbVb#c)Aa+b>cA(a==bVb==c),

w(min(|la — b| + v,|b — ¢| +~))  otherwise .

20+ f7(I) ifa+b<c,

¢+ fo(d) ifa==bAb==cAa+b>c,
0 ifaZbAb#cAa+b>c,
w(y) otherwise .

Figure 8.2: Fitness functions f; for all the branches I D; of TC. The constants ( and y are both

positive, and 0 < w(h) < ( for any h.
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while termination criterion not met

Choose I uniformly from S.

8.4.2 Hill Climbing

Given that the solution is a vector of integers (of length three in our particular case), an appro-

priate neighbourhood for solution /; is the set of solutions:

Nd([z) :{Il—i—d\dEDandIdeES},

where D := {(£1,0,0),(0, + 1,0),(0,0, &= 1) }.

A random restart is a common choice, and we use it for the HC that we analyse. Regarding
the strategy 1, we do not need to define one. In fact, the following theoretical analyses of HC are
valid for all strategies satisfying the following constraint: unless a new better solution is found,
each neighbour solution will be visited in at most a constant number of iterations (assuming
that the neighbourhood size is constant). The implication is very straightforward: if the current
point /; is neither a local or global optimum, then a better solution will be found in at most a
constant number of iterations. Note that this constraint is very common, and most of the HC
variants satisfy it. For the empirical study, we chose a simple strategy i) that moves each time

to the first better solution it finds.
Definition 8.4.2 (Hill Climbing (HC)).

while termination criterion not met
Choose I uniformly at random from S.
while [ not a local optimum in N(I),
Choose I' from N (I) according to strategy 1
if f(I') < f(I), then
I1:=1T.

8.4.3 Alternating Variable Method

In the employed AVM, small changes are done by adding +1 to the integer input variables. The

bigger steps are done by doubling each time the current increment.

Definition 8.4.3 (Alternating Variable Method (AVM)).
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while termination criterion not met
Choose I uniformly in S.
while [ improved in last 3 loops
1 := current loop index.
Choose T; € {(1,0,0),(0,1,0),(0,0,1)} such that
T; # Tioy NT; # Tis.
found := true.
while found
ford:=1landd .= —1
found := exploratory_search(T;,d,I).
if found, then
pattern_search(T;,d,I)

Definition 8.4.4 (exploratory_search(T;,d,I)).

I' =1+ dT;.
if f(I') > f(I), then
return false.
else
I1:=1T.

return true.

Definition 8.4.5 (pattern_search(T;,d,I)).
k= 2.
I := 1+ kdT;.
while f(I') < f(I)
I:=1T.
k = 2k.
I := 1+ kdT;.

8.4.4 (1+1) Evolutionary Algorithm

Runtime analysis of evolutionary algorithms is difficult and only recently have rigorous results

become available. When initiating the analysis in a new problem domain, it is an important

161



first step to analyse a simple algorithm like the (1+1) EA. Without understanding the behaviour
of such a simple algorithm in the new domain, it is difficult to understand the behaviour of
more complex EAs, e.g. those EAs that use a population and crossover. Although the (1+1)
EA is relatively simple compared to other evolutionary algorithms, recent research has shown
that this algorithm is surprisingly efficient on a wide range of useful problems [28], including

sorting [282], minimum spanning tree [283] and Eulerian cycle [284].
Definition 8.4.6 ((1+1) EA).

Choose x uniformly from {0,1}".

Repeat
=
Flip each bit of x’ with probability 1/n.
If f(«') = f(x),

then z .= 7.

8.4.5 Genetic Algorithms

In our analyses, we used a simple steady state implementation (SSGA) of GAs.
Definition 8.4.7 ((u+1) Steady State Genetic Algorithm (SSGA)).

Sample a population P of | points u.a.r. from S.
repeat
with probability p.(n),
Sample x and y u.a.r. from P.
(2',y") := one point crossover(x,y).
if max{f(z'),f(y)} = max{f(z),f(y)}
then x := 2’ and y .= v/.
otherwise
Sample x u.a.r. from P.
Flip each bit of x’ with probability 1/((x").
if () > f(2)

then z := 2.
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8.5 Empirical Study

Comparing theoretical analyses against empirical ones is useful to see which different types of
information they can give.

We ran each search algorithm on each branch of TC for the following values of n:
n € {16,32,64,128,256,512,1024} .

For each size of n, we ran 30 trials (with different random seeds) and recorded the number of
fitness evaluations done before reaching a global optimum. We used the fitness functions in
Figure 8.2. We also ran experiments with only the approach level, i.e. without using the branch
distance.

Following [293], for each setting of algorithm and problem instance size, we fitted different
models to the observed runtimes using non-linear regression with the Gauss-Newton algorithm.
Each model corresponds to a one term expression p - t(n) of the runtime, where the model
parameter p corresponds to the constant to be estimated. The residual sum of squares of each
fitted model was calculated to identify the model which corresponds best with the observed
runtimes. This methodology was implemented in the statistical tool R [294]. Ten different
runtime models were considered (shown in Table 8.1). Note that the ten models were chosen
before the theoretical investigation was started, and that choice was made based on what we
thought would be appropriate.

The models with lowest error are shown in Table 8.2. The branch that seems most difficult
to cover is the one related to the classification as equilateral, i.e. I Dy.

To study the effect that the size of data has on the accuracy of the models, we carried out an-
other set of experiments. We used a size set S = {16,32,64,128,256,512,1024,2048,4096,8192},
and we run experiments with different ordered subsets of .S (8 in total), as for example {16,32,64},

.., {16, ...,8192}. For each size in S we run 30 trials. Table 8.3 shows the results for branch
I Dg. The fitness function uses the branch distance.

At any rate, this type of empirical analysis has the following limitations:

e Although more experimental data could lead to infer the right models, it is a priori dif-
ficult to estimate how much data is needed for obtaining them. Moreover, experiments
might be computationally expensive, hence it might be not possible to obtain the right

amount of data.

e If an algorithm has high complexity (e.g., ©(2") or ©(n®)), only experiments with low

values of n can be carried out. This limits the accuracy of the model (e.g., there might be
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Table 8.1: Models used for the non-linear regression. The constant p is the model parameter

that is estimated with the regression.

Runtime models

p-l
-log(n)
-log(n)?

n

)

-nlog(n)
-nlog(n)?
. n2
-n%log(n)
-n%log(n)?

.n3

"D DY D™D Y Y ™ ™

not much difference between n° and n log(n)?).

e When we try to fit a set of models, the correct one might not be necessarily among them.

8.6 Theoretical Analysis

For RS and AVM we studied the runtime on each target branch. For HM and (1+1) EA, we
only focused on branches / Dg and 1 D,. We have not formally analysed the runtime of SSGA,
although we carried out empirical experiments for sake of comparison.

For fitness function fg, in Figures 8.3 and 8.4 we show 3D graphs of the fitness landscape
with variable z fixed to n/4 and —n /4 respectively. The value of n is 24. Because the use of
a normalising function w would make difficult to visualise the difference between the fitness
values of the solutions, we do not use a normalising function. Instead, to draw the fitness
landscape of fs we use w(h) = h, and then we choose ( = 2n high enough to guarantee that
higher approach levels give worse fitness values. The value of v is 1. Note that in Figure 8.3
there are small plateaus that correspond to the cases when a + b > c and the value of b is
modified.
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Table 8.2: Result of the empirical study. Each branch has an ID based on its order in the code.

For each branch, there are shown the results whether the branch distance was used (T) or not

(F).

Branch ID Branch Distance RS HC AVM (1+1) EA (n+1) SSGA
IDg T 2.2000 0.9497 log(n)? 0.4558 log(n) 1.1470 log(n) 2.0480

F 2.2380 7.8480 8.0810 1.3270 log(n) 2.0520
ID; T 1.9570 0.0173 nlog(n) 0.5796 log(n) 5.5710 1.9050

F 1.8190 7.6380 0.9658 log(n) 1.0750 log(n) 1.9570
ID, T 3.2140 0.0008 n? 1.1690 log(n) 10.6100 3.3430

F 3.2480 15.0100 12.6400 2.0560 log(n) 3.3950
IDs T 1.4100 0.1435 n 0.4358 log(n) 3.5670 1.5330

F 1.5570 4.5140 0.5952 log(n) 0.5458 log(n) 1.4330
IDy T 1.4860 0.0018 nlog(n)? 0.4037 log(n) 0.5677 log(n) 1.5240

F 1.4430 4.2190 4.7520 3.8190 1.5330
IDs T 0.3781 log(n) 0.0315 nlog(n) 0.9759 log(n) 12.3300 3.1140

F 2.7480 14.1900 1.6010 log(n) 1.6730 log(n) 2.6670
IDg T 1.0710 0.0126 n 1.2430 1.1240 1.0480

F 1.0810 1.2670 1.2430 0.1790 log(n) 1.0670
ID7 T 15.4000 0.9594 n 4.4670 log(n) 2.1370 log(n)? 30.5600

F 17.7400 95.5200 98.7700 10.6500 log(n) 48.9400
IDg T 0.2476 n? log(n) 1.3670 n 6.8240 log(n) 5364.0000 n 37.3000 log(n)?

F 2.4110 n? 0.0235 n?log(n)? 1.7690 n? 0.0319 n? log(n) 0.4475 n?
IDg T 15.8300 0.1025 nlog(n) 4.8760 log(n) 13.5100 log(n) 37.2200

F 14.2300 91.7200 93.7400 70.4400 40.9000
IDyg T 1.7310 n 1.1090 n 4.8320 log(n) 0.4556 n 5.6970 log(n)?

F 0.2525 n log(n) 3.8490 n 4.5880 n 3.4860 log(n)? 1.0800 n
ID1, T 17.5900 2.8810 n 31.8500 14.4700 log(n) 41.4700

F 19.1600 110.8000 105.6000 79.3500 45.8000

Table 8.3: Result of experiments for branch I Dg. Data were collected with different values of

n.
Maxn | RS HC AVM (1+1) EA (u+1) SSGA
16 1.8970 n log(n)? 1.8390 n 7.4300 log(n) 0.1839 n?log(n) 3.9180 nlog(n)
32 1.8970 n log(n)? 1.8390 n 7.4300 log(n) 0.1839 n2log(n) 3.9180 nlog(n)
64 0.0696 n2 log(n)? 1.6050 n 33.7400 0.1478 n3 21.3400 log(n)?
128 2.5960 n> 1.6400 n, 6.5310 log(n) 0.2961 n? log(n)? 24.5100 log(n)?
256 2.2170 n? 1.6680 n 6.2120 log(n) 14.1200 n? 10.3500 n
512 2.0150 n? 1.5510 n 6.3620 log(n) 57.4300 n log(n)? 35.0800 log(n)?
1024 1.9560 n? 1.5240 n 6.4170 log(n) 8.2890 n? 40.7100 log(n)?
2048 0.0218 n? log(n)? 0.1559 n log(n) 6.6250 log(n) 682.0000 n log(n) 4.2890 n
4096 2.1580 n? 1.6950 n 6.9210 log(n)  6025.0000 n 0.0025 n?
8192 2.2910 n? 1.6920 n 7.2870 log(n)  6279.0000 n 116.7000 log(n)?
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For branch I Dg, when the branch distance is not used, the fitness function is:

2¢ ifa+b<c,
f)=40 ifa=bAb=cAa+b>c and (8.1)

1¢ otherwise .

The proofs of the following theorems (plus some other minor theorems) can be found in
Appendix A.4.

Theorem 8.6.1. The expected time for RS to find an optimal solution to objective function fg is
2n? = ©(n?) and for objective function fyg it is ©(n). For all the other branches, the expected
time is O(1).

Theorem 8.6.2. The expected time for RS to find an optimal solution to objective function fg

when the branch distance is not used (i.e., Equation 8.1) is 2n* = ©(n?).

Theorem 8.6.3. The expected time for HC with neighbourhood Ny to find an optimal solution
to objective function fg is O(n).

Theorem 8.6.4. The expected time for HC with neighbourhood Ny to find an optimal solution

to objective function fs when the branch distance is not used (i.e., Equation 8.1) is ©(n?).

Theorem 8.6.5. The expected time for HC with neighbourhood Ny to find an optimal solution
to objective function fy is O(n).

Theorem 8.6.6. The expected time for AVM to find an optimal solution to any of the branches
of TC is O((logn)?).

Theorem 8.6.7. The probability that AVM has found an optimal solution to objective function

fs within k - n - (logn)? iterations is exponentially large 1 — e=*'"), where k is a constant.

Theorem 8.6.8. The expected time for AVM to find an optimal solution to objective function fg

when the branch distance is not used (i.e., Equation 8.1) is ©(n?).

Theorem 8.6.9. The expected running time of (1+1) EA on objective function fg with integers

in the interval [0,n) represented in binary is ©((log, n)).

Theorem 8.6.10. The expected runtime of (1+1) EA using either branch distance and approach
level (i.e. objective function fy), or only approach level with integers in the interval [0,n) on the

covering of branch I Dy is ©(log, n).
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8.7 Discussion

Table 8.4 summarises the empirical results and the theoretical ones for branches I Dg and I D,
(more details in Appendix A.4).

For branch I Dg, the theoretical analyses show that RS has the worst runtime, whereas AVM
has the best. Not only can AVM find a solution in an efficient way, but we also proved that it has
an extremely low probability of not finding an optimal solution in a reasonable time (Theorem
8.6.7). In other words, it is very unlikely that AVM will run for a long time (depending on n)
without finding an optimal solution. This is an important result which cannot be obtained with
empirical studies. In fact, given any number k of experiments, we can say only little about the
worst case scenario, and how often it happens. For example, the experiments might show a low
runtime, although actually it can happen that with a small probability the runtime is enormous
(and hence in average the runtime is enormous), but k£ was not large enough to show it.

We proved that the runtime of AVM is O(log(n)?) on all the branches of TC (Theorem
8.6.6). This is necessary and sufficient to state that AVM has the best runtime among the anal-
ysed search algorithms because all the other heuristics have a strictly worse runtime on at least
one branch of TC.

It is not a surprise that AVM has the best runtime. The fitness landscape is relatively simple
even for the most difficult branch I Dg. The big jumps of the pattern search quickly bring AVM
to a global optimum. AVM avoids the local optima that exist in this problem through restarts.
This is particularly helpful when the local optima are far from the global optima, as is the case
on this problem. Although the search landscape can be considered easy, analysing the actual
behaviour of search algorithms on this landscape is far from been trivial.

The empirical results in Table 8.3 show that, even with low values of n, most of the time the
correct runtimes for RS, HC and AVM are correctly inferred by the regression analysis. On the
other hand, the empirically estimated runtime for (1+1) EA in Table 8.3 is incorrect because the
correct model was not used for the regression.

We proved that (1+1) EA on target I Dg has a runtime of ©((log n)®) (Theorem 8.6.9). That
was a surprise for us, because we were expecting something similar to the runtime of either
AVM or HC. Although the empirical results in Table 8.3 clearly show that (1+1) EA is much
slower than HC for low values of n, the asymptotic runtime of (1+1) EA is strictly better.
In other words, (1+1) EA is faster than HC for large values of n. If we do not consider the
constants, it will happen for values n for which n > (logn)? is true, i.e. for n > 5 - 10°.

In our experiments we tested till n = 8192, and the performances of (1+1) EA for that value
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(and below) are poor because (log 8192)° = 371293, which is much higher than 8192. This is
a clear example of an algorithm that empirically seems to perform relatively poorly compared
with another algorithm, but actually has better scalability.

Because the first regression analysis on target / Dg did not include the correct runtime model
for (1+1) EA, supplemental regression analysis was carried out with the following large set of
models pn'log(n)?, where t € {0,1,2} and v € {0, ...,10}. The results are shown in Table 8.5.
Unfortunately, the correct model could still not be inferred from the empirical results. More
runs and empirical data is needed.

SSGA was not analysed theoretically. It would be difficult to estimate a runtime for this
algorithm based on the empirical results in Table 8.3. In fact, with size till 1024 the empirically
estimated runtime is plog(n)?, but if we add 30 new points obtained with size 2048, then the
inferred model is pn. Adding another set of experiments (i.e., 30 points with size 4096) changes
the estimated model to pn?, and then again to plog(n)? when we consider size 8192. It is
unclear what model would be inferred with further empirical data on even larger instance sizes.
In general, we cannot answer this question with empirical studies, because for each tested size
there will be always a bigger one that we have not tested. Moreover, as was the case for (1+1)
EA, the correct runtime model may not be among those that were tested.

By Theorem 8.6.1, RS is very efficient (i.e., ©(1)) for most of the branches. It is only for
I Dy that it gets the runtime ©(n?). For branch I Dy it has the runtime ©(n), which is equal with
the overall runtime of HC (assuming that HC has not worse runtime on the other 10 branches
besides /D, and I Dg that we have not theoretically analysed). This is very important to keep
in mind. In fact, when we test software, not all of the testing tasks are necessarily difficult to
carry out. Some of them can be easy. We need sophisticated techniques only for the difficult
testing problems, because on simple problems they can give worse results. Because a priori it
is very difficult to understand whether a problem is either easy or difficult, hybrid strategies are
required. For example, doing random testing before applying more sophisticated techniques is
likely a wise choice.

Branch distance has been designed to improve the performance of search algorithms. When
we do not use the branch distance in the fitness function (e.g., as in Equation 8.1), the search
practically degenerates to random search. Counterintuitively, as we explained, on easy instances

that can even produce better results.
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Table 8.4: Summary of the empirically (Emp.) and theoretically (Th.) obtained runtimes for

target branches I Dg and I D,. BD stands for “Branch Distance”.

Target Branch ~ BD RS HC AVM (1+1) EA (u+1) SSGA
Emp. Th. Emp. Th. Emp. Th. Emp. Th. Emp. Th.
IDg T pn?log(n)  ©(n?) pn O(n) plog(n)  O(log(n)?)  pn O(log(n)®)  plog(n)? -
F pn? e(n?)  pn?log(n)? ©(n?)  pn? o(n?) pn?log(n) - pn?
IDg T p o(1) plog(n)? O(n) plog(n)  ©(log(n)) plog(n) ©(log(n)) P -

Table 8.5: Result of experiments for branch target / Dg with a larger set of models. Data were

collected with different values of n.

Maxn | (1 + 1)EA
16 0.0120 log(n)?
32 0.0120 log(n)?
64 | 0.0000 n?log(n)°
128 0.0023 nlog(n)”
256 | 0.0009 log(n)'
512 | 0.0063 log(n)?
1024 | 0.0839 nlog(n)®
2048 | 0.0716 log(n)®
4096 | 7.8240 log(n)®
8192 6279.0000 n

171



8.8 Conclusion

In this chapter we have illustrated how runtime analysis can be applied in SBSE, and we have
advocated its importance.

On one hand, it was shown that empirical results can be misleading. Theoretical analyses can
give insights into the behaviour of the search algorithms that empirical studies cannot give. This
insight can be very useful in the long term to design new algorithms that push the boundaries
of the current state of art. The obtained theoretical results are stronger than empirical ones.
They can be used in the future any time the analysed case study is employed in new empirical
analyses where novel techniques are validated and compared.

On the other hand, theoretical analyses have their own limits. It can be hard to analyse the
runtime, and it might be infeasible to show for large and complex software (e.g., it is required
that all the optima are known in advance). Besides, proofs for a particular testing problem are
difficult to generalise to another case study. Theoretical analyses are hence not meant to replace
empirical studies.

It is important to note that theoretical analyses are not meant to be used on new problems
for which we are looking for a solution. Their goal is to get insight knowledge and to compare
the behaviour of search algorithms. This is similar to the type of empirical analysis in which
different search algorithms are applied (and then compared) to known problems whose optimal
solutions have been already found (e.g., [115]).

In future work, we are planning to formally analyse more search algorithms that are com-
monly used in SBSE, like for example SA and GAs. This can be very challenging, but their the-
oretical analyses in traditional combinatorial problems are appearing in recent years [28]. Other
problems in SBSE (e.g., requirement engineering [32]) should be addressed as well. Regarding
software testing, general theoretical results that can be applied to entire classes of software are

worth pursuing.
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Chapter 9
Conclusion

This chapter concludes this thesis with an overview of the achieved results in Section 9.1. Plans

for future work are described in Section 9.2.

9.1 Summary of Contributions

In this thesis we have proposed a novel co-evolutionary framework to tackle software engineer-
ing problems in which source code needs to be either generated or modified (Chapter 4). We
instantiated our conceptual framework in three different tools aimed to three different software
engineering problems, namely Automatic Refinement (Chapter 5), Automatic Fault Correction
(Chapter 6) and Automatic Improvement of Execution Time (Chapter 7).

In this thesis we have shown that our approach is able to obtain promising results in all of
these tasks. However, its application in complex real-world applications likely requires more
research to improve the performance. Furthermore, writing software tools to manipulate real-
world programming languages is a very time consuming and challenging task.

Automatic Refinement is the most difficult task among the ones we analysed. Only simple
programs were able to be evolved. However, in the other two tasks the source code of the input
program can be exploited to guide the search to more promising areas instead of starting the
search from random programs. This is the reason why stronger results are obtained.

The three analysed tasks share some common properties. Our conceptual framework high-
lights these properties, such that optimisations aimed to improve the performance can be directly
applied to all of these tasks.

In the case of Automatic Refinement, techniques exist in literature to address it. However,

they can be applied only when the gap between formal specifications and programs is not wide,
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1.e. a direct mapping from formal specification to code should exist. Although the obtained
results of our tool are still limited to small programs, our approach overcomes that limitation.

In literature, there are some few techniques to address the task of repairing software au-
tomatically. Our contribution has been to show how to use search algorithms in this context.
Search algorithms have been effective in many different tasks, and in this thesis we have shown
that they are useful as well in the task of repairing software automatically. The use of search al-
gorithms is particularly appropriate for this task because the search space of possible programs
is infinite and exhaustive approaches are unfeasible.

Regarding the optimisation of non-functional criteria like for example execution time, we
are aware of no work in literature on optimising programs at their source code level. Compilers
use a large set of different optimisation techniques, but they are not able yet to improve poor
algorithmic choices. They cannot restructure the entire source code in a more efficient way.
On one hand, in our experiments with our novel framework we obtained optimisations of the
source code that current compilers like GCC are not able to produce yet. On the other hand, our
approach does not guarantee that the obtained optimised source code is semantically equivalent.
Therefore, our framework should be used to understand how source code can be improved, but
it should not be used without a human analysis of its output.

Other important contribution of this thesis is a first theoretical runtime analysis for search
based software testing (Chapter 8). Theoretical analyses are important to understand why search
heuristics are successful on a particular class of problems. A better understanding of how search
algorithms work help to get a better insight knowledge of the addressed problem. The long term
goal is to exploit this knowledge to design and choose better tailored algorithms. The field of
search based software engineering is still missing of theoretical analyses (i.e., apart from our
work we are aware only of [25, 26, 27]). These types of results are more difficult to obtain, but
they are stronger than empirical results. For example, different search algorithms can scale up
in a different way. In Chapter 8 we gave a non-trivial example of a search algorithm that seems
to perform poorly, but it actually scales up better (i.e., for bigger instances its performance is
better). The point is that it would be very difficult to show it with empirical analyses, that
because better performance in that case is obtained only for very large instances.

Software testing is a very important and expensive task in the development of software, and
it is one of the main components of our novel framework. Search algorithms have been applied
with successful results in software testing [19]. In this thesis we also give the contribution of
analysing several different search algorithms applied to test data generation for object-oriented

software (Chapter 3). In particular, we analysed the role that is played by the length of the test
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sequences. Although this property of the problem is quite important, it has received only little

attention in literature.

9.2 Future Work

The novel framework presented in this thesis is composed of many different components that
interact in a non-trivial way. There is hence a large set of possible improvements that can be

studied. Here we just summarise the main research directions that can be followed:

e Although the framework can be employed to address different software engineering prob-
lems, better results can be obtained when domain knowledge is exploited. This means that
each of these software engineering problems has some unique properties that need to be
exploited to obtain better results. For example, on one hand different seeding strategies
based on the source code of the input program can be designed for automatic software

repair. On the other hand, in automatic refinement there would be no input program.

e An evolved program that is able to pass a set of test cases is not guaranteed to be correct.
Our confidence in its correctness is hence based on the quality of used test cases during
the evolutionary process. When we employ co-evolution, the choice of how we evolve
the test cases is hence crucial for the final outcome. In this thesis we just consider some
simple strategies to choose the test cases (e.g., branch coverage). More sophisticated

strategies should be designed and evaluated.

e The field of search based software engineering is lacking of theoretical foundations. Al-
though in this thesis we give first runtime analyses in software testing, this is just a first
step. Much more research is required. For example, it is important to understand which
are the classes of problems for which search algorithms are efficient and which are the
classes for which they are inefficient. Explaining why that happens would help in the long

run to design more sophisticated and tailored algorithms with better performance.
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Appendix A

A.1 Formal Proofs for Chapter 3

Theorem 3.7.1. If R(I) # 0, |G(I)| > 0 and |C(k)| = ¢ (where c is a positive constant ¢ > 1)
forallk > 1, thenr(k + 1) > r(k) forall k > 1.

Proof. For all the global optima in G([), adding a function call at the end of the sequence does
not change the fact that they are global optima. Therefore, |G(I + 1)| > |G(l)| - | M| - c.
Let choose z among the global optima G() such that:

e z(j — 1) is not a global optimum, whereas z(j) is a an optimal solution.
e All function calls after position j belong to the set R().

At least one element z of this type exists, because given any global optimum we can just
replace all the function calls (one at the time) with a new one belonging to R([) until the new
considered sequence is still optimal.

A new sequence 2’ generated from z by replacing in position j a new function call of type
R(l) is not a global optimum. And it will be necessarily different from the |G(l)| - |M] - ¢
optima we described before. At this sequence 2/, if we append the function call we removed
from position 7, then this new sequence is necessarily a global optimum. The number of global
optima is hence at least |G(l + 1)| > |G(l)| - |M] - ¢ + | R(l)|. Therefore:

_ |G+
T(l + 1) = 50|

|G [M]-ct R ()]
[M[TT.cH

G(l R(l
|‘]\4|(l)c|l + |M\‘l+(1-)c‘l+1
_eml IR

= B0t S
() + sy
)

> r(l

v
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Once proved (I + 1) > r(l), to conclude the proof we can simply use induction to prove
r(k 4+ 1) > r(k), this because |G (k)| > |G ()| > 0.
O

Theorem 3.7.2. If |G(I)| > 0 and |C(k + 1)| > |C(k)| for all k > I, then it is not necessarily
true that r(k + 1) > r(k) with k > 1.

Proof. We just need to find one case for which r(k 4+ 1) < r(k). Let |C(l + 1)| = ¢ + t where
¢ = |C(l)] and ¢ > 0. In the infinite space of possible programs, let consider one for which
the use of one of any of these £ new inputs makes impossible to cover the target branch. The

non-optimal solutions W (/ 4 1) for length [ 4 1 are hence at least:

W+ > [ST+1)] = (IM[*E- ). (A1)

This is a very low underestimation of their number, but it is more than enough to prove this
theorem.

To have (I + 1) > r(l), we need enough global optima such that |G(l + 1)| > |S(I + 1) -
(|IG()]/1S(1)]). Because |S(I+1)| = |G(l + 1)| + [W(l + 1), then we would not have enough
global optima if [W ({41)| > [S(I+1)|—(|S(I+1)]-(|G(1)|/|S(1)])). Therefore, by Inequality

A.1, we just need to prove:

o 1G(1)]
S+ D] = (M) > 150+ 0] = (IS0 D] g )
which can be reduced to: . )
-G (1 - W) .

The previous inequality is clearly true for ¢ — oo, but could be false for small values of ¢
like for example ¢ = 1. Because the conditions of the theorem just state |C'(k + 1)| > |C(k)|,
we hence need to analyse the smallest case ¢ = 1. For ¢ > 1 we can just follow the same type
of reasoning. Instead of analysing the case r({ + 1) < (1), let study the case r(Il + z) < r(I).
Because t = 1 (i.e., [C(I + 1)] = |C(l)] + 1), then for the same type of discussion done for
Inequality A.1, we have:

(W(l+2)] =[S+ 2)| = (IM[7=- %)

this because |C' (I + z)| = |C(I)| + z (it easily follows from |C (I + 1)| = |C(I)| + 1). We would

not have enough global optima to guarantee (I + z) > r(l) if:

S(+2)] = (1M %) > 151+ 2)] = (IS0 + )] 1)
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(seq (write_result (array 0 ))
(loop 0 length
(if (bigger_or_equal read_result (array index))
skip

(write_result (array index )))))

Figure A.1: Implementation of MaxValue defined in Figure 5.3.

(seq (write_result 1 )
(loop 0 length
(if (equal (array 0 ) (array index ))
skip

(write_result 0 ))))

Figure A.2: Implementation of AllEqual defined in Figure 5.4.

which can be reduced to:

1 M)

arae > (s

Again, this inequality is clearly true for z — oo. For proving this theorem we do not need to
calculate the smallest value z for which this inequality is true. Therefore, because it does exist
at least one value z for which (I + z) < r(l), there would be necessarily one intermediate value
| <k <1+ zforwhichr(k+1) < r(k).

]

A.2 Implementation of the Specifications used in Chapter 5

The following figures from A.1 to A.1 show correct implementations of the formal specifications

of the programs used in the case study in Chapter 5.

A.3 Formal Proofs for Chapter 6

Lemma A.3.1. Let t be the number of nodes (in the syntax tree) that are related to faults. Let s
be the number of nodes that are given the same rank as these t nodes, whereas [ is the number of

nodes that have lower rank and h is the number of nodes that have higher rank. The probability
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(if (bigger_or_equal input_0 (add input_1 input_2))
(write_result 1)
(if (bigger_or_equal input_1 (add input_0 input_2))
(write_result 1)
(1f (bigger_or_equal input_2
(add input_0 input_1))
(write_result 1)
(1f (and (equal input_0 input_1)
(equal input_1 input_2))
(write_result 4)
(if (or (or (equal input_0 input_1)
(equal input_1 input_2))
(equal input_0 input_2))
(write_result 3)

(write_result 2))))))

Figure A.3: Implementation of TriangleClassification defined in Figure 5.5.

(seq (seq (write_result (array input_0))
(write_array input_0 (array input_1)))

(write_array input_1 read_result))

Figure A.4: Implementation of Swap defined in Figure 5.6.

(if (bigger (array input_0) (array input_1))
(seq (seq (write_result (array input_0))
(write_array input_0 (array input_1)))

(write_array input_1 read_ result)) skip )

Figure A.5: Implementation of Order defined in Figure 5.7.
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(loop 0 length
(loop 0O (sub length 1)
(if (bigger (array input_0) (array input_1))
(seq (seq (write_result (array input_0))
(write_array input_0 (array input_1)))
(write_array input_1 read_result))

skip )))

Figure A.6: Implementation of Sorting defined in Figure 5.8.

(seq (loop 0 length
(loop 0 (sub length 1)
(1f (bigger (array input_0) (array input_1))
(seq (seqg (write_result (array input_0))
(write_array input_0
(array input_1)))
(write_array input_1
read_result))
skip )))
(write_result (array (div (sub length 1 )2 ))))

Figure A.7: Implementation of Median defined in Figure 5.9.
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d(n) of choosing one of the t faulty nodes using a tournament of size n is given by Equation 6.4.

Proof. Given a tournament of n nodes, let ( be the number of faulty nodes (that are ¢ in total)
in n. Let v be the number of non-faulty nodes in n that have higher rank than ¢ (they are A in
total) and let ¢ the number of nodes with the same rank as (.

We need to pick up at least one of the ¢ nodes and none of the /1 nodes (i.e., P(y = 0)P(¢ >
1 | v = 0)). Then, among these n nodes, the probability of choosing a faulty node depends on
how many of the s nodes are in these n (i.e., P = (/({ 4+ v)). The probability of v = 0 is equal
to not picking up any of the h nodes for n times:

P(y=0) = (1 L)"

l+s+t+h

The probability of ¢ > 1 is equal to 1 minus the probability of having ( = 0. We are

assuming vy = 0, hence:

PCz17=0=1- (1)’

For any possible values of ¢ and ¢, P(( =i A9 = j | > 1 A~ = 0) is the probability

they assume the values ¢ and j respectively. Therefore, we pick up one of the ( nodes with the

following probability:
n n—i i - -
Kn) =) 3" ((Hj)P(c:mw:J ¢ 1m:0>> .
i=1 j=0

Calculating this probability P({ = iAv = j | ( > 1A~ = 0) requires some more passages.

Let’s consider:
t

T lt+s+t]

B S
4+ s+t

l
s+t
Without considering their permutations, we have that the probability of having a set of size

nwith{ =1A9Y=7Ay=0is:
Z(i,j) =T"ST L
Using Bayes’ theorem, we obtain:
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2003112 1) = (2(i5) = 20 |i = 0)(L+5)") /(1 = (L +9)") .
Because we use Z to calculate K (n), and because in K (n) the value i is always different

from 0, we have:
Z(ij | i=0)(L+8)" =

and therefore:

Z(ij) TSI [n—i=igiti

Al =)= e T Ao @ o) (s i (s

We still need to calculate the possible permutations of the n nodes, and these are () (”;Z)

Therefore:

. lnfz'f' j 41
P=iAy=7]C21Ny=0)= (73) <nj Z)(l+s+t)”Jijt(l+8)”

Finally:
8(n) = P(y=0)P((>1]7y=0)1, ¥ ((Zﬂ)mc:zw:mz1m=o>>

(1= (1= ) ) (- ) S T (()()()(W))

]

A.4 Formal Proofs for Chapter 8

A.4.1 Global Optima
For each branch I D;, we calculate the number of global optima.

Proposition A.4.1. For the objective function f,, considering the space of solutions S, there

are gy = (1/2)(n — 1)n? global optima.

Proof. We need to consider all the cases in which z > y and z can assume any value.

(n—1)

go=n Z n—i)=n(n(n—1)— (1/2)(n - 1)(n)) = (1/2)(n — 1)n?
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Proposition A.4.2. For the objective function fi, considering the space of solutions S, there

are g1 = (1/2)(n + 1)n? global optima.
Proof. If branch I D, is not executed, then / D, is executed. Therefore, using Proposition A.4.1:
g =n"—(1/2)(n — 1)n® = (1/2)(n + 1)n*.
O]

Proposition A.4.3. For the objective function fs, considering the space of solutions S, there
are go = (1/6)(n — 1)(n)(2n — 1) global optima.

Proof. We need to consider all the cases in which x > z and y > z.

n—1

go =y (n—i)*=(1/6)(n — 1)(n)(2n — 1).

i=1

]

Proposition A.4.4. For the objective function fs, considering the space of solutions S, there
are g3 = (1/6)(n)(n + 1)(4n — 1) global optima.

Proof. If branch I D, is not executed, then / D3 is executed. Therefore, using Proposition A.4.3:
gs=n" = (1/6)(n — 1)(n)(2n — 1) = (1/6)(n)(n + 1)(4n — 1) .
O]

Proposition A.4.5. For the objective function f,, considering the space of solutions S, there
are gy = (1/3)(n)(n — 1)(2n — 1) global optima.

Proof. We need to consider all the cases in which max(z,y) > max(z,min(z,y)). There is no
valid solution to this inequality if + = y. Because max(x,y) > min(z,y), those cases can be

simplified to max(z,y) > z with = # y.

—_

n—

ga = 22 Y G- =2 ((1/2)(n)(n=1)=(1/2)(@)(i~1)) = (1/3)(n)(n—1)(2n—1).

i=1 j=i+1 i=1

]

Proposition A.4.6. For the objective function fs, considering the space of solutions S, there

are gs = (1/3)(n)(n?® + 3n — 1) global optima.
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Proof. If branch I D, is not executed, then / Dj is executed. Therefore, using Proposition A.4.5:
gs =n—(1/3)(n)(n — 1)(2n — 1) = (1/3)(n)(n* + 3n —1).
]

Proposition A.4.7. For the objective function fg, considering the space of solutions S, there
are n/2 global optima, and they are of the form G = (t,t,t), witht > 0.

Proof. This can be proved by considering fitness function fg, in which the minimal fitness
value is given for (a +b > ¢) A (a = b) A (b = ¢). The points G are the only that satisfy
(a =b)AN(b = c),and t +¢ > t implies t > 0. Because the range of the variables is
R={-n/2+1,... n/2}, there are gs = n/2 possible different ¢ with ¢ > 0. O

Proposition A.4.8. For the objective function fyo, considering the space of solutions S, there
are g0 = (3/16)(n)(3n — 8) global optima.

Proof. We first analyse the case b = c.

n/2 n/2 n/2

3
k:<1>;((n/2)—a (3/2)(n Zl—SZa— (3/8)(n)(n —2).
We then need to consider the cases in which a = b.
n/2 min(2a—1,n/2) n/4 2a—1 n/2 n/2
()(Z 3 1):3(2 3 1) ( D 1) (3/16)(n? — 4n) .
c=a+1 a=1 c=a+1 a=1+n/4c= a+1

Finally:

gio=k+t=(3/8)(n)(n—2)+ (3/16)(n* — 4n) = (3/16)(n)(3n — 8) .
0

Proposition A.4.9. For the objective function f,1, considering the space of solutions S, there
are g1 = (1/16)(n)(n — 4)(n — 5) global optima.
Proof. We need to consider all the cases in which a # b # ¢ and a + b > c. To make this latter

predicate true we need a > 2.

n/2)— (n/2) min(a+b—1,n/2
gn = 3! Z / b= /a+1 c:bJ(rl 1

= 6(x o éiifll” S )+ 6( S e an(n/2) )+
+6(z§’15274>+1 w2 (n/2) —0)
= (1/32)(n)(n —4)(n — 8) + (1/64)(n)(n + 4)(n — 4) + (1/64)(n)(n* — 12n + 32)
= (1/16)(n)(n —4)(n —5) .
[
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Proposition A.4.10. For the objective function fy, considering the space of solutions S, there
are g9 = (1/16)(n)(n + 2)(n — 2)global optima.

Proof. Using Propositions A.4.8 and A.4.9, we just need to add the global optima for branches
[Dlo and [DH.

go = (3/16)(n)(3n — 8) + (1/16)(n)(n — 4)(n — 5) = (1/16)(n)(n + 2)(n — 2) .
U

Proposition A.4.11. For the objective function f;, considering the space of solutions S, there

are g; = (1/16)(n)(n* + 4) global optima.

Proof. Using Propositions A.4.7 and A.4.10, we just need to add the global optima for branches
]Dg and [Dg

g0 = (n/2) + (1/16)(n)(n + 2)(n — 2) = (1/16)(n)(n” + 4) .
]

Proposition A.4.12. For the objective function fs, considering the space of solutions S, there
are g = (1/16)(n)(15n* — 4) global optima.

Proof. 1If branch D7 is not executed, then [ Dg is executed. Therefore, using Proposition
A4d.11:
g6 =n’ — (1/16)(n)(n* +4) = (1/16)(n)(15n* — 4) .

A.4.2 General Properties
The following simple properties of the problem will be used extensively in the runtime analysis.

Proposition A.4.13. For the objective function fg, let a < b < ¢, and v > 0, then fs(a,b,c) <
fs(a —v,b,c).
Proof. Inthe case when a+b < ¢, then a—v+b < cand we have fs(a,b,c) = (+w(c—a—b+7)
and fs(a — v,b,c) = ( + w(c — (a — v) — b+ ), in which case the proposition holds. Assume
on the other hand that a + b > ¢. Let g be:
0 ifa=bAb=c,
g=1. 2y ifa#bAb#c,

~  otherwise ,
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we get:
fs(a—wvbe) >wlc—a+v+g)
>w(c—a+g)
= fs(a,b,c) .

Proposition A.4.14. For objective function fs, if a < b < ¢, and v > 0, then fs(a,b,c) <
fs(a,b,c + v).

Proof. In the case when a + b < ¢, we have:
fs(abc+v) =C+wlv+c—a—b+7)

>(4wlc—a—b+7)
= fs(a,b,c) .

For the opposite case a + b > ¢, we have:

fslabe+v) >wlw+c—a+g)
>w(c—a+g)
= fs(a,b,c) ,

where g is as defined in the proof of Proposition A.4.13. [l

Proposition A.4.15. Given x and y uniformly and independently distributed in R, then their

expected difference withy > v is Ely — x|y > z] = =1 = O(n). The largest difference would

3
bey—x=n—1=0(n)

Proof.
Ely—z|y>z] = (n+2(n— )+3(n—2)+...+n(1))

/nn+1

- L <z+1>< i) ey — 1

_  n(ntl)(nt2) 2 -1

6 n(n+1)

— -l
3

= O(n).

The highest value that y can take is n/2. The lowest value x can take is —n/2 + 1. Hence,
n/2—(-n/2+1)=n-1. O

Proposition A.4.16. The expected difference between c and a is linear in n independently of b,

ie. Elc—al = w = 0O(n).
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Proof. The expected value of ais F [a | b] = b/2—(n/2+1)/2, whereas E [c | b] = b+ (n/2—
b)/2. It now follows that E[c —a | b] = E[c| b] — E[a | b] = (n + 1)/2, independently of b.
0

Proposition A.4.17. Given x and y uniformly and independently distributed in R, then the
probability that x > y is (1/2) — (1/2n). The probability that x < y is (1/2) + (1/2n).

Proof. The probability that x > y, with X and Y the random variables representing them, is:

n/2
PriX>Y]=) Y Pr[X=i|Y=y] -Prly =y
Yy i=y+1
11
2 20’
The probability of z < yishence 1 — (3 — 5-) =14 L O

Lemma A.4.1. For search algorithms that use the fitness function only for direct comparisons
of candidate solutions, the expected time for covering a branch 1D, is not higher than the

expected time to cover any of its nested branches I D.,.

Proof. Before a target nested branch /D, is executed, its “parent” branch /D, needs to be
executed. Until /D, is not executed, the fitness function f” (i.e., search for /D, and I D,, is not
covered) will be based on the predicate of the branch 7D,,. Hence, that fitness function would
be equivalent to the one f,, used for a direct search for I D,,. In particular, f*(I) = ( + f.,(I),
this because the approach level would be different. However, because the constant ¢ > 0 would
be the same to all the search points, the behaviour of a search algorithm, that uses the fitness
function only for direct comparisons of candidate solutions, would be same on these two fitness
functions (all search algorithms used in Chapter 8 satisfy this constraint).

Because the time to solve (i.e., finding an input that minimises) f’ is not higher than the
time needed for f, and because f’ is equivalent to f,,, then solving f,, cannot take in average

more time than solving f,.
O]

A.4.3 Analysis of RS

Lemma A.4.2. Given g global optima in a search space of | S| elements, then the expected time

for RS to find an optimal solution is E[Trs] = |S|/g.
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Proof. The probability of sampling an optimal solution is p = g/|S|. The behaviour of RS can
therefore be described as a Bernoulli process, where the probability of getting a global optimum
for the first time after ¢ steps is geometrically distributed Pr [Trs = t] = (1—p)'~'- (p). Hence,
the expected time for RS to find a global optimum is E[Trs] = (1/p) = |S|/g. O

Theorem 8.6.1. The expected time for RS to find an optimal solution to objective function fg is
2n? = O(n?) and for objective function fy it is ©(n). For all the other branches, the expected
time is O(1).

Proof. The search space is composed of n3 elements. The proof simply follows by Lemma

A.4.2 and all the Propositions in Section A.4.1. [

Theorem A.4.1. The probability that RS has found an optimal solution to objective function fg

within n® iterations is exponentially large 1 — e~ ™),

Proof. Using the inequality (1—1/2)® < e~! and Theorem 8.6.1, we can see that Pr [Trg > n?] =
n2\ /2
(0 =5)™) " e 0

Theorem 8.6.2. The expected time for RS to find an optimal solution to objective function fg

when the branch distance is not used (i.e., Equation 8.1) is 2n* = ©O(n?).

Proof. RS does not exploit any gradient in the fitness function. Therefore, the use of the branch

distance does not make any difference. Proof hence follows from Theorem 8.6.1. [

A.4.4 Analysis of HC

Theorem 8.6.3. The expected time for HC with neighbourhood Ny to find an optimal solution
to objective function fg is O(n).

Proof. We first need to prove that all the points of the form L = (¢,t,t) with ¢ < 0 are local
optima. Because a+b < cholds for all of them, we have fs(L) = (+w(—t+). Any operation
on the vector [ can either increase c by one, or decrease a by one. In both the cases, the resulting
points L' have worse fitness (Proposition A.4.13 and A.4.14), thatis fs(L') = (+w(—t+1+7).
Because fs(L') > fs(L), the points L are local optima.

Considering Propositions A.4.13 and A.4.14, a solution [’ is not accepted if the value of a
has decreased, or if the value of ¢ has increased. Moreover, there is always a gradient for a to
increase up to b, and for c to decrease down to b, because there would be a fitness improvement

whether @ + b < c is true or not. Although the value of b can either increase or decrease,
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its number of changes is finite, because a < b < c is always true and because HC accepts
as new solutions only strictly better points. Therefore, after a finite number of steps (i.e., the
algorithms does not enter in an infinite loop, like it would happen if new solutions with equal
fitness would be accepted), the current solution I converges to a point of the form W = (¢,t,t),
with a <t < c¢. If b does not change during the search, then ¢ = b.

Although we have already proved that all the points on the form (¢,,t) are either local or
global optima, only after the discussion in the previous paragraph we can state that L are the
only possible local optima. In fact, regardless of the starting point, HC reaches either L or G,
and G are global optima by Proposition A.4.7.

A step is called successful if the new search point I’ is accepted. The number of successful
steps 1 for HC to reach an optimum depends on how the value of b changes. If it does not
change, then there are b — a steps in which «a increases, and ¢ — b steps in which ¢ decreases.
Hence, ) = ¢ — a. There is only one case in which b can decrease: (a +b > ¢) A (b= a+ 1),
because in all other cases the fitness would never be better. If b is decreased before a increases
(that depends on how the strategy v works), then n = 1 + ¢ — a, because then @ = b and a and
b cannot be changed again. If it is still (¢ + b > ¢) but (b # a + 1), then b cannot be altered
until a is increased up to b — 1, because the fitness would not change. On the other hand, while
(a + b < ¢), there is always a gradient for b to increase up to ¢ — a + 1. However, if a < 0, b
can increase up to c. Again, depending on 1, it is possible that ¢ decreases before b increases,
and vice-versa. In the worst case with a = b and a < 0, we can have = 2(c — a), because b
can take ¢ — a steps to increase up to ¢, and other ¢ — a steps for a to increase up to c as well.
Therefore, regardless of the starting point / and strategy ), the number 7 of successful steps is
bounded by (¢ — a) <1 < 2(c — a).

Unless the algorithm is stuck in an optimum, in at most a constant number of iterations
it will find a better solution in its neighbourhood. Considering the bounds of 7, the expected
number of iterations for reaching an optimum is ©(c— a). For Proposition A.4.16, starting from
arandom point the expected number of iterations for reaching either a local or a global optimum
is hence O(n).

When an optimum is reached, HC does a restart if that point is a local optimum. Therefore,
we need to calculate the number of restarts that are required for HC to find an optimal solution.

If ¢ < 0, then HC is bound to reach a local optimum regardless of the strategy 1. This
happens because it will reach a point (¢,t,t) with ¢ < ¢. Because ¢ < 0 implies ¢ < 0, then that
point is a local optimum. With the same type of reasoning, if a > 0, then HC is bound to find a

global optimum. We said that there is only one case in which b can decrease up to a, and that is
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b = a + 1. However, because for doing it there is the need of a + b > ¢, then a > 0 is required.
Therefore, if b > 0, then b will always remain a positive value. Hence, we can generalise the
condition of reaching a global optimum from a > 0 to a more significant b > 0. Note thata > 0
implies b > 0, but the opposite is not always true.

There is still to consider the case (b < 0) A (¢ > 0), in which the result is actually depending
on the strategy 1. If it chooses to decrease c at least down to 0 before increasing b up to 1, then
a local optimum will be reached, or a global optimum if it chooses to do the opposite. However,
as we will show, the analysis of that situation is not important for finding a lower and an upper
bound for the number of required restarts.

The probability of starting from a point with ¢ < 0 is Pr [¢ < 0] = 1. On the other hand, the
probability of starting from a point with b > 0 is equivalent to the probability of flipping a coin
three times and getting at least two heads, hence, Pr [b > 0] = %—1—3% = % Therefore, regardless
of the strategy ¢/, we have that the probability of reaching a global optimum from a random point
is % < Prglobal] < %, whereas for reaching a local optimum it is % < Prlocal] < %

Therefore, the expected number of restarts is no more than 2. Because reaching either a
local or global optimum from a random point requires ©(n) steps, and the expected number of
restarts to reach a global optimum is no more than 2, it follows that the expected runtime of HC
is on TC ©(n). O

Theorem A.4.2. The probability that HC with neighbourhood N4 has found an optimal solution
to objective function fs within k - n? iterations is exponentially large 1 — e~ where k is a

constant.

Proof. The time to reach a local optimum is at most k - n iterations, where the constant % is
determined by the strategy 1. The probability that HC finds a local optimum more than n times

before a global optimum is found is less than 27" = =", [

Theorem 8.6.4. The expected time for HC with neighbourhood Ny to find an optimal solution

to objective function fs when the branch distance is not used (i.e., Equation 8.1) is ©(n?).

Proof. Objective function in Equation 8.1 can assume only 3 values. Hence, before doing a
restart, there can be at most 2 successful steps. Because the neighbourhood size is constant,
then there can be at most a constant number of steps before doing a restart.

On the one hand, in the optimal scenario, all the solutions that are 2 steps away from a global
optimum would have a gradient toward it. The probability of starting from one of these points

would be g .62 - % = g, hence the runtime would be Q(nZ) On the other hand, in the worst
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scenario none of these points have a gradient, and HC would degenerate in a RS with runtime
O(n?) (Theorem 8.6.1). Because the lower bound is equal to the upper bound, hence HC has
runtime ©(n?).

O

Theorem 8.6.5. The expected time for HC with neighbourhood Ny to find an optimal solution
to objective function fy is O(n).

Proof. Following by Proposition A.4.17, we have i <Prjz>y] < % for any n > 1. Hence,
with constantly bounded probability, HC finds a solution in the first step, i.e. ©(1) steps.
In the case in which x < vy, there is a gradient to either increase x or to decrease y. By
Proposition A.4.15, the distance is ©(n), hence O(n) steps are required.
Considering the constant bounds on the probability of the 2 different runtimes, the overall
runtime is O(n).
]

A.4.5 Analysis of AVM

Lemma A.4.3. For any branch, if the probability that the random starting point is a global
optimum is lower bounded by a positive constant p > 0, then AVM needs at most a constant

number O (1) of restarts to find a global optimum.

Proof. If we consider only the starting point, the AVM behaves as a random search, in which the
probability of finding a global optimum is bigger than p. That can be described as a Bernoulli
process (see Lemma A.4.2), with expected number of restarts that is lower or equal than 1/p.

]

Theorem A.4.3. The expected time for AVM to find an optimal solution to the coverage of
branches I Dy and I Dy is O(logn).

Proof. Considering that the search is done for values of n bigger or equal than 8, then both the
searches for I D, and I D, start with a random point that is a global optimum with a probability
lower bounded by a positive constant (Proposition A.4.17). Therefore, AVM needs at most a
constant number of restarts (Lemma A.4.3), independently of the presence and number of local
optima.

For both branches, either the starting point is a global optimum, or the search will be in-
fluenced by the distance x — y that is ©(n) (Proposition A.4.15). We hence analyse this latter

case.
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Until the predicate is not satisfied, the fitness function w(|y — x| + ) (with y a positive
constant) based on the branch distance rewards any reduction of that distance. The third variable
z does not influence the fitness function, hence an exploratory search fails on that. For the
coverage of I D, the variable x has gradient to increase its value, and y has gradient to decrease.
For ID; it is the opposite. The distance |z — y| can be covered in O(logn) steps of a pattern
search.

]

Theorem A.4.4. The expected time for AVM to find an optimal solution to the coverage of
branches 1Dy, 1 D3, ID, and 1 Ds5 is O(logn).

Proof. The sentences in lines 5, 8 and 11 of the source code (Figure 8.1) only swap the value of
the three input variables. Hence, the predicate conditions of branches I D,, I D3, I D, and I Ds
are directly based on the values of two different input variables.

The type of predicates is the same of branches / Dy and I D, (i.e., >), and the condition of the
comparison is the same (i.e., > on two input variables). The three input variables are uniformly
and independently distributed in R, and by Proposition A.4.15 the maximum distance among
them is ©(n). There are the same conditions of Theorem A.4.3 apart from the fact that the
variables could be swapped during the search, i.e. the fact that lines 5 and 8 are executed or not
can vary during the search.

For branches I D, and I D3, starting from z no variation of the executed code is done until
the branch is covered. For branch /D3, for either « or y a search starting from the maximum
of them would result in no improvement of the fitness function. The minimum of = and y has
a gradient to decrease, and while it does so the relation of their order is not changed. Hence,
no variation of the executed code is done. On the other hand, for branch /D5, the minimum
has gradient to increase, but the pattern search would stop once it becomes the maximum of the
two (e.g., © > y if the search started on x with < y). That happens in at most O(logn) steps
because their difference is at most ©(n) (Proposition A.4.15). If the next variable considered by
AVM is not z, then the above behaviour will happen again. However, the next variable will be
necessarily z, hence we have at most O(logn) steps done 3 times, that still results in O(logn)
steps.

For any pair of values we have that min(x,y) < max(z,y). For branch I Dy, if it is not
executed, then max(z,y) < maz(z,min(z,y)) and necessarily it would be z > max(z,y) >
min(x,y). Hence, z would have gradient to decrease down until max(z,y), in which case 1D,

gets executed after O(logn) steps. A modification of the minimum value between x and y does
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not change the fitness value. For the maximum value, it can increase up to z, in which case /D,
gets executed after O(logn) steps. The relation of the order of the input variables would not
changed during those searches.

For branch I D, if it is not executed, then max(z,y) > maz(z,min(z,y)) and necessarily
it would be = # y and max(z,y) > z. Starting the search from the maximum of = and y would
have gradient to decrease down to max(z,min(x,y)), that would be done in O(log n) steps that
will make 7 D5 executed. If z < min(x,y), modifying z would have no effect to the fitness
function, whereas the minimum of z and y has gradient to increase up to maz(z,y). In the
other case z > min(z,y), it is the other way round, i.e. z can increase whereas the minimum
between x and y cannot change. In both cases, in O(logn) steps branch I D5 gets executed with
no change in the relation of the order of the input variables.

The expected time for branches Dy, D3, ID, and IDj is therefore the same as for
branches I Dy and 1 Dy, i.e. O(logn).

]

Theorem A.4.5. The expected time for AVM to find an optimal solution to the coverage of
branch I Dg is O(logn).

Proof. If the predicate a + b < c¢ is not true, the fitness function would be w(|a + b — ¢| + 7)
(with ~y a positive constant). For values a < 0, the predicate is true because a +b < b < c.
There is gradient to decrease a and b, and there is gradient to increase c. If the search starts
from either a or b, in O(logn) steps of a pattern search the target variable assumes a negative
value (the highest possible starting value is n/2). In particular, if the search starts from b, at a
certain point the input variable representing b will instead represent a. Otherwise, it sufficient
to increase ¢ up to the value a + b < n/2 + n/2 = n, that can be done in O(logn) steps of a
pattern search.
]

Lemma A.4.4. For objective fs, given a starting point (a,b,c), before doing a restart AVM

converges to an optimum T = (t,t,t), where a <t < c.

Proof. The variable representing a can only increase (Proposition A.4.13), and it has a gradient
to increase up to b, i.e., each succession of increments of « has better fitness till ' = b. Similarly,
c cannot increase (Proposition A.4.14), and it has a gradient to decrease down to b, and although

b can change, b will still be in the interval [a,c]|.
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bo by by by “

Figure A.8: Example where ¢y — by = 15, in which case bs = cy.

In the case of a pattern search that leads to a value k outside [a,c|, then that value has a
gradient toward a if £ < a and toward c if £ > ¢ (that can be easily proved with an induction on
Propositions A.4.13 and A.4.14).

AVM modifies the same variable until it finds better solutions. Hence, before any other
variables is modified, the current variable will have a value in the interval [a,c]|.

Because, AVM accepts only strictly better solutions and it is deterministic, it will hence

converge to a point 7' = (¢,¢,t) in a finite number of iterations. [

Lemma A.4.5. For objective fs, starting an exploratory search on any variable g € {z.,y,z},
after ©(log(n)) steps of AVM the distance of g from the closest other variable is reduced by at
least 2/3.

Proof. The variable representing a can only increase (Proposition A.4.13) toward b, and the
variable representing c can only decrease down to b (Proposition A.4.14).
Considering the fitness function fg, the variable representing b can increase toward c if

a + b < c. Otherwise, it can be modified only in 2 cases:

b=a+1,
b=c—1.

In these two cases, a single exploratory search makes either @ = b or b = ¢ in at most two steps.

If g represents either a or b, then a pattern search will increase its value, otherwise the value
will be decreased (case ¢).

Let h be the closest variable to g. After a pattern search, we can have three cases: either
g = h,org < horg > h. Given (ag,bo,co) the ordered values of (z,y,z) when AVM starts
to do a new exploratory search, Figures A.8, A.9 and A.10 show examples of these three cases
for g representing b. For Propositions A.4.13 and A.4.14, a pattern search ends when ¢ assumes
value bigger than c or lower than a.

To simplify the proof, assume that g < h (the other case g > h can be analysed in the same
way by inverting the signs of the arithmetic operations and the inequalities).

Let ¢’ be the value of g at the end of the pattern search. For Proposition A.4.16, it follows
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boby by by by €0 b1

Figure A.9: Example where ¢y — by = 17, in which case b, is not accepted, as indicated by

SN

boby by by bs Ry )

the dashed arrow.

Figure A.10: Example where ¢y — by = 25, in which case b, is accepted.

that | — h| = ©(n). Hence, given s the number of steps for which AVM gets ¢ as close as
possible to h with g5 < h, then s = O(log(n)).
After s steps, the increment to the variable g is Y ;_ 2" = 257! — 1. Let k = 2°*!, hence

after s steps the value of g is g = g + k — 1. Hence:

g+k—1<h,
g+2k—1>h.

There can be two cases: either ¢’ = g,, and that happens if g, leads to a worse fitness, or

otherwise ¢’ = g,,1. On the one hand, for ¢’ = g, then it should be that:
h—gs < gst1—h,

which is the case for k& > %(h — g+ 1). On the other hand, for ¢" = g, it should be:
h—=9s>gs1—h,

and the highest value that ¢’ can have is g,11 = g + %(h — g + 1). Therefore it follows that
h—g'| <3lh— gl 0O

Lemma A.4.6. The lower and upper bounds of the expected time of AVM for converging to an
optimum for objective fg is Q(logn) and O((logn)?).

Proof. By Lemma A.4.4, AVM converges to a solution 7" = (,t,t) before doing a restart if 7 is
not a global optimum.
Starting the search on any variable g € {z,y,z}, after ©(log(n)) steps, its distance from

the closest other variable is reduced by at least 2/3 (Lemma A.4.5). AVM does modifications
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by Cs CiCo
[

Figure A.11: Example in which ¢y — by = 6. In that case c,,; is accepted. To note that is
the continuation of the search done in figure A.10, which is represented in dotted arrows. The

former b, has become the new c¢,, whereas the old ¢, is now the new by.

on the same variable till improvements can be found. Figure A.11 shows an example of a new
pattern search on the same variable.

By applying Lemma A.4.5 recursively, because the distance is reduced at least by 2/3 at
each pattern search, then after O(logn) pattern searches we have ¢ that is equal to another
variable, which we call h. Therefore, that in expectation would happen after a number of steps
with bounds Q(log n) and O((logn)?).

However, the distance |g — h| gets reduced at each search. Hence, the upper bound for the
steps is:

Zliozgon log(%) = Ziozgon(log n + log 34)
— (logn)? —log 3 318" i
= (log n)2 — log 3(10gn)(120gn+1)
= O((logn)?) .

Although the distance is reduced at each new pattern search, the upper bound does not
change.

Once we get ¢ = h, any modification of g and h would not lead to any better value for
fitness function fs. The modification of the third variable will follow the same behaviour of g,
and after another 7 expected iterations with same bounds, AVM converges to 7". Because only
a constant number of variables is modified (i.e., 2), the lower and upper bounds of the expected
time of AVM for converging to 7" is (log n) and O((logn)?).

O

Lemma A.4.7. For objective fs, in expectation, AVM needs a constant number O(1) of restarts

to reach a global optimum.

Proof. If a > 0, then AVM converges to an optimum (Lemma A.4.4) which is global (Proposi-
tion A.4.7). The probability of this event is %. Considering restarts as a geometric process, the

expected number of restarts is less or equal to 8 (Lemma A.4.3). ]
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Theorem A.4.6. The lower and upper bounds of the expected time of AVM to find an optimal
solution to objective fg is Q(logn) and O((logn)?).

Proof. By Lemma A.4.7 there are ©(1) restarts, and by Lemma A.4.6, each search requires in
expectation Q(logn) and O((log n)?) steps regardless it takes to a global or local optimum. [

Theorem 8.6.7. The probability that AVM has found an optimal solution to objective function

fs within k - n - (logn)? iterations is exponentially large 1 — e=**™), where k is a constant.

Proof. Except for the choice of search point in the initial iteration, or in case of a restart, AVM
is a deterministic algorithm. By Lemma A.4.6, AVM has reached a local optimum within % -
(logn)? iterations, for some constant k. A global optimum is found if the initial search point
satisfies @ > 0, an event which occurs with constant probability p. The probability that AVM
needs more than n restarts before the initial search point satisfies the condition above, is less
than (1 — p)" = e~4"), O

Theorem 8.6.8. The expected time for AVM to find an optimal solution to objective function fg

when the branch distance is not used (i.e., Equation 8.1) is ©(n?).

Proof. The proof follows the same discussion as in the proof of Theorem 8.6.4 for HC. The
difference is that the visited neighbourhood might be larger due to a possible pattern search.
However, the number of visited solutions is still bounded by a constant, so the runtime is like
the one of HC, i.e. ©(n?). O

Theorem A.4.7. The expected time for AVM to find an optimal solution to the coverage of
branch I D7 is O((logn)?).

Proof. The branch I Dy is nested to branch /D7, hence by Lemma A.4.1 and Theorem A.4.6
the expected time is O((logn)?). O

Theorem A.4.8. The expected time for AVM to find an optimal solution to the coverage of
branch I Dy is O((logn)?).

Proof. By Theorem A.4.7, the branch ID; can be covered in O((logn)?) steps. The branch
I Dy (that is nested to I D7), will be covered if =(a = b A b = c¢). If that predicate is not true, a
single exploratory search of AVM makes it true because it is just sufficient to either increase or
decease any input variable by 1. The only case in which this is not possible is for I = (1,1,1),
because it is the only solution that satisfies a = bAb = cAa—1+b < cAa+b < c+1Aa+b > c.

In that case, a restart is done.
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With a probability that is lower bounded by a constant, in a random starting point each input
variable is higher than n/4. In that case, a + b > ¢, because (n/4) + 1+ (n/4) +1 > (n/2).
By Lemma A.4.3, we need only O(1) restarts.

O

Theorem A.4.9. The expected time for AVM to find an optimal solution to the coverage of
branch I Dy is O((log n)?).

Proof. By Theorem A.4.8, the branch I Dy can be covered in O((logn)?) steps. The branch
1D (that is nested to I Dy), will be covered if only two input variables are equal (and not all
three equal to each other at the same time).

If when the branch 7 D7 (branch I Dy is nested to it) is executed all the three input variables
are equal (in that case branch I Dy is executed), then a single exploratory search is sufficient to
execute branch I Dy, because we just need to change the value of a single variable.

The other case in which all the three variables are different is quite complex to analyse.
Instead of analysing it directly, we prove the runtime by a comparison with the behaviour of
AVM on the branch I Dg (proved in Theorem A.4.6).

Once branch [ Dy is executed, the fitness function f;, for covering branch I Dy is based on
min(d(a = b),0(b = ¢)), whit § the branch distance function for the predicates. For simplicity,
let consider §(a = b) < d(b = c¢). The other case can be studied in the same way.

An exploratory search cannot accept a reduction of the distance ¢ — b, because the value of
f10 would not improve. A search on a would leave the distance ¢ — b unchanged. About b, only
a decrease of its value would be accepted, and in that case the distance ¢ — b would increase (but
that has no effect on the fitness function because it takes the minimum of the two distances).
Because the branch distance § only rewards the reduction of the distance b — a, a search starting
from either a or b will end in @ = b by modifying only the value of only one of these variables
(AVM keeps doing searches on the same variable till an exploratory search fails). During that
search, the fitness function would hence be based on d(a = b).

In a search for covering branch [ Ds, if the branch /D7 (in which both I Dg and I D, are
nested) is executed, then the fitness function fs depends on 6(a = b) + §(b = ¢). A search
starting from a would finish in @ = b for the same reasons explained before or it would finish in
a’ > b (with @’ the latest accepted point for a that will become the new b in the next exploratory
search). During that search, the value of §(b = ¢) does not change, so it can be considered as a
constant. Because AVM uses the fitness function only on direct comparisons, the presence of a

constant does not influence its behaviour. Therefore, in this particular context (i.e., d(a = b) <
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d(b = ¢), branch I D; executed and search starting from ) the behaviour of AVM on fi, and fg
will be the same until « = b or a’ > b.

In the case a = b, branch I D, gets executed and the search for that branch ends. In the
other case a’ > b, the previous b becomes the new a;, and a’ becomes the new b,. Modifications
on the variable ¢ does not change the value of either a;, or b;. The previous analysis can hence
be recursively applied to the new values ay, and by. If ' > ¢, then ap, = b, b, = ¢, ¢;, = @’ and it
will become the case 6(a = b) > §(b = ¢).

It is still necessary to analyse the behaviour of AVM on f;; when the search starts on b
rather than a. That is similar to the case of fs when the variable ¢ is decreased down to b. In that
context, the two fitness functions are of the same type because in fs the distance d(a = b) would
be a constant until b = c or ¢ < b (with ¢’ the latest accepted point for ¢ that will become the
new b in the next exploratory search). Therefore, the runtime for AVM on fj, to obtain a = b
would be the same.

By Theorem A.4.6, the expected time for covering branch I Dg is O((logn)?). Because we
proved that the coverage of / Dg takes more time than the coverage of /D, then the expected
runtime for covering I Dy is O((logn)?).

[

Theorem A.4.10. The expected time for AVM to find an optimal solution to the coverage of
branch I Dy is O((logn)?).

Proof. By Theorem A.4.8, the branch I Dy can be covered in O((logn)?) steps. The branch
1Dy (that is nested to I Dyg), will be covered if a # b A a # ¢ A b # c. In the moment that the
branch I Dg is executed, then the three variables cannot assume all the same value (otherwise
the branch /Dg would have been executed). If that predicate is not true, a single exploratory
search of AVM makes it true because it is just sufficient to increase by 1 any of the two variables

that have same values.
O

Theorem 8.6.6. The expected time for AVM to find an optimal solution to any of the branches
of TC is O((logn)?).

Proof. The proof follows from Theorems A.4.3, A.4.4, A4.5, A4.7, A4.6, A4.8, A49 and
A.4.10.
O
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A.4.6 Analysis of (1+1) EA

In' contrast to the other algorithms we have analysed so far, the (1+1) EA uses binary strings
to represent solutions. We denote the ith bit of bitstring x by x;, the length of a bitstring x by
¢(x), and the concatenation of two bitstrings x and y either by z - y or xy. Test cases for the
triangle classification program will be encoded as bitstrings I € {0,1}3™, which for notational
convenience will be denoted as a triple {z,y,z} where x := I+ I, y := I1- - I, and
2 := Iopmy1 - -+ I3,,. Here, we will consider unsigned integers, where a bitstring x of length ¢(z)
has integer value bin(z) := S0 g, . 2,

The (1+1) EA is a comparison-based algorithm in the sense that the decision whether to
replace the current search point x with a new search point 2’ only depends on the ordering of
and 2" with respect to the fitness function f, and not on the actual fitness value of search point z’.
Hence, the (1+1) EA will not change behaviour if the fitness function f is replaced by another
fitness function g where for all bitstrings = and y, f(z) < f(y) if and only if g(x) < ¢g(y).
To simplify the notation, we will therefore use the function f(z,y,2) = |[x —y| + |y — 2| =
max{z,y,z} — min{z,y,z} instead of function fs. Furthermore, instead of directly analysing
function fy, we consider the function f(z,y) =y — .

To analyse the progress of the (1+1) EA towards the optimum of function fg, we define the

block length of a search point, and use this is a potential function.

Definition A.4.1 (Block length). Let x,y and z be three bitstrings of length m with longest
common prefix o. The prefix-length of the triple x.,y,z is the length ((c) of the prefix o, and the
block length is the largest integer s such that x,y,z € {010°a,001°3 | o, € {0,1}mH@)=1=s],

Among bitstrings with the same prefix length, the value of Korel’s distance function de-

creases almost monotonically with the block length.

Lemma A.4.8. On objective function fs, if bitstrings x,y and z have length m, longest common
prefix o, and block length s, then 27— + 1 < f(x,y,2) < 27572 — 1, where r = m — {(0) — 2.

Proof. The initial part of the triangle classification program assigns the minimal value of x,y,z
to variable a, and the maximal value of z,y,z to c. Hence, we have f(z,y,z) = bin(c) — bin(a).
If the bitstring representations of a and ¢ can be written on the form a = ¢01°2(3 and b =
010°1q, then bin(c10°1a) — bin(c01°z3) = 2"° - (3 — x) + bin(«) — bin(3). Otherwise,
it must be possible to write the bitstrings on the forms ¢ = 010°1la and @ = 001°zf3, in
which case bin(c10°za) — bin(c01°05) = 2"7* - (2 4+ x) + bin(«) — bin(3). Furthermore,

I'The theorems on (1+1) EA were proved by Dr. Per Kristian Lehre. They are here included for sake of clarity.
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the difference bin(a) — bin(3) is at least —2"7° 4 1 and at most 2"~° — 1. So in all cases,

2775 + 1 < bin(c) — bin(a) < 277572 — 1, O
The probability of increasing the prefix-length is small.

Lemma A.4.9. Consider (1+1) EA on objective function fs with bitstring length 3m. If the
prefix-length of the current search point is s, then the probability that the current search point

—i-1

in the following iteration has prefix length s + i for any © > 0, is less than m™"~", where

[ := min{i,s}.

Proof. The case where i@ > s is trivial, because one of the bitstrings differs in s + 1 positions,
and it is therefore necessary to flip at least these s + 1 bits to increase the length of the common
prefix bits by .

Consider the case where ¢ < s. Without loss of generality, assume that the current search
point is of the form {o10° 1005 ",c01" 11157 3,601 111° "k}, where £(a) = £(3) = l(k) =
m — l(0) — s — 1. By Lemma A.4.8, the fitness value of this search point is no more than
2U@)+1 _ 1 To increase the prefix-length by 1, it is necessary to flip at least ¢ bits after o
in at least one of the bitstrings. Assume that the mutated search point is accepted without
also flipping the next bit in position ¢(c) + i + 1. Then the search point will be of the form
{c01"710a/,001" 113,001 1K'}, where £(o) = £(B') = U(K') = m—{(o)—i—1 > {(a). The
fitness of this search point is at least bin(c01°"'1") — bin(c01*'0/) > 2-24*) —bin(a’) >
2¢(e") 1, which is strictly larger than the original search point and therefore contradicts that the

search point was accepted by (1+1) EA. [

We are now in position to lower bound the runtime of (1+1) EA on the equilateral branch of
the triangle inequality program. We only count the runs where the algorithm reaches the search
point {10™~1,01™~1 01"} before the optimum has been found, and optimistically assume

that all other runs are finished in O iterations.

Lemma A.4.10. With constant probability p > 0, (1+1) EA will reach a search point on the
form {10m~1,01™~1 ,01™1} before reaching the global optimum of objective function fs.

Proof. With probability 3/2°, the initial search point is on the form z,y,z = {100,0113,011x}.
Clearly, this search point does not satisfy the predicate (a + b <= c), hence the remaining
of the search consists in trying to reach the equilateral branch. Let the block length of this
search point be s > 2. The probability that the prefix length increases, is by Lemma A.4.9 no

more than 1/ m?. In the following, we will analyse a duration of km? iterations, where k will be
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Figure A.12: Markov chain in the proof of Lemma A.4.10.

specified later, and assume that the prefix length will never increase during this period, an event
which happens with probability at least (1 — 1/m?)*"* = Q(1).

By Lemma A.4.8, if the block length increases to s + 2, then all future search points will
have block length at least s + 1. We call a frial a sequence of search points where the current
block length s is increased or decreased. The trial lasts until either the block length has been
reduced to s — 1, or the block length has been increased from s to s + 2, in which case the trial
is called successful. We now estimate the probability of a successful trial.

In order to decrease the block length to s — 1, it is necessary to flip at least one of the bits
in position 1 + s of z, y or z, an event which happens with probability no more than 1/m. In
order to increase the block length to s + 2, it suffices to flip the two right-most 1-bits in «, the
two right-most 0-bits in 3 and the two right-most 0-bits in . Each of these 6 bit-flips happen
with a probability of 1/3m in any iteration. When all 6 bits have been flipped, the block length
must necessarily have been increased to at least s + 2. To analyse the stochastic process behind
these bitflips, we construct a Markov chain corresponding to the number of those bits that have
the “correct” value. We pessimistically assume that at most one bit can be flipped correctly in
each iteration, and if the block length is reduced, or one of these bits are flipped back, then
all bits are lost. The Markov chain is depicted in Figure A.12, where state s; corresponds to
1 correct bits, and the values of the variables occurring in the state transition probabilities are
defined as p := 1/3em and ¢ := 1/m. With some algebraic manipulation, it is easy to see that
the expected hitting time from state sq to state sg is 7/p + 6q/p? = km for some constant k.
The block length must be increased at most m times, hence the expected time until the search
point is on the form {10™~1,01™~1,01™'} is no more than km?, and by Markov’s inequality,
the probability that this search point is reached within 2km? steps is at least 1/2.

The probability of increasing the block length within km? iterations is by union bound
no more than k. Hence, the probability that the search point {10™~1,01™~1,01™~!} has been
obtained before the prefix length is increased is at least 3/2° - (1/2)/(1/2 + k) > 0. O
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Theorem A.4.11. The expected running time of (1+1) EA on objective function fs with integers

in the interval [0,n) represented in binary is Q((log, n)®).

Proof. Define m := log, n. We define a typical run as a run where the EA reaches the search
point {10™~1,01™~1 01™~1}, which has function value 1, before reaching the global optimum.
By Lemma A.4.10, there is a constant probability that the run is typical. We will lower bound
the expected runtime by the expected number of iterations needed to find the global optimum
starting from this position. By Lemma A.4.8, the only non-optimal search points that will be
accepted from this point are on one of the forms {¢10%,601°,001°} and {c01%,010°,010°}. All
other search points have block lengths at most m — ¢(0) — 2, and therefore function values at
least 2.

In order to reach the global optimum, it is necessary to increase the prefix length to m. We
use drift analysis [266] to bound expected runtime until this happens, using m minus the prefix
length as distance function. In order to decrease the distance by ¢ > 0, it necessary to flip at
least ¢ + 3 bits simultaneously. Hence, the expectation of the drift A in each iteration is at most
Sori-m~3 = O(m™*). The initial distance from the optimum is B = ©(m), hence the

expected runtime is at least B/ E [A] = Q(m?®). O

Theorem A.4.12. The expected running time of (1+1) EA on objective function fg with integers
in the interval [0,n) represented in binary is O((logyn)?).

Proof. Define m := log, n. We divide a run of the EA into three phases. The first phase begins
with the initial iteration and lasts until @ + b > c holds. The second phase ends when the search
point has block length m — ¢(o) — 1. The third phase lasts until a search point a = b = ¢, i.e.
the global optimum, has been found.

For the first phase to end, it suffices to wait for a search point on the form a = la,b =
15,¢ = 1k, because bin(la) — bin(13) — bin(1k) < —1 for any «,3 and . Such search points
are obtained by flipping at most 3 bits simultaneously, hence the expected duration of the first
phase is bounded by O(m?).

The runtime of the second phase can be analysed using drift analysis, similarly to the proof
of Lemma A.4.10. Hence, the duration of the second phase is bounded from above by O(m?).

For the third phase, we apply drift analysis as in the proof of Theorem A.4.11. For reasons
that will be explained later, we start analysing the algorithm after iteration m?3. In the worst
case, the search point has prefix-length 0 at this point in time. In a given iteration, we distinguish
between two complementary events. Let £ be the event that the search point is on one of the two

forms {o1-10%,01-01°,61-01°} or {o0-10°,60-10°,00-01°}, and let the complementary event
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£ denote the event that the search point is on one of the two forms {¢0 - 10°,60 - 01°,00 - 01°}
or {o1-10%01-10°01-01°}.

In the case of event &, it is necessary to flip 5 bits to reduce the prefix-length by 1. Hence,
the conditional expected drift becomes F [A | €] = Q(m™) — O(m™®) = Q(m™*). In the
complementary event &, it is necessary to flip 4 bits to reduce the prefix length by 1, but the
probability of increasing the prefix-length is no larger than the probability of increasing the
prefix-length. Hence, we have £ [A | £] > 0. We first claim that Pr [£] = Q(1). If this claim
holds, we have unconditional expected drift ' [A] = Q(m™*), and the expected duration of the
second phase is O(m?).

We finally show that the claim Pr[£] = (1) holds. Let the current iteration number be
t. Let random variable X € {0,1} denote the value of the last bit of the common prefix o
in iteration . We will analyse the behaviour of variable X in the time interval ¢ — m3 to ¢
conditional on the event F that the prefix length is constant in this period. The probability of

increasing the prefix-length in any iteration is less than m~*

, so the probability of event F is at
least (1 —m~4)"™" = Q(1). Given that the prefix length is constant, the probability of changing
the value of X in any iteration is ©(m~3). If X = 0, then the probability that X,,s = 1 is at
least m? - (1 —m=3)""~1m=3 = Q(1). If X, = 1, then the probability that X,,s = 1 is at least
m? - (1 —m=3)™" = Q(1). Hence, the probability of event £ is Q(1).

The expected duration of all three phases is therefore O(m?®). O

Theorem 8.6.9. The expected running time of (1+1) EA on objective function fg with integers

in the interval [0,n) represented in binary is ©((log, n)).
Proof. The proof follows from Theorems A.4.11 and A.4.12. [

We now turn to the runtime of (1+1) EA on the first branch in the program /Dy, in which

case Korel’s distance function gives the minimisation objective y — .

Theorem 8.6.10. The expected runtime of (1+1) EA using either branch distance and approach
level (i.e. objective function fy), or only approach level with integers in the interval [0,n) on the

covering of branch 1Dy is ©(log, n).

Proof. Define m := log, n. We will focus on the leading bits of x and y only. For the upper
bound, we pessimistically assume that the predicate cannot be satisfied when 1 = O and y; = 0,
however it is clear that the predicate is necessarily satisfied when y; = 0 and x; = 1. In the
worst case, we start with y; = 1 and x; = 0. From this state, it suffices to wait for a sequence

of two bit-flips which do not flip the same variable twice. The expected time until one bit-flip
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occurs is less than em, and the expected time until the right bit-flip sequence occurs is no more
than 8em.

For the lower bound, we note that there is a constant probability that the initial search point
has y; = 1 and x; = 0, and that the probability that none of these are flipped within m iterations

is at least (1 — 2/m)™ = €(1). Hence, the runtime is lower bounded by (m). O

Note that the previous theorems for (1+1) EA do not consider negative values for the three
input variables. In order to consider negative values, it is necessary to extend the runtime analy-
sis of (1+1) EA. However we conjecture that if signed integers are represented using a separate

sign bit, the asymptotic runtime results will be the same.
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